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Fully Dynamic Shortest Path Reporting Against an
Adaptive Adversary

Anastasiia Alokhina

Georgia Tech

Algebraic data structures are the main subroutine for maintaining distances in
fully dynamic graphs in subquadratic time. These dynamic algorithms can, however,
not maintain the shortest path on weighted graphs, and on unweighted graphs, they
do not work against adaptive adversaries. The poster presents the first non-trivial
fully dynamic algorithm that maintains the st-shortest path against an adaptive ad-
versary for integer-weighted directed graphs. On directed graphs with edge weights
in [1,W ], we can maintain the exact st-shortest path in Õ(Wn1.823) update and
query time. Our main algorithm uses a previously developed fully-dynamic distance
oracle in an efficient way.

Upper Bounds on Thresholds

Tolson Bell

Carnegie Mellon University

The threshold of a monotone property is the probability at which a probabilistic
construction has a 50% chance of having that property. For instance, the threshold
forG(n, p) to contain a Hamiltonian cycle is p = (lnn+ln(lnn))/n. Park and Pham’s
recent breakthrough proof of the Kahn-Kalai Conjecture sets an upper bound on the
threshold of many monotone properties. In this poster, I will explain their result,
as well as my generalizations and slight improvements of their and related bounds.
Includes joint work with Alan Frieze and Trent Marbach.

Private Estimation with Public Data

Alex Bie

University of Waterloo

We initiate the study of differentially private (DP) estimation with access to a
small amount of public data. For private estimation of d-dimensional Gaussians,
we assume that the public data comes from a Gaussian that may have vanishing
similarity in total variation distance with the underlying Gaussian of the private
data. We show that under the constraints of pure or concentrated DP, d+ 1 public
data samples are sufficient to remove any dependence on the range parameters of
the private data distribution from the private sample complexity, which is known
to be otherwise necessary without public data. For separated Gaussian mixtures,
we assume that the underlying public and private distributions are the same, and
we consider two settings: (1) when given a dimension-independent amount of public
data, the private sample complexity can be improved polynomially in terms of the
number of mixture components, and any dependence on the range parameters of
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the distribution can be removed in the approximate DP case; (2) when given an
amount of public data linear in the dimension, the private sample complexity can be
made independent of range parameters even under concentrated DP, and additional
improvements can be made to the overall sample complexity. This is joint work with
Gautam Kamath and Vibrant Singhal.

Hamiltonicity and related properties in Kr+1-free graphs

Aleyah Dawkins

George Mason University

The problem of determining the extremal number ex(n, F ), the maximum num-
ber of edges in an n-vertex, F -free graph, has been studied extensively since Turan’s
theorem. The first edge density condition implying Hamiltonicity is due to Ore, and
variations on this problem have been studied since. We bring together these two
themes in extremal graph theory, proving best-possible edge density conditions suffi-
cient to guarantee Hamiltonicity and related properties in Kr+1-free graphs. Equiv-
alently, we introduce a variant of the extremal number ex(n, F ) in which we require
that these graphs not be Hamiltonian, chorded pancyclic, traceable, or Hamiltonian-
connected, and we determine their values for F = Kr+1.

Path Aggregation in Optical Networks

Daniel Hathcock

Carnegie Mellon University

The classic heavy path decomposition of Sleator and Tarjan decomposes a tree
into edge-disjoint colored paths such that any node to root path switches colors at
most log(n) times. We generalize this by giving an algorithm to find such a structure
for any directed network. In particular, in a directed multigraph with colored arcs in
which every node has a monochromatic path to the root, our algorithm finds a span-
ning arborescence such that any node to root path switches colors at most O(log n)
times. This result is itself interesting in the context of modeling optical networks
with switching cost. We also hope this structure can be used as an algorithmic
primitive for network design problems.
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Two-Point Concentration of the Independence Number of
Gn,p

Jakob Hofstad

Carnegie Mellon University

It has been known since the 1970’s that, for the Erdős-Rényi random graph
Gn,1/2, the independence number α(G) will take on one of two precise values (as
a function of n) with high probability, known as “two-point concentration”. The
original proof, independently published by Bollobás and Erdős, and Matula, uses
standard first and second moment methods with the random variable Xk that counts
the number of independent sets of size k. This proof can be easily extended to
provide a two-point concentration result for α(Gn,p) for any probability p > n−1/3+ϵ.
We show that two-point concentration of α(Gn,p) persists for all p > n−2/3+ϵ, using
first and second moment methods with slightly more complex random variables.
We also note that this exponent of n is best possible, due to a remark of Sah and
Sawhney. Joint work with Tom Bohman.

Robustly Learning Affine Transformations

He Jia

Georgia Tech

We present a polynomial-time algorithm for robustly learning an unknown affine
trans- formation of the standard hypercube from samples, an important and well-
studied setting for independent component analysis (ICA). Specifically, given an
ϵ-corrupted sample from a distribution D obtained by applying an unknown affine
transformation x → Ax+s to the uniform distribution on a d-dimensional hypercube
[−1, 1]d, our algorithm constructs Â, ŝ such that the total variation distance of the
distribution D̂ from D is O(ϵ) using poly(d) time and samples. Total variation
distance is the information-theoretically strongest possible notion of distance in our
setting and our recovery guarantees in this distance are optimal up to the absolute
constant factor multiplying ϵ. In particular, if the columns of A are normalized to
be unit length, our total variation distance guarantee implies a bound on the sum
of the ℓ2 distances between the column vectors of A and A′,

∑d
i=1 ai − âi2 = O(ϵ).
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Federated Reinforcement Learning: Linear Speedup Under
Markovian Sampling

Sajad Khodadadian

Georgia Tech

Since reinforcement learning algorithms are notoriously data-intensive, the task
of sampling observations from the environment is usually split across multiple agents.
However, transferring these observations from the agents to a central location can
be prohibitively expensive in terms of the communication cost, and it can also com-
promise the privacy of each agent’s local behavior policy. In this work, we consider
a federated reinforcement learning framework where multiple agents collaboratively
learn a global model, without sharing their individual data and policies. Each agent
maintains a local copy of the model and updates it using locally sampled data. Al-
though having N agents enables the sampling of N times more data, it is not clear
if it leads to proportional convergence speedup. We propose federated versions of
on-policy TD, off-policy TD and Q-learning, and analyze their convergence. For all
these algorithms, to the best of our knowledge, we are the first to consider Marko-
vian noise and multiple local updates, and prove a linear convergence speedup with
respect to the number of agents. To obtain these results, we show that federated
TD and Q-learning are special cases of a general framework for federated stochastic
approximation with Markovian noise, and we leverage this framework to provide a
unified convergence analysis that applies to all the algorithms.

Stochasticity of Deterministic Gradient Descent: Large
Learning Rate for Multiscale Objective Function

Lingkai Kong

Georgia Tech

The poster is about what will happen in optimization when gradient descent
(deterministic, without randomness in the algorithm) with a large learning rate
is applied to a multiscale objective function. We theoretically provided: 1) The
learning rate needed for chaos to happen, which leads to this stochastic-like behavior
2) The stochastic iteration that has similar invariant distribution to the deterministic
GD 3) A closed-form Gibbs distribution for the invariant distribution of the chaotic
system. Experiments on real machine learning show that this phenomenon exists in
reality.

5



Condition-number-independent convergence rate of
Riemannian Hamiltonian Monte Carlo with numerical

integrators

Yunbum Kook

Georgia Tech

We study the convergence rate of discretized Riemannian Hamiltonian Monte
Carlo (RHMC) on sampling from distributions in the form of e−f(x) on a convex
body M ⊂ Rn. We show that for distributions in the form of e−α⊤x on a polytope
with m constraints, the convergence rate of a family of commonly-used integrators
is independent of ∥α∥2 and the geometry of the polytope. In particular, the implicit
midpoint method (IMM) and the generalized Leapfrog method (LM) have a mixing

time of Õ(mn3) to achieve ε-total variation distance to the target distribution. These
guarantees are based on a general bound on the convergence rate for densities of
the form e−f(x) in terms of parameters of the manifold and the integrator. Our
theoretical guarantee complements our empirical results, which shows that RHMC
with IMM can sample ill-conditioned, non-smooth and constrained distributions in
very high dimension efficiently in practice.

On the Partial Convexification for Low-Rank Spectral
Optimization: Rank Bounds and An Effective Algorithm

Yongchun Li

Georgia Tech

The Low-rank Spectral Optimization Problem (LSOP) minimizes a linear ob-
jective function over multiple two-sided linear inequalities intersected with a low-
rank spectral domain set. Many important problems such as matrix completion,
fair PCA, and quadratically constrained quadratic programs fall into our proposed
LSOP framework. Although the convexification of the LSOP feasible set, in gen-
eral, is difficult, recent studies reveal that replacing the LSOP domain set with
its convex hull can lead to promising tractable and high-quality relaxation, termed
“LSOP-R”. This motivates us to study the strength of LSOP-R. Specifically, we
prove the rank upper bounds of an optimal solution of LSOP-R. Our rank bound
results: (i) are independent of the domain set; (ii) can recover the well-known ones
for two LSOP special cases in literature; and (iii) provide sufficient conditions about
when LSOP-R yields the same optimal value as the original LSOP. To harvest the
promising theoretical results, we develop an efficient column generation algorithm
with a vector-based convex pricing oracle for solving LSOP-R, whose output optimal
solution can achieve the same rank bounds. Our numerical results demonstrate the
effectiveness of the proposed algorithm.
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Social fairness in facility location

Jai Moondra

Georgia Tech

The classic facility location problem seeks to open a set of facilities to minimize
the cost of opening the chosen facilities and the total cost of connecting all the
clients to their nearby open facilities. Such an objective may induce an unequal
cost over certain socioeconomic groups of clients (i.e., total distance traveled by
clients in such a group). This is important when planning the location of socially
relevant facilities such as emergency rooms and grocery stores. In this work, we
consider a fair version of the problem by minimizing the Minkowski p-norm of the
total distance traveled by clients across different socioeconomic groups and the cost
of opening facilities, to penalize high access costs to open facilities across r groups
of clients. This generalizes classic facility location (p = 1) and the minimization of
the maximum total distance traveled by clients in any group (p = ∞). However, it
is often unclear how to select a specific p to model the cost of unfairness. To get
around this, we obtain in polynomial time a small portfolio of at most (log2(r) + 1)
solutions for r (disjoint) client groups, where for any Minkowski p-norm, at least
one of the solutions is a constant-factor approximation with respect to any p-norm.
We also show that such a dependence on r is necessary by showing the existence
of instances where at least ≈

√
log2(r) solutions are required in such a portfolio.

Additionally, We introduce the notion of refinement across the solutions in the
portfolio. This property ensures that once a facility is closed in one of the solutions,
all clients assigned to it are reassigned to a single facility and not split across open
facilities. We give poly(exp(

√
r))-approximation for refinement in general metrics

and O(log r)-approximation for the line and tree metrics. This is joint work with
Swati Gupta and Mohit Singh.

New Lower Bounds for Private Estimation and a
Generalized Fingerprinting Lemma

Argyris Mouzakis

University of Waterloo

We prove new lower bounds for statistical estimation tasks under the constraint
of (ε, δ)-differential privacy. First, we provide tight lower bounds for private covari-
ance estimation of Gaussian distributions. We show that estimating the covariance
matrix in Frobenius norm requires Ω(d2) samples, and in spectral norm requires
Ω(d3/2) samples, both matching upper bounds up to logarithmic factors. We prove
these bounds via our main technical contribution, a broad generalization of the fin-
gerprinting method to exponential families. Additionally, using the private Assouad
method of Acharya, Sun, and Zhang, we show a tight Ω(d2/(α2ε)) lower bound for
estimating the mean of a distribution with bounded covariance to α-error in L2-
distance. Prior known lower bounds for all these problems were either polynomially
weaker or held under the stricter condition of (ε, 0)-differential privacy.
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Fast Combinatorial Algorithms for Min Max Correlation
Clustering

Heather Newman

Carnegie Mellon University

We introduce fast algorithms for correlation clustering with respect to the Min
Max objective that provide constant factor approximations on complete graphs.
Our algorithms are the first purely combinatorial approximation algorithms for this
problem. We construct a novel semi-metric on the set of vertices, which we call the
correlation metric, that indicates to our clustering algorithms whether pairs of nodes
should be in the same cluster. We also demonstrate empirically that, compared to
prior work, our algorithms sacrifice little in the objective quality to obtain signifi-
cantly better run-time. Moreover, our algorithms scale to larger networks that are
effectively intractable for known algorithms. This is joint work with Sami Davies
and Benjamin Moseley.

The Base Augmentation Problem

Madhusudhan Pittu

Carnegie Mellon University

We define a natural generalization of the Tree Augmentation Problem to ma-
troids. We are given a matroid M = (E, I) and base B, and costs on elements of
E \ B. The goal is to select a minimum cost subset of elements F ⊂ E \ B so that
the set B ∪ F is full rank after any element is deleted. Note that the classic Tree
Augmentation Problem is the case where M is a graphic matroid. We characterize
the approximation of the Base Augmentation Problem for some natural matroid
classes including graphic, co-graphic, transversal, binary, and laminar matroids. We
also conjecture an approximation ratio of 2 for regular matroids.

A Bias-Variance-Privacy Trilemma for Statistical
Estimation

Matthew Regehr

University of Waterloo

The canonical algorithm for differentially private mean estimation is to first
clip the samples to a bounded range and then add noise to their empirical mean.
Clipping controls the sensitivity and, hence, the variance of the noise that we add
for privacy. But clipping also introduces statistical bias. We prove that this tradeoff
is inherent: no algorithm can simultaneously have low bias, low variance, and low
privacy loss for arbitrary distributions. On the positive side, we show that unbiased
mean estimation is possible under approximate differential privacy if we assume that
the distribution is symmetric. Furthermore, we show that, even if we assume that
the data is sampled from a Gaussian, unbiased mean estimation is impossible under
pure or concentrated differential privacy.
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Extensions and Properties of Some Graph Polynomials

Josephine Reynes

University of Waterloo

We discuss the main concepts of several different Graph Polynomial related top-
ics. First we derive Kirchhoff-Type Laws for signed graphs through the examination
of contributors. Contributors are mapping of paths of length one into the graph
such that all vertices are covered by both a head and tail of a path. It can also
be observed through these sub-objects that Kirchhoff’s Laws create a spanning tree
sort based on a shortest sort sink path property. Next we examine how the Tutte
polynomial of the bipartite representation of a graph relates to the original graphs
Tutte polynomial and how the terms of the Tutte polynomial can be represented as
grid walks. Finally we define a chromatic multi-symmetric function that allows us
to take advantage of homogeneous sets in graphs. These homogeneous sets allow us
to relate the chromatic symmetric function of a graph to the chromatic symmetric
function of another graph. The extension of the homogeneous sets to a pair of ho-
mogeneous sets allows us to generalizes the work of Guay-Paquet and reduce the
Stanley-Stembridge conjecture to unit interval graphs.

Sinkhorn Distributionally Robust Optimization

Jie Wang

Georgia Tech

We study distributionally robust optimization (DRO) with Sinkhorn distance—a
variant of Wasserstein distance based on entropic regularization. We derive convex
programming dual reformulation for a general nominal distribution. Compared with
Wasserstein DRO, it is computationally tractable for a larger class of loss functions,
and its worst-case distribution is more reasonable. We propose an efficient stochastic
mirror descent algorithm using biased gradient oracles to solve the dual reformula-
tion. It finds a δ-optimal solution with computation cost Õ(δ−3) and memory cost
Õ(δ−2), and the computation cost further improves to Õ(δ−2) when the loss function
is smooth. Finally, we provide various numerical examples using synthetic and real
data to demonstrate its superior performance.
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Large Learning Rate Tames Homogeneity: Convergence and
Balancing Effect

Yuqing Wang

Georgia Tech

Recent empirical advances show that training deep models with large learning
rate often improves generalization performance. However, theoretical justifications
on the benefits of large learning rate are highly limited, due to challenges in analysis.
In this work, we consider using Gradient Descent (GD) with a large learning rate on
a homogeneous matrix factorization problem, i.e., minX,Y ∥A−XY ⊤∥2F . We prove a
convergence theory for constant large learning rates well beyond 2/L, where L is the
largest eigenvalue of Hessian at the initialization. Moreover, we rigorously establish
an implicit bias of GD induced by such a large learning rate, termed ‘balancing’,
meaning that magnitudes of X and Y at the limit of GD iterations will be close
even if their initialization is significantly unbalanced. Numerical experiments are
provided to support our theory.

Polynomial growth, asymptotic dimension, and coarse
embeddings into grid graphs

Jing Yu

Georgia Tech

Krauthgamer and Lee proved that there is an injective embedding from any
graph of growth bounded by nρ into a grid graph of dimension O(ρ log ρ). We revisit,
simplify, and extend their proof and show that there exists a coarse embedding from
graphs of polynomial growth rate ρ < ∞ into a grid graph of dimension O(ρ) , which
answers a question of Papasoglu. Besides, we find an alternative proof of the result of
Papasoglu that graphs of polynomial growth rate ρ < ∞ have asymptotic dimension
at most ρ. Furthermore, our proof works in the Borel setting and shows that Borel
graphs of polynomial growth rate ρ < ∞ have Borel asymptotic dimension at most
ρ, and hence they are hyperfinite. This generalizes a result of Jackson, Kechris,
and Louveau (2002) from Schreier graphs of Borel group actions to arbitrary Borel
graphs of polynomial growth and answers a question of Marks.
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