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Abstract: Multinomial selection is concerned with selecting the most probable (best) multinomial alternative.
The alternatives compete in a number of independent trials. In each trial, each alternative wins with an unknown
probability specific to that alternative. A long-standing research goal has been to find a procedure that minimizes
the expected number of trials subject to a lower bound on the probability of correct selection (P(CS)). Numerous
procedures have been proposed over the past 55 years, all of them suboptimal, for the version where the number of
trials is bounded. We achieve the goal in the following sense: For a given multinomial probability vector, lower bound
on P(CS), and upper bound on trials, we use linear programming (LP) to construct a procedure that is guaranteed to
minimize the expected number of trials. This optimal procedure may necessarily be randomized. We also present a
mixed-integer linear program (MIP) that produces an optimal deterministic procedure. In our computational studies,
the MIP always outperforms previously existing methods from the literature, with a modest additional benefit arising
from the LP’s randomized procedure.
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1. INTRODUCTION

We consider the problem of selecting the best alternative out of k ≥ 2 competing alternatives. We assume
that there is a probability vector p = (p1, p2, . . . , pk) ∈ P ≡ {p ∈ (0, 1)k :

∑k
i=1 pi = 1} such that,

each time the alternatives compete, alternative i has probability pi of winning the trial, independent of the
outcomes of all the other trials. In each trial exactly one alternative wins. Let p[1] ≤ p[2] ≤ · · · ≤ p[k−1] <
p[k] denote the ordered pi’s. The alternative associated with p[k], denoted i∗, is called the most probable
or best. The only information that is known in advance is the number k of alternatives, how to conduct
independent random trials in which the k alternatives compete, and how to identify the winning alternative
in each trial. That is, the win probabilities p are not known, and it is not known which alternative is more or
less likely to win than another. We want to conduct a small number of trials to identify the best alternative
i∗ with high probability. These types of problems are called multinomial selection problems (MSPs).

Let xij = 1 if alternative i is the winner on trial j, and xij = 0 otherwise. Define ηim ≡
∑m

j=1 xij as
the number of trials won by alternative i during the first m trials. Let ηm ≡ (η1m, η2m, . . . , ηkm) denote
the cumulative success vector up to trial m, and write the ordered ηim’s as η[1]m ≤ · · · ≤ η[k]m. We
restrict attention to procedures that, after N trials (where N may be random), choose an alternative i with
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ηiN = η[k]N . If there are multiple alternatives with ηiN = η[k]N , we assume that each of those alternatives
is chosen with equal probability. Let îN denote such a chosen alternative i with ηiN = η[k]N . Thus, the only
control of interest is the number of trials to conduct.

The MSP may be static or dynamic. In a static MSP, the number of trials has to be chosen before any
of the trials take place. In a dynamic MSP, decisions as to whether or not to conduct additional trials are
based on the past trial outcomes. We now introduce the concept of a randomized stopping rule for MSPs.
With a deterministic stopping rule, the decision whether or not to conduct additional trials is a deterministic
function of the past trial outcomes. Only deterministic stopping rules have been considered previously in
the literature. With a randomized stopping rule, the decision whether or not to conduct additional trials is a
randomized function of the past trial outcomes.

Let NM(p) denote the number of trials of a procedure M until termination. In general, for a given p,
NM(p) is a random variable. For any p of interest, the procedure M is usually constrained to satisfy one
of the following conditions, listed from least to most restrictive: (i) M terminates with probability 1; (ii)
E[NM(p)] < ∞; (iii) M terminates finitely, i.e., there exists n such that NM(p) < n always; or (iv) there
exists an a priori bound n such that NM(p) ≤ n always.

Given the win probability vector p and a procedure M to conduct trials and choose an alternative, the
prior probability that alternative i∗ is chosen is called the probability of correct selection and is denoted by
PM(CS;p), or just P(CS;p) when we refer to a procedure proposed in this paper. Another performance
criterion when evaluating a procedure M is the expected number of trials E[NM(p)]. Both PM(CS;p) and
E[NM(p)] depend on the win probability vector p. Since p is not known, there is interest in procedures
that are robust with respect to variation in p. This can be pursued by considering performance criteria that
apply to a (large) set of p-values, for example, worst-case performance criteria over all p in a preference
zone (PZ), PPZ ≡ {p ∈ P : p[k]/p[k−1] ≥ θ?}, where the constant θ? > 1 can be regarded as the
“smallest ratio p[k]/p[k−1] worth detecting.” The complement of the preference zone, PIZ ≡ P \ PPZ, is
called the indifference zone (IZ). Given a procedure M, the least favorable configuration (LFCM) is the win
probability vector p ∈ PPZ that minimizes PM(CS;p), i.e.,

LFCM ≡ argmin
p∈PPZ

PM(CS;p).

It is plausible that a competently designed procedure M would expend at least as many trials on its
LFCM as it would on other probability vectors p ∈ PPZ. Thus, one may wish to design a procedure M
to minimize the expected number of trials E[NM(LFCM)], subject to PM(CS; LFCM) ≥ P ?, for a given
constant P ? ∈ (1/k, 1), that is, PM(CS;p) ≥ P ? for all p ∈ PPZ. For many procedures M, the LFCM is
the slippage configuration (SC):

SC ≡
(

1

θ? + k− 1
, . . . ,

1

θ? + k− 1
,

θ?

θ? + k− 1

)
,

where we have generically assumed that the last component is the largest. Hence, one may wish to design
M to minimize E[NM(SC)], subject to PM(CS; SC) ≥ P ?. In this paper, we show how to design ran-
domized and deterministic procedures M to minimize the expected number of trials E[NM(p)], subject to
PM(CS;p) ≥ P ?, where p can be chosen to be the SC or any other win probability vector. Our procedures
are the first to achieve guaranteed optimality in this general setting.

The remainder of the paper is organized as follows. In §2 we provide an overview of existing procedures
for MSPs. We present our optimal procedures in §3. We compare the performance of our procedures with
that of their predecessors in §4, and show that the new procedures always provide savings in the expected
number of observations over existing procedures, sometimes substantially so. We give conclusions in §5.
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2. LITERATURE REVIEW

This section discusses a number of procedures for MSPs, against which we compare our optimal procedures.
The first is a classic procedure for a static MSP due to Bechhofer, Elmaghraby, and Morse (BEM) (1959).

ProcedureMBEM:

1. Given k, θ?, and P ?, choose the number of trials NBEM = NBEM(SC), e.g., given in tables in BEM
(1959) or Bechhofer, Santner, and Goldsman (BSG) (1995).

2. Conduct NBEM multinomial trials in a single stage.

3. Select alternative îNBEM
, randomizing to break ties.

Kesten and Morse (1959) prove that LFCBEM = SC. Thus, the number of trials NBEM in BEM (1959) and
BSG (1995), chosen to satisfy PBEM(CS; SC) ≥ P ?, also satisfies PBEM(CS; LFCBEM) ≥ P ?.

As might be expected, static MSPs such as Procedure MBEM often conduct unnecessary trials when
used in dynamic settings. The (dynamic) curtailed sequential procedure of Bechhofer and Kulkarni (BK)
(1984) achieves efficiencies over ProcedureMBEM by allowing the procedure to stop whenever the alterna-
tive with the second highest win count so far cannot catch up with the alternative with the highest win count
so far before conducting all NBEM multinomial trials.

ProcedureMBK:

1. Given k, θ?, and P ?, specify the maximum number n of trials prior to the start of trials. (Typically,
n = NBEM.)

2. Conduct each multinomial trial m until sampling terminates at trial NBK, where

NBK ≡ min
{
m : η[k]m − η[k−1]m ≥ n−m

}
.

3. Select alternative îNBK
, randomizing to break ties (which can only happen if NBK = n).

It can be shown that PBK(CS;p) = PBEM(CS;p) and E[NBK(p)] ≤ NBEM(p) for all p ∈ P . Note
that since PBK(CS;p) = PBEM(CS;p) for all p ∈ P , and LFCBEM = SC, it follows that LFCBK = SC.
In particular, PBK(CS; LFCBK) ≥ P ?.

Another sequential procedure is due to Ramey and Alam (RA) (1979). This bounded procedure stops
as soon as one alternative is sufficiently ahead of the other alternatives, or until one of the alternatives hits a
certain stopping bound, called the inverse-sampling parameter.

ProcedureMRA:

1. Given k, P ?, and θ?, find (r, t) from an appropriate table (e.g., Bechhofer and Goldsman (BG) 1985a).

2. Conduct each multinomial trial m until sampling terminates at trial NRA, where

NRA ≡ min
{
m : η[k]m = t or η[k]m − η[k−1]m = r

}
.

3. Select alternative îNRA
(ties are not possible).

Remark RA show that LFCRA = SC when k = 2, and conjecture that it is so for k > 2, based on empirical
evidence. The (r, t)-values in BG (1985a) have been chosen to satisfy PRA(CS; SC) ≥ P ?. Empirical
evidence also led RA to conclude that when there are several pairs (r, t) that satisfy PRA(CS; SC) ≥ P ?,
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the pair with the lowest value of r corresponds to the lowest expected number of observations. While this
is true in most cases, it is not true in general. Consider k = 3, θ? = 2, and P ? = 0.75. For parameter pair
(4, 5), one can show via exact calculations that PRA(CS; SC) = 0.756 and E[NRA(SC)] = 8.809, but for
parameter pair (3, 6), PRA(CS; SC) = 0.773 and E[NRA(SC)] = 8.825. Thus, in this case the pair with
the higher r-value has the lower expected number of observations. This is bad news when searching for an
optimal (r, t)-pair because the search may be burdensome. It is interesting that for k = 2, ProcedureMRA

is a gambler’s ruin problem subject to a constraint on the total number of wins or losses dictated by t.

Chen (1992) proposes a modified ProcedureMC that forces truncation after n trials (with curtailment)
to ProcedureMRA.

ProcedureMC:

1. Given k, θ?, and P ?, find (n, r, t) from an appropriate table (e.g., Chen 1992).

2. Conduct each multinomial trial m until sampling terminates at trial NC, where

NC ≡ min
{
m : η[k]m = t or η[k]m − η[k−1]m = r or η[k]m − η[k−1]m ≥ n−m

}
.

3. Select alternative îNC
, randomizing to break ties (which can only happen if NC = n).

Chen points out that PC(CS;p) is the same for all t such that t ≥ n/2 with fixed r and n, and for all r such
that r ≥ t for fixed t and n. Thus one can restrict a search for the optimal procedure parameters (n, r, t)
to r ≤ t ≤ n/2. The (n, r, t)-values in Chen (1992) have been chosen to minimize E[NC(SC)]. Chen
conjectures that LFCC = SC. He then proves a partial result to the conjecture, namely, that LFCC is of the
form

LFCC = (0, 0, . . . , 0, s, p, p, . . . , p, θ?p),

where 0 ≤ s ≤ p. Since his procedure is a generalization of Procedure MRA, this result implies that
LFCRA is of the same form, consistent with Ramey and Alam’s (1979) conjecture concerning LFCRA.

The next procedure is from Bechhofer and Goldsman (BG) (1985b, 1986), and is a truncated version of
an unbounded sequential procedure due to Bechhofer, Kiefer, and Sobel (BKS) (1968), which is itself based
on a sequential probability ratio test. This procedure stops trials as soon as either of two stopping criteria
are met, including curtailment.

ProcedureMBG:

1. Given k, P ?, and θ?, find the truncation number n from the table given in BG (1986) or BSG (1995).

2. Conduct each multinomial trial m until sampling terminates at trial NBG, where

NBG ≡ min
{
m : zm ≤ (1− P ?)/P ? or η[k]m − η[k−1]m ≥ n−m

}
and

zm ≡
k−1∑
i=1

( 1

θ?

)η[k]m−η[i]m
.

3. Select alternative îNBG
, randomizing to break ties.

The n-values in BG (1986) and BSG (1995) have been chosen to minimize E[NBG(SC)]. BKS prove
that LFCBKS = SC; see also Levin (1984). Thus, LFCBK = LFCBKS; however, BG do not prove that
combining the stopping rules of ProceduresMBK andMBKS actually preserves the LFC; that is, they do
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not prove that LFCBG = SC. For the case k = 2, Tovey (2014) has recently proved that the SC is the LFC
for ProcedureMBG and all other procedures described in this paper, including the optimal ones introduced
in the next section.

In this paper, we give a linear program that yields an optimal randomized sequential procedure, as well
as a mixed-integer linear program that yields an optimal deterministic sequential procedure, for any chosen
p. These formulations also facilitate performance evaluation of the procedures presented above.

Other related work on multinomial selection — not covered in the current paper — involves subset
selection formulations (see, for example, Vieira Junior et al. 2014), the case of large k (Vieira Junior 2011),
selection of the least probable multinomial alternative (Chen 1985, 1992), and nonparametric interpretations
of multinomial problems (Bechhofer and Sobel 1958 and Miller et al. 1998).

3. OPTIMAL MULTINOMIAL SELECTION

This section describes our procedures. For the constrained version of the MSP considered herein, there is
a given maximum number of trials allowed, called the budget b. The problem is to dynamically choose the
number of trials n ≤ b such that PM(CS;p) ≥ P ?, and the (prior) expected number of observations is
minimized.

3.1. Procedures

In general, any cumulative success vector ηm (or, generically, η) is a viable stopping point. All the pro-
cedures reviewed above employ stopping rules based on simple relationships between the components of
η, using parameters that depend on problem inputs k, P ?, and θ?. Therefore, those stopping rules are spe-
cial cases of general deterministic stopping rules that specify the set of cumulative success vectors that are
stopping points for a particular procedure, which in turn are special cases of general randomized stopping
rules that specify the conditional probability of stopping at each cumulative success vector, given that the
cumulative success vector is observed.

The following example shows why randomized stopping rules may be necessary to achieve optimality.
Consider an MSP with k = 2, P ? = 0.75, and θ? = 4. Note that SC = (0.2, 0.8). Consider a deterministic
procedure that conducts one trial and chooses the alternative that wins the trial. Clearly, that procedure is the
optimal deterministic procedure, with N(SC) = 1 and P(CS; SC) = 0.8. However, consider a randomized
procedure that stops without conducting any trials with probability 1/6 and chooses each alternative with
probability 1/2, and conducts one trial with probability 5/6 and chooses the alternative that wins the trial.
Then E[N(SC)] = 5/6 and P(CS; SC) = 0.75 = P ?. Thus, the randomized procedure has a lower expected
number of trials than the deterministic procedure, while still satisfying P(CS; SC) ≥ P ?.

For any m ∈ {0, 1, . . . , b}, define Nm ≡
{
η ∈ Nk :

∑k
i=1 ηi = m

}
as the set of possible cumulative

success vectors afterm trials, and defineN ≡ ∪bm=0Nm =
{
η ∈ Nk :

∑k
i=1 ηi ≤ b

}
as the set of possible

cumulative success vectors with budget b. For a particular procedure, let φη denote the conditional proba-
bility that the procedure stops at cumulative success vector η, given that η is reached. If the probability that
η ∈ N \Nb is reached using the procedure is zero, then without loss of generality choose φη = 0. Thus, any
deterministic procedure is specified by a stopping function φ : N 7→ {0, 1}, i.e., a deterministic function
that decides with certainty whether or not to stop at any point η. Any randomized procedure is specified by
a stopping probability function φ : N 7→ [0, 1], i.e., a function that decides randomly whether or not to stop
at any point η. Note that a finite budget b requires that φη = 1 for all η ∈ Nb. Also, as mentioned, it is
not known in advance which alternative is more or less likely to win than another, and hence the indexing
of alternatives is arbitrary. Therefore, we restrict attention to admissible procedures, i.e., procedures that do
not use information as to the indexing of alternatives with respect to their success probabilities. Next, we
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state the definition of admissible procedures.

Definition 3.1. A multinomial procedure M with stopping function φ is admissible iff φη is invariant with
respect to permutations of η; that is, for any η,η′ ∈ N such that η and η′ are permutations of each other
and P(M arrives at η) > 0, it holds that φη = φη′ .

ProceduresMNR andMR are generic deterministic and randomized procedures, respectively.

ProceduresMNR andMR:

1. Given k, P ?, b, and p, specify φ : N 7→ {0, 1} (deterministic) or φ : N 7→ [0, 1] (randomized).

2. Conduct multinomial trial m ≥ 0.

3. Calculate the sample cumulative success vector η ∈ Nm. Generate a uniform(0, 1) random number
um; if um < φη, then stop and select alternative îm, randomizing to break ties; otherwise, increment
m and repeat step 2. (Note that in the deterministic case, the procedure stops if φη = 1.)

3.2. Optimal Procedures

In this section, we present a mixed-integer linear program (MIP) to compute an optimal deterministic pro-
cedure, and a linear program (LP) to compute an optimal randomized procedure. Each subsection describes
components of the formulation.

The procedure takes as input k, P ?, b, and any probability configuration, p ∈ P , for example, the
slippage configuration. We assume that i∗ is unique, and since we restrict attention to procedures for which
φη is invariant with respect to permutations of η, without loss of generality we can choose p so that pk >
max{p1, . . . , pk−1}, that is, i∗ = k. We simplify expressions by using θi to represent the ratio of the largest
probability of success (for alternative k) to that of alternative i, that is, θi ≡ pk/pi, for i = 1, . . . , k.

3.2.1. Decision Variables

The formulation uses decision variables fη, η ∈ N , to represent the probability that the procedure reaches
cumulative success vector η and then stops. In addition, the decision variables f iη for η ∈ N , i ∈ {1, . . . , k},
represent the probability that the procedure reaches η, and then does not stop, and then alternative i wins
the next trial. For η ∈ Nb, f iη = 0 for all i due to the budget constraint. Note that the probability that the
procedure reaches η ∈ N is equal to fη +

∑k
i=1 f

i
η. Thus, these decision variables specify the conditional

stopping probabilities φη which define the procedure, because for all η ∈ N ,

φη =
fη

fη +
∑k

i=1 f
i
η

. (3.1)

If the denominator above is zero, then we set φη = 0.
Think of the decision variables as flows in a network. For each η ∈ N there is a node. In addition,

there is a sink node, representing stopping. In order to initialize total probability, there is external inflow
of probability 1 into node 0 = (0, . . . , 0). For any η ∈ N , if ηi > 0, then let η−i ≡ (η1, . . . , ηi−1, ηi −
1, ηi+1, . . . , ηk). For each node η ∈ N and each i ∈ {1, . . . , k} such that ηi > 0, there is flow of probability
f iη−i from node η−i to node η. Also, for each node η ∈ N \ Nb and each i ∈ {1, . . . , k}, there is flow of
probability f iη from node η to node (η1, . . . , ηi−1, ηi+1, ηi+1, . . . , ηk). Finally, for each node η ∈ N , there
is flow of probability fη from node η to the sink node. An example of part of such a network for k = 3 is
shown in Figure 1.

To restrict φη ∈ {0, 1} for deterministic procedures, we introduce binary decision variables yη such that
φη = yη for all η ∈ N . Thus, if cumulative success vector η is reached and yη = 1 [yη = 0], then the
procedure stops [continues]. Note that yη = 1 for all η ∈ Nb.
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Figure 1. Flow variables.

3.2.2. Objective Function

The objective is to minimize the expected number of trials. Recall that the random variable N is the total
number of trials conducted during a single experiment. Thus

N =
∑
η∈N

I[the procedure reaches η, and then does not stop
].

Thus,

E[N ] =
∑
η∈N

P(the procedure reaches η, and then does not stop) =
∑

η∈N\Nb

k∑
i=1

f iη.

Alternatively, since
∑k

i=1 ηi denotes the number of trials to reach η, we can write

E[N ] =
∑
η∈N

(
k∑
i=1

ηi

)
fη.

3.2.3. Constraints

In this section, we explain the constraints to be used in the formulation coming up in §3.2.4.

Flow Balance: Except at the sink, what goes into a node must come out. To start, the probability that the
procedure reaches the initial cumulative success vector 0 is equal to 1, and thus,

f0 +
k∑
i=1

f i0 = 1. (3.2)

7



For all cumulative success vectors η ∈ N \ {0}, the probability that the procedure reaches η is

∑
{i∈{1,...,k} : ηi>0}

f iη−i = fη +

k∑
i=1

f iη. (3.3)

Win Probabilities: We need constraints to ensure that the relative sizes of the probabilities f1η, . . . , f
k
η are

correct. Recall that f iη denotes the probability that the procedure reaches cumulative success vector η, and
then does not stop, and then alternative i wins the next trial; and pi is the probability that alternative i wins
a trial, given that the trial is conducted. Thus, for all η ∈ N and i ∈ {1, . . . , k}, it holds that

f iη = pi

k∑
j=1

f jη. (3.4)

Note that the constraints are needed for only k − 1 of the alternatives i. Alternatively, these constraints are
equivalent to

fkη =
pk
pi
f iη = θif

i
η

for all η ∈ N and i ∈ {1, . . . , k − 1}.

Admissibility: Recall that for admissible procedures, φη must be invariant with respect to permutations
of η, i.e., φη = φη′ for all η,η′ ∈ N such that η and η′ are permutations of each other. For any η ∈ N ,
let η[ ] ≡ (η[1], . . . , η[k]) denote the permutation of η such that η[1] ≤ η[2] ≤ · · · ≤ η[k]. For deterministic
procedures, the following constraints on the binary variables yη = φη force admissibility:

yη = yη[ ]
∀η ∈ N .

For randomized procedures, (3.1) shows that the constraint φη = φη[ ]
can be written as

fη

fη +
∑k

i=1 f
i
η

=
fη[ ]

fη[ ]
+
∑k

i=1 f
i
η[ ]

∀ η ∈ N . (3.5)

However, this constraint is not linear in the decision variables. The following result, proven in the Appendix,
establishes linear constraints for admissibility.

Theorem 3.1. The linear constraints

fη = fη[ ]

k∏
`=1

θ
η[`]−η`
` ∀ η ∈ N (3.6)

are valid constraints that are sufficient to enforce admissibility in the sense that, together with the flow
balance constraints (3.2) and (3.3) and win probability constraints (3.4), they ensure that all admissible
procedures are feasible and all inadmissible procedures are infeasible.
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Minimum P(CS;p): If the cumulative success vector η satisfies ηk > [<] max{η1, . . . , ηk−1} when the
procedure stops, then the correct alternative is [is not] chosen; and if η satisfies ηk = max{η1, . . . , ηk−1}
when the procedure stops, then the correct alternative is chosen with probability 1/t(η), where t(η) ≡
|{i ∈ {1, . . . , k} : ηi = max{η1, . . . , ηk}}| denotes the number of alternatives sharing the largest number
of wins. Thus, the following constraint ensures that the probability of correct selection is at least P ?:∑

{η∈N : ηk≥max{η1,...,ηk−1}}

fη
t(η)

≥ P ?.

It is the only inequality constraint besides the nonnegativity constraints in the formulation for the randomized
procedure.

Deterministic Stop: For the deterministic procedure, the following constraints are imposed to ensure that
φη = yη ∈ {0, 1} for all η ∈ N :

fη ≤ yη ∀ η ∈ N ,
k∑
i=1

f iη ≤ 1− yη ∀ η ∈ N .

Nonnegativity: The following constraints ensure that all probabilities are nonnegative:

fη ≥ 0 ∀ η ∈ N ,
f iη ≥ 0 ∀ η ∈ N , i ∈ {1, . . . , k}.

Note that the flow balance constraints ensure that fη ≤ 1 and f iη ≤ 1, and that the probabilities add up
correctly.

Binary: For the deterministic procedure, the constraints yη ∈ {0, 1} for all η ∈ N ensure that stopping
decisions are binary.

3.2.4. Formulation

We now assemble the preceding results into an MIP formulation for the deterministic procedure. The LP
formulation for the randomized procedure can be obtained from the MIP by removing the binary variables
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yη and the constraints that involve those variables.

min
fη ,f iη ,yη

∑
η∈N

k∑
i=1

f iη

Subject to:

(Flow Balance)
f0 +

∑k
i=1 f

i
0 = 1∑

{i∈{1,...,k} : ηi>0} f
i
η−i
− fη −

∑k
i=1 f

i
η = 0 ∀ η ∈ N \ {0}

(Win Probabilities) fkη − θif iη = 0 ∀ η ∈ N , i ∈ {1, . . . , k − 1}

(Admissibility) fη − fη[ ]

k∏
`=1

θ
η[`]−η`
` = 0 ∀ η ∈ N

(Minimum P(CS;p))
∑

{η∈N : ηk≥max{η1,...,ηk−1}}

fη
t(η)

≥ P ?

(Deterministic Stop)
fη − yη ≤ 0∑k

i=1 f
i
η + yη ≤ 1

∀ η ∈ N

(Nonnegativity)
fη ≥ 0 ∀ η ∈ N
f iη ≥ 0 ∀ η ∈ N , i ∈ {1, . . . , k}

(Budget) f iη = 0 ∀ η ∈ Nb, i ∈ {1, . . . , k}

(Binary) yη ∈ {0, 1} ∀ η ∈ N .

Of course, in actual implementations of these models, the variables in the budget constraints are omitted
rather than included and set to zero. In addition, note that a feasible solution of the optimization problem
does not exist if the budget is insufficient to achieve P ? for the given problem parameters. In particular, if the
budget b is less than the truncation parameter NBEM for ProcedureMBEM, then the problem is infeasible.

The following theorems are direct consequences of the previous discussion and Theorem 3.1.

Theorem 3.2. A procedure created from an optimal solution for the linear program is an optimal random-
ized procedure for the multinomial selection problem with budget b and for specified probability configura-
tion p.

Theorem 3.3. A procedure created from an optimal solution for the mixed-integer linear program is an
optimal deterministic procedure for the multinomial selection problem with budget b and for specified prob-
ability configuration p.

Example. Consider an experiment with k = 3, P ? = 0.75, b = 5, and let p be the SC with θ? = 3.
Table 1 shows the optimal randomized procedure for the experiment, i.e., the list of all stopping points, η[ ],
and associated stopping probabilities, φη[ ]

. For each η[ ] in the table, each permutation η′ of η[ ] is also a
stopping point with φη′ = φη[ ]

. The procedure achieves P(CS; SC) = 0.75 and E[N(SC)] = 3.068.

4. RESULTS

In this section, we present examples to compare our new procedures to the existing procedures introduced in
§2. For our examples, we set a budget constraint equal to the optimal truncation parameter n for Procedure
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Table 1. Optimal randomized procedure for k = 3, P ? = 0.75, θ? = 3, b = 5 in the SC.

η[ ] φη[ ]
P(Stop at a perm. of η[ ]) Contribution to P(CS; SC) Contribution to E[N(SC)]

(2, 0, 0) 1 0.44000 0.36000 0.88000
(2, 1, 0) 0.32291 0.13433 0.09300 0.40300
(2, 1, 1) 1 0.13433 0.12540 0.53733
(3, 1, 0) 1 0.20900 0.11700 0.83600
(2, 2, 1) 1 0.06413 0.00780 0.32067
(3, 2, 0) 1 0.01820 0.04680 0.09100

All other η[ ] ∈ N 0 0 0 0
Totals 1.00000 0.75000 3.06800

MBG — a procedure which typically performs at least as well as the other existing procedures. The budget
constraint applies to our procedures as well as the other procedures.

For Example 1, the input parameters are k = 2, P ? = 0.9, θ? = 1.6, and b = 41. Table 2 shows the
expected number of trials E[NM(SC)] and the achieved probability of correct selection PM(CS; SC) for the
different procedures M under the slippage configuration. For each procedure, the second column shows the
procedure parameter settings that minimize E[NM(SC)] while still achieving P ?. The last column shows
the percent increase in E[NM(SC)] over the optimal randomized ProcedureMR.

Table 2. Comparative results for k = 2, θ? = 1.6, P ? = 0.9, b = 41.

Procedure Parameters E[NM(SC)] PM(CS; SC) % Increase
MR 16.865 0.9000
MNR 16.873 0.9000 0.05
MBG n = 41 17.001 0.9006 0.81
MC n = 41, r = 5, t = 21 17.001 0.9006 0.81
MRA r = 5, t = 21 17.001 0.9006 0.81
MBK n = 31 25.505 0.9054 51.23
MBEM n = 31 31.000 0.9054 83.81

For Example 2, the input parameters are k = 3, P ? = 0.9, θ? = 2, and b = 34. Table 3 shows
the resulting performance of the procedures. Here, the new procedures significantly outperform all but
ProcedureMBG in terms of E[NM(SC)].

Neither of the examples shows a significant improvement over ProcedureMBG; this is a result of our
choice of b. Figure 2 is a plot of E[NM(SC)] as a function of b for different procedures M. The values for

Table 3. Comparative results for k = 3, θ? = 2, P ? = 0.9, b = 34.

Procedure Parameters E[NM(SC)] PM(CS; SC) % Increase
MR 16.857 0.9000
MNR 16.859 0.9000 0.01
MBG n = 34 17.165 0.9016 1.83
MC n = 30, r = 5, t = 12 18.749 0.9001 11.22
MRA r = 5, t = 12 18.940 0.9057 12.35
MBK n = 29 24.242 0.9044 43.80
MBEM n = 29 29.000 0.9044 72.03
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Figure 2. Procedure performance as a function of the budget.

k, P ?, and θ? remain the same as in the examples: the chart on the left [right] corresponds to the first [sec-
ond] example. Note that for Procedures MBEM, MBK, and MBG, the procedure parameter choices that
minimize E[NM(SC)] while still achieving P ? do not change as the budget is increased. For the remaining
procedures, an increased budget provides additional flexibility which may result in more-efficient procedure
parameter settings. The charts in Figure 3 correspond to those in Figure 2, but show the percent increase
in E[NM(SC)] over that of E[NR(SC)] as a function of b for different procedures M. For Example 1, when
b = 60, E[NR(SC)] and E[NNR(SC)] are 3.2% less than E[NBG(SC)]. For Example 2, when b = 50,
E[NR(SC)] and E[NNR(SC)] are 7.0% less than E[NBG(SC)]. Thus, the performance of our new proce-
dures vs. ProcedureMBG improves as b increases beyond the optimal truncation parameter n for Procedure
MBG.

The relative performance of the procedures also depends on P ?. Figure 4 plots E[NM(SC)] as a function
of P ? for different procedures M for the fixed budgets b in Examples 1 and 2. E[NM(SC)] is determined
for P ?-values from 1/k to 0.99 at 0.01 increments, resulting in the step functions depicted in the figure. In
reality, the function for ProcedureMR is a piecewise linear convex function, but is a step function in the
figure because of the increments at which we evaluated the LP. Indeed, in both plots, the improvement in
the expected number of trials obtained by our new procedures varies by P ?. We also note that Procedure
MR yields only a very small improvement over Procedure MNR in our examples. In fact, in both plots,
the separation between the two new procedures’ expected number of trials is not even visible over a large
portion of their domains. Our empirical results indicate that for larger b, the performance of ProcedureMNR

(in terms of the expected number of trials) is very close to that of ProcedureMR.

5. CONCLUSIONS

We have developed optimal procedures for selection-of-the-best MSPs under probability and budget con-
straints. If the user inputs a potential probability vector p, then our procedure provides a sampling scheme
that minimizes the expected number of observations until procedure termination. We formulated the optimal
stopping problem as an LP for a randomized procedure and as an MIP for a deterministic procedure; and
these procedures are superior to all others in terms of sampling efficiency. When the budget is large, the
randomized and deterministic procedures perform nearly identically in terms of E[N ]. However, the LP
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Figure 3. Procedure performance relative to the optimal randomized procedure as a function of the budget.
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Figure 4. Procedure performance as a function of P ?.
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formulations are much easier to solve in implementation than MIPs; but in any case, the improved imple-
mentation efficiency of the formulations is the subject of ongoing work. Further, the concept of randomized
stopping points has application beyond MSPs to other types of ranking-and-selection procedures, and it is
possible to adapt our LP/MIP formulations to objective functions beyond that of minimizing E[N ].

Although we did not go into great detail in the current paper, our formulations produce exact calculations
for P(CS;p) and E[N ], all of which were corroborated via Monte Carlo (MC) simulation. Another boon
of our LP/MIP formulation is that one can make simple changes to the constraints in order to calculate and
compare the performance characteristics of other competing MSPs (see Tollefson et al. 2014). A remaining
goal is to determine the least-favorable configuration for our LP/MIP procedure, though we strongly suspect
that it is simply the SC; indeed, we have obtained a proof of that conjecture for the case k = 2 (Tovey 2014).
To further substantiate our LFC conjecture, we conducted extensive MC sampling for over 30 choices of
(k, P ?, θ?). In particular, for a given choice of (k, P ?, θ?), we randomly and uniformly drew 100,000 prob-
ability vectors p from the preference zone, PPZ. For each of the sampled probability vectors, we calculated
the exact values of P(CS;p) for both ProceduresMR andMNR, and we compared those P(CS;p) values
to the corresponding exact PM(CS; SC). In every case, P(CS;p) ≥ PM(CS; SC).
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A. APPENDIX: PROOF OF THEOREM 3.1

For any η ∈ N and any permutation σ on {1, . . . , k}, let σ(η) ≡ (ησ(1), . . . , ησ(k)). Definition 3.1 can be
restated as follows:

Definition A.1. Procedure M is admissible iff for all η ∈ N such that P(M arrives at η) > 0, and for all
permutations σ on {1, . . . , k}, it holds that

P(M ends at σ(η) |M arrives at σ(η)) = P(M ends at η |M arrives at η).

That is, the conditional probability of terminating at σ(η) does not depend on the permutation σ.

A sequence of cumulative success vectors (0 = η0,η1,η2, . . . ,ηm = η) resulting from a sequence of
m trials is called a sample path S. When we write “sample path S was followed to ηj” for some j < m,
it means that the outcome of the first j trials is (0 = η0,η1,η2, . . . ,ηj). Note that any permutation σ
defines a bijection on the set of sample paths between between S = (0 = η0,η1, . . . ,ηm = η) and
σ(S) ≡ (0 = σ(η0), σ(η1), . . . , σ(ηm) = σ(η)).

Theorem A.1. All admissible procedures are feasible and all inadmissible procedures are infeasible in the
LP formulation of Section 3.2.4.

We establish the following lemma and then give the proof of Theorem A.1.

Lemma A.1. If procedure M is admissible, then for any η ∈ N such that P(M arrives at η) > 0 and any
permutation σ on {1, . . . , k} it holds that

P(M arrives at η) = P(M arrives at σ(η))
k∏
i=1

p
ηi−ησ(i)
i . (A.1)
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Proof. Consider any sample path S such that the probability of following S under procedure M is positive.
Then

P(M follows S)

=

m∏
j=1

P
(
going from ηj−1 to ηj

∣∣ sample path S was followed to ηj−1
)

=
m∏
j=1

(ηj − ηj−1)Tp
[
1− P(M ends at ηj−1 |M arrives at ηj−1)

]
=

m∏
j=1

(ηj − ηj−1)Tp
(σ(ηj)− σ(ηj−1))Tp

(σ(ηj)− σ(ηj−1))Tp
[
1− P(M ends at σ(ηj−1) |M arrives at σ(ηj−1))

]
(by admissibility of M)

=

 m∏
j=1

(σ(ηj)− σ(ηj−1))Tp
[
1− P(M ends at σ(ηj−1) |M arrives at σ(ηj−1))

] m∏
j=1

(ηj − ηj−1)Tp
(σ(ηj)− σ(ηj−1))Tp


= P(M follows σ(S))

m∏
j=1

(ηj − ηj−1)Tp
(σ(ηj)− σ(ηj−1))Tp

= P(M follows σ(S))
k∏
i=1

p
ηi−ησ(i)
i .

Note that P(M follows σ(S)) > 0, and the ratio between P(M follows S) and P(M follows σ(S)) depends
only on η and σ(η), and is the same for all sample paths S such that P(M follows S) > 0. Therefore, if
P(M arrives at η) > 0, then

P(M arrives at η)
P(M arrives at σ(η))

=

∑
S arriving at η P(M follows S)∑

σ(S) arriving at σ(η) P(M follows σ(S))
=

k∏
i=1

p
ηi−ησ(i)
i

and thus (A.1) holds for all η such that P(M arrives at η) > 0 and all σ.

Proof of Theorem A.1. First we show that if procedure M is admissible, then procedure M satisfies
constraint (3.5). Note that procedure M can end at η only if it arrives at η. If P(M arrives at η) =

P(M arrives at σ(η)) = 0, then P(M ends at η) = P(M ends at σ(η))
∏k
i=1 p

ηi−ησ(i)
i = 0. Next, suppose

that P(M arrives at η) > 0. Then

P(M ends at η) = P(M arrives at η)P(M ends at η |M arrives at η)

= P(M arrives at σ(η))P(M ends at σ(η) |M arrives at σ(η))
k∏
i=1

p
ηi−ησ(i)
i

= P(M ends at σ(η))
k∏
i=1

p
ηi−ησ(i)
i (A.2)

where the second equality follows from procedure M being admissible and from Lemma A.1. Recall that
the variable fη denotes P(M ends at η). Thus, (A.2) implies (3.5).
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Next we show that if procedure M is inadmissible, then procedure M violates constraint (3.5). Let
η ∈ N be a cumulative success vector for which m =

∑k
i=1 ηi is minimal such that P(M arrives at η) > 0

and there exists a permutation σ that satisfies

P(M ends at σ(η) |M arrives at σ(η)) 6= P(M ends at η |M arrives at η). (A.3)

By minimality of m, if M arrives at any permutation σ(η) of η, M has behaved admissibly until that arrival.
Therefore, Lemma A.1 applies to η and σ(η), and thus

P(M arrives at η) = P(M arrives at σ(η))
k∏
i=1

p
ηi−ησ(i)
i > 0.

Then it follows from (A.3) that

P(M ends at η)
P(M arrives at η)

6= P(M ends at σ(η))
P(M arrives at σ(η))

⇔ P(M ends at η) 6= P(M ends at σ(η))
k∏
i=1

p
ηi−ησ(i)
i

and therefore M violates constraint (3.5). �
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