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Abstract: We present a docking method that uses a scoring function for protein–ligand docking that is designed to
maximize the docking success rate for low-resolution protein structures. We find that the resulting scoring function
parameters are very different depending on whether they were optimized for high- or low-resolution protein structures.
We show that this docking method can be successfully applied to predict the ligand-binding site of low-resolution
structures. For a set of 25 protein–ligand complexes, in 76% of the cases, more than 50% of ligand-contacting residues
are correctly predicted (using receptor crystal structures where the binding site is unspecified). Using decoys of the
receptor structures having a 4 Å RMSD from the native structure, for the same set of complexes, in 72% of the cases,
we obtain at least one correctly predicted ligand-contacting residue. Furthermore, using an 81-protein–ligand set
described by Jain, in 76 (93.8%) cases, the algorithm correctly predicts more than 50% of the ligand-contacting residues
when native protein structures are used. Using 3 Å RMSD from native decoys, in all but two cases (97.5%), the
algorithm predicts at least one ligand-binding residue correctly. Finally, compared to the previously published Dolores
method, for 298 protein–ligand pairs, the number of cases in which at least half of the specific contacts are correctly
predicted is more than four times greater.
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Introduction

The ambitious goal of protein–ligand docking programs is to
predict which ligands bind to a protein. For the cases of ligands
predicted to bind, one is also interested in the binding affinity and
the structure of the bound complex. Many examples of successful
predictions have been reported, and docking methods have been
successfully applied to structure-based drug design (see, e.g., refs.
1–3). For an overview of docking methodologies, see the review
by Halperin et al.4

Docking programs typically need a receptor structure with very
high resolution as input, or in some cases, an ensemble of high-
resolution protein structures. However, the use of homology mod-
els or even the unbound receptor structure, still poses a problem for
docking programs. Erickson et al.5 conclude from their study that
a root-mean-square- deviation (RMSD) of 1.5 Å of the input
receptor structure from the bound structure results in a loss of
about 90% docking accuracy (percent of cases in a test set of
complexes in which the top scoring docking solution has a RMSD
of less than 2 Å with respect to the experimental bound ligand
structure5).

However, for many practical cases, the predicted protein struc-
ture will come from a structure prediction algorithm such as
Rosetta6 or Tasser,7 and for nontrivial cases will have structural
errors in side-chain and backbone coordinates when compared to
the native and bound structure. Thus, it is important to understand
how the quality of protein–ligand prediction deteriorates as the
quality of the protein structure diminishes.

Many different approaches have been developed to account for
protein flexibility. Schapira et al.8 described a method in which
they precompute an ensemble of protein models to which the
ligands are individually docked. Claussen et al.9 use the set of
structures available in the PDB as the ensemble of protein struc-
tures for docking (Software FlexE). The program Gold allows the
user to define flexible side chains of the receptor.10
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Tovchigrechko and Vakser11 choose a different approach for
the case of protein–protein docking: the receptor structure is pro-
jected on a low-resolution cubic grid (up to 7 Å grid spacing) to
identify steric complementarity on a smoothed surface. A similar
approach is used by Wojciechowski12 for the case of protein–
ligand docking: both the receptor and the ligand structure are
projected on a cubic grid with a 2 Å grid spacing. The scoring
function consists of a steric interaction term and a statistical
potential for ligand atom type and receptor amino acid type.

In this study, we choose a different approach. We choose
scoring terms typical for high-resolution docking scoring func-
tions, but use an optimization procedure that optimizes the free
parameters of the scoring function by maximizing the docking
success rate using native ligand structures and 3 Å RMSD decoys
of the receptor structures.

Methods

The Search Algorithm

Given a scoring function, the task of the search algorithm is to find
the optimal ligand position with respect to the protein. The search
algorithm described here is essentially a scanning of the transla-
tional and rotational degrees of freedom of the different ligand
fragments with a subsequent superposition of ligand conformers to
the best fragment solutions found. The possible translations of the
ligand fragments are initially defined on a cubic grid in which the
protein is embedded. All search points that are closer than 2 Å
from a protein atom are deleted. The number of remaining grid
points is reduced by a cavity search-based, “eraser” type of algo-
rithm, which erases all grid points unless they are in a cavity of the
receptor such that an “eraser” sphere of 9 Å radius does not fit in
that cavity. This eraser algorithm is described in more detail in
Venkatachalam et al.13

The search points are subsequently clustered into “cavities” by
complete-linkage clustering using a cutoff distance that is slightly
larger than the grid spacing. The three largest cavities are searched
(the 10 largest cavities in the case of the Erickson-LPDB set). It is
also possible to define a spherical region in which the search points
are allowed to reduce the search space.

The docking search algorithm works as follows: initially, the
rotatable torsion angles of the input ligand structure are random-
ized to avoid bias towards the experimental structure. A set of up
to 50 conformers are generated for the ligand such that each two
conformers have a RMSD between them of at least 1.0 Å. This set
of conformers is used in a later stage of the docking algorithm. The
ligand is split into rigid fragments using the rotatable bonds as
cutting edges. The ligand fragments that consist of less than six
atoms are merged with the smallest adjacent fragment, until all
fragments consist of six or more atoms. A separate docking sim-
ulation is performed for each fragment: each ligand fragment’s
center of mass is set to each defined search point. All possible
rotations are explored with a step size of 20 degrees. The 100 best
scoring solutions are stored for each fragment. Each ligand con-
former of the set that was initially created is superimposed on each
of the 100 stored best solutions of each fragment. A small local
optimization is done for each superimposed ligand conformer: 10

possible translations (star-shaped around the current ligand center
of mass with a step size of half the step size of the initial fragment
docking) and 27 possible orientations (using half the angle step
size of the initial fragment docking) are explored to find a ligand
conformer superposition with an even better protein–ligand inter-
action score. The resulting conformer positions and scores are rank
ordered and form the docking algorithm predictions. The highest
(“best”) rank corresponds here to the lowest score.

The Scoring Function

The scoring function is a weighted sum of a van der Waals
interaction term, a hydrogen-bond, an electrostatic term and a
ligand internal energy term. The resulting potential is projected on
a grid with 0.4 Å grid spacing (0.75 Å when the ligand-binding site
is not specified).

Van der Waals Potential

The van der Waals potential is a softened 6–9 potential, whose
functional form is also described in Venkatachalam et al.13
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The minimum value of the van der Waals interaction is defined
by the value �ij. This value depends on the atom types of the two
interacting atoms. We set the values of �ij equal to the energy
minimum values according to Jones et al.10 multiplied by the
factor (2�1/rij), with rij being the sum of the van der Waals radii
of the interacting atoms. This additional scaling factor of (2�1/rij)
gives a larger weight to atoms with large van der Waals radii; in
other words, it reduces the contribution of the hydrogen atoms to
the interaction energy. The history of this factor is quite interest-
ing: it initially was used as part of the formula because of a mistake
in the coding of the algorithm. However, it turned out that the
docking accuracy is higher with this scaling factor than without it,
even if only the van der Waals interaction potential is used in the
scoring function. Using, for example, the 81-complex Jain test set
described below, we obtained 33 cases with a ligand RMSD of less
than 3 Å using this scaling factor compared to 28 cases without it.
For this experiment, all other scoring terms were switched off, and
the ligand center of mass was constrained to be within 6.5 Å of the
native position.

The values � and � are parameters that can be used to “soften”
the interaction potential. We will see later that those two param-
eters have quite different values depending on whether they were
optimized using high- or low-resolution structures. The weight
factor wwdW of the van der Waals interaction is set to 1.

Electrostatic Interaction

We define the electrostatic interaction potential for two charges q1

and q2 that have a distance r as follows:
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Eelstat�r� � welstat � �
q1q2

rx

q1q2

rmin
x if r � rmin

0 if r � rmax

(2)

The weight factor welstat and the exponent x are parameters that are
fitted as described in the section on the optimization of the scoring
function. We set the minimum and maximum distances rmin and
rmax to 0.25 and 5 Å, respectively.

Hydrogen Bond Term

The hydrogen bond interaction term is similar to the interaction
term developed by Schapira et al.8 An interaction contributes to the
hydrogen bond term if a polar hydrogen has a distance r smaller
than rmax with respect to a fitting point representing a lone electron
pair. Although Schapira et al.8 use a Gaussian function to describe
the interaction energy, we use an exponent x as shown in eq. (3).
Other parameters of the interaction term are the minimum distance
rmin and a weight factor whbond. All parameters (except the mini-
mum distance, which is set to 0.8 Å) are fitted using a training set
(see section “Optimization of the scoring function” as well as
Table 1).

Ehbond�r� � whbond � ��1� � �e���r�rmin�/ 2rmin�x

1 if r � rmin

0 if r � rmax

(3)

Ligand Internal Energy

The ligand internal energy is a sum of a torsion angle energy term
and a van der Waals interaction term. We use the parameters and
the functional form of the torsion energy parameters according to
Clark et al.14 As a van der Waals nonbonded interaction term we
use a 6–12 Lennard–Jones potential. The parameters describing
the interaction energy minima are set equal to the ones used for the
protein–ligand nonbonded interaction (see section “Van der Waals
potential”).

Test and Training Sets

Test Sets

We used the following sets of protein–ligand complexes to eval-
uate the quality of our docking algorithm:

1. We defined a set of 25 complexes that is an intersecting set of
the 41 complexes described in Erickson,5 a set of “well-be-
haved” known protein–ligand complexes, and the 181 com-
plexes of the LPDB.15 For example, only proteins that do not
contain metal atoms are part of the Erickon data set, to make a
comparison between docking algorithms easier, some of which
support metal atoms in their scoring, while others do not. Using
this set, Erickson et al.5 benchmark the programs Dock,16,17

FlexX,18,25 Gold,10 and their own approach, CDocker.19 The
complete intersecting set of the Erickson and the LPDB data set
consists of 29 complexes, from which we removed four pro-
teins that are homologous to proteins of the training set (see
below), using Blast20 with an e-value cutoff of 0.01. We term
the resulting set of 25 complexes the Erickson–LPDB test set.

2. A set of 81 protein–ligand complexes described in Jain,21 in
which he benchmarks the program Surflex on that set of pro-
teins. We term this the Jain test set.

3. A set of 298 proteins, derived from the set of 318 proteins, for
which results of the Dolores method are published.12 We term
this the Dolores test set. We used the program Reduce22 to
place hydrogen atoms on the PDB structures of the proteins.
Using Blast, we removed from the original set of 318 proteins
the proteins for which we obtained an e-value of less than 0.01
with respect to proteins from the training set described below.

Decoy Generation

We used a decoy generation algorithm that generates structures
that have a given RMSD for both the global RMSD (comparing the
C-� atom positions) and the local RMSD (comparing all atoms of
the residues that have at least one atom closer than 5 Å to any atom
of the native ligand structure). The algorithm is a Monte Carlo
optimization, minimizing an objective function consisting of the
two terms mentioned above. The allowed moves are random
rotations of the backbone and side-chain torsion angles. For each
protein of the test sets we generate four decoys; they have an
RMSD from the native structure of 1, 2, 3, and 4 Å, allowing a
tolerance of �0.5 Å for both the local and the global RMSD.

We keep track of the global and local RMSD of the decoys to
avoid the situation in which one generates a decoy that has the

Table 1. Optimized Parameters of Scoring Functions Using (a) High
Resolution and (b) 3-Å Decoys (“Low Resolution”).

Parameter High resolution Low resolution

VdW-alpha 0.013 � 0.017 0.223 � 0.161
VdW-beta 0.049 � 0.042 0.238 � 0.167
Electrostatic-weight 325.53 � 73.17 364.507 � 89.152
Electrostatic-exponent 0.869 � 1.100 4.161 � 2.146
Hydrogen-weight 25.560 � 1.695 0.681 � 0.662
Hydrogen-dist 1.531 � 0.469 11.475 � 3.677
Hydrogen-exponent 3.658 � 0.691 2.349 � 1.078

In the table, the weights of the hydrogen bond term and the electrostatic
term are called hydrogen-weight and electrostatic-weight, respectively.
The exponent x in eq. (2) is called the electrostatic-exponent. The exponent
x in eq. (3) is the hydrogen-exponent; the maximum distance cutoff in eq.
(3) is called hydrogen-dist. As described before, the optimization proce-
dure is such that when there are n proteins in the training set, one
effectively independently optimizes n versions of the scoring function. The
column with the name high resolution shows the mean and standard
deviation of the optimization runs using the crystal structures of the
training set proteins. The standard deviation of the mean is in effect four
times smaller than the shown standard deviation of the individual values
(because the training set consists of 16 proteins). The column, low reso-
lution, shows the corresponding resulting scoring function parameters
using 3-Å decoys instead of the crystal structures.

376 Bindewald and Skolnick • Vol. 26, No. 4 • Journal of Computational Chemistry



desired global RMSD but whose active site is virtually unchanged
compared to the native structure.

Training Set

Protein–ligand complexes for the training set are taken from the
305 complex dataset described by Nissink et al.23 We only con-
sider proteins for the training set that have different FSSP repre-
sentative structures24 with respect to the 81-protein test set to
ensure that no pair of proteins from test and training set has more
than 30% pair-wise sequence identity.

Because a time-consuming docking procedure is used to opti-
mize the scoring function (see below), we chose a small set of 16
protein–ligand complexes, for which the docking procedure was
the fastest. We generated a 3 Å decoy for each of the proteins of
the training set.

Optimization of the Scoring Function

We optimized the free parameters of the scoring function using the
training set of 16 proteins described above. The optimization
procedure has been performed using (a) crystal structures and (b)
3 Å RMSD from native decoys as receptor structures. As shown in
the results, the resulting scoring functions are quite different de-
pending on the quality of receptor structures that are used.

The optimization procedure consists of 100 optimization
rounds. In each round, 50 docking simulations are run for each
receptor in the training set (rigid body docking using the native
ligand structure). Those 50 docking simulations are used as Monte
Carlo steps to optimize the scoring function with respect to that
receptor. The objective function of the optimization is the score
gap between the best scoring “correct” solution of a docking
simulation and the best scoring “wrong” solution of the same
docking simulation (a correct solution is defined here as having a
resulting ligand RMSD less than 2.5 Å from the native ligand
structure).

Each time all 50 docking simulations are completed for all 16
receptors of the training set, we say one “round” of the optimiza-
tion is completed. After each round, the resulting optimized scor-
ing functions are applied to a different receptor of the training set
using cyclical permutation.

This procedure has the advantage that (a) one obtains for a
training set of n proteins n different scoring functions that makes
it possible to estimate errors in the individual parameters of the
scoring function, and (b) the optimization is less likely to get stuck
in a local minimum, because after a short minimization run of the
scoring function the receptors are changed and the scoring function
is optimized with respect to a new receptor.

Results

Resulting Scoring Function Parameters

The scoring function parameters resulting from the optimization
are listed in Table 1. The weight of the van der Waals term and the
ligand internal energy is set to one and is not optimized. As
described in the Table caption, seven terms of the scoring function

are optimized: the values � and � from the van der Waals inter-
action [eq. (1)], the weight and exponent of the electrostatic
interaction term [eq. (2)], and the weight, exponent, and maximum
distance cutoff of the hydrogen interaction term [eq. (3)]. The left
column of Table 1 shows the results that were obtained using the
protein crystal structures; the right column corresponds to the
optimization results using 3 Å decoys. The resulting shape of the
van der Waals interaction curve is shown in Fig. 1.

The given values correspond to an energy unit of kcal/mol, the
used unit for distances is Angstrom, and the unit for charges is the
absolute value of the charge of an electron. However, one should
have in mind that the scoring function is to some extent “nonphys-
ical,” because it was optimized with respect to the docking success
rate instead of fitting known free energies of binding. In other
words, the scoring function was designed to identify ligand bind-
ing positions but not to accurately reproduce ligand free energies
of binding.

Known Ligand and Known Binding Site: Results for
Constrained Docking

By constrained docking, we mean that the ligand-binding site of
the receptor is specified in advance, and the docking algorithm
only searches this specified region. In practice, we constrain the
ligand-binding site to be a spherical region with a radius of 6.5 Å
around the center of mass of the bound ligand of the crystal
structure.

The results for constrained docking using the low-resolution
parameter set for the Erickson–LPDB test set are shown in Figure
2 where the ligand RMSD of the top scoring prediction for each
complex for the different decoys sets is presented. The results are
sorted such that the lowest to highest RMSD predictions are
plotted from left to right.

Figure 1. Van der Waals interaction curve with parameters optimized
using high-resolution structures (dashed line) or low-resolution protein
structures (solid line). The curve corresponding to high-resolution
structures approaches a value of 76.9 for a distance of zero. Using eq.
(1), the minimum energy was set to �1.0 and the equilibrium distance
to 4.0. Compare also Table 1.
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Using the receptor crystal structure, in 14 out of 25 (56%)
cases, the algorithm predicts a ligand structure with less than a 3
Å RMSD (see Fig. 2). However, when the native ligand structure
was allowed to be one of the conformers (in all other cases the
torsion angles of the input ligand structure are randomized before
the docking simulation), the prediction accuracy is much higher:
now, 20 of 25 (80%) predictions yield a ligand structure with less
than a 3 Å RMSD. This suggests that an improved search algo-
rithm that explores native-like ligand conformers with a higher
likelihood should be able to significantly improve the docking
success rate.

We also use the measure of correctly predicted residues and
specific contacts as described in Wojciechowski.12 A protein res-
idue is defined here to be contacting the ligand if any of its
nonhydrogen atoms is closer than 5 Å to any nonhydrogen atom of
the ligand. A specific contact is defined to be correctly predicted if
a specific ligand atom is contacting the same residue in both the
native and the predicted complex, again using a cutoff distance of
5 Å and not counting hydrogen atoms.

Figure 3 shows the corresponding percentage of correctly pre-
dicted specific contacts for the same docking simulations. In both
Figures 2 and 3, one can see that the results for the 1 Å decoys are
only slightly worse than the results for the native receptor struc-
tures (both times 14 out of 25 cases with more then 50% of correct
specific contacts). The results for the low-resolution structures (3
and 4 Å decoys) are again similar (only two and one cases out of
25 complexes have more than 50% of the specific residues cor-
rectly predicted). The results for the 2 Å decoys lie in between
those high- and low-resolution extremes (10 of 25 complexes with
more than 50% correct specific contacts).

The corresponding docking simulations using the Jain test set
of 81 complexes show a similar picture (see Fig. 4): again, the

results for the native receptor structures and the 1 Å decoys are
very similar (the percent of cases in which more than 50% of
specific contacts are correctly predicted is 59 and 58%, respec-
tively).

In all cases, the number of correctly predicted specific contacts
is greater than zero. This is not surprising, because the constrained
docking experiments restrict the ligand center of mass to a spher-
ical region with a 6.5 Å radius. In most cases, the percentage of
correctly predicted specific contacts for 3 and 4 Å decoys is below
50%. This indicates cases, in which the ligand is docked in the
wrong orientation. As we will see in the next section, it is none-
theless possible, that the algorithm identifies the ligand-binding

Figure 2. Docking results for the Erickson-LPDB test set of 25
protein–ligand complexes for the native receptors structures and for 1,
2, 3, and 4 Å decoys. The initial ligand conformation is the randomized
ligand structure given in the LPDB for those proteins plus up to 49
generated ligand conformers. The curve titled “not randomized” cor-
responds to a set of docking simulations, in which the torsion angles
of the native ligand structure were not randomized. The binding site
was specified.

Figure 3. Docking results (in terms of percent correctly predicted
specific contacts) for the Erickson-LPDB test set of 25 protein–ligand
complexes for the native receptors structures and for 1, 2, 3, and 4 Å
decoys. The initial ligand conformation is the randomized ligand
structure given in the Erickson-LPDB set for those proteins plus up to
49 generated ligand conformers. The ligand-binding site was specified
using a sphere around the ligand center of mass with 6.5 Å radius.

Figure 4. Docking results in terms of specific contacts for the Jain set
of 81 protein–ligand complexes for the native receptors structures and
for 1, 2, 3, and 4 Å decoys. The binding site was specified.
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site for 3 and 4 Å decoys, even when the predicted ligand orien-
tation is not entirely correct.

Known Ligand and Unknown Binding Site: Results for
Unconstrained Docking

By unconstrained docking, we mean that the binding site of the
protein is not given as an input constraint to the docking program.
The ligands are, in principle, allowed to dock anywhere with the
protein; however, as described in the Methods section, the search
space is reduced by applying an “eraser” algorithm as a cavity
search method. The results for unconstrained docking simulations

using the low-resolution scoring function parameters for the Erick-
son–LPDB 25 complex dataset are shown in Figures 5 and 7.
Figure 5 shows the percentage of correctly predicted ligand-con-
tacting residues using the native structures and 1, 2, 3, and 4 Å
RMSD from native decoys; Figure 7 shows the percentage of
correctly predicted specific contacts for the same simulations. For
each receptor, only the top-ranking docking solution is considered
for this analysis. Using the native receptor structure, in 19 out of
25 cases (76%), the algorithm correctly predicts more than 50% of
the ligand contacting residues. Using 2 Å decoys, in 56% of the
cases there are more than 50% correctly predicted residues. Not
surprisingly, the prediction accuracy decreases when using higher
RMSD decoys, and one has to lower the expectation of what can
be obtained using a low-resolution structure. However, even for 4
Å decoys one obtains in 18 out of 25 cases (72%) at least one
correctly predicted residue.

The distribution of correctly predicted specific contacts is
shown in Figure 7. The number of cases in which no contacts are
correctly predicted is similar to the number of cases in which no
residues are correctly predicted (Fig. 5). The fact that the values of
the curves of Figure 7 are smaller compared to the data shown in
Figure 5 indicates cases in which the ligand-binding site was
correctly predicted, but the ligand was docked in the wrong ori-
entation.

For the Jain 81-protein–ligand complex set, the percentage of
correctly predicted residues is especially high. As shown in Figure
6, in almost all cases (76 out of 81 cases, or 93%) more than 50%
of the ligand contacting residues are correctly predicted when the
RMSD from native of the decoy structures is at or below 2 Å. This
indicates that the algorithm is fairly successful. As shown in Figure
8, the distribution of correctly predicted specific contacts is similar
to the distribution of correctly predicted residues, and in almost all
cases, the number of correctly predicted specific contacts is greater
than zero.

Figure 5. Unconstrained docking results for the Erickson-LPDB test set
of 25 protein–ligand complexes for the native receptors structures (solid
line, labeled “native”) and for 1, 2, 3, and 4 Å decoys. Plotted is the
percentage of correctly predicted ligand-contacting residues for each com-
plex (results are sorted for each curve, such that the complexes with the
best prediction is plotted leftmost). The performance of the cavity search
algorithm alone is shown in the plots labeled “cav.-X Å.”

Figure 6. Docking results in terms of correctly predicted residues for
the Jain test set of 81 protein–ligand complexes for the native receptors
structures and for 1, 2, 3, and 4 Å decoys. The binding site was not
specified.

Figure 7. Unconstrained docking results for the Erickson-LPDB test
set of 25 protein–ligand complexes for the native receptors structures
(solid line) and for 1, 2, 3, and 4 Å decoys (subsequent lines below
solid line). Plotted is the percentage of correctly predicted specific
contacts for each complex (results are sorted for each curve, such that
the complexes with the best prediction is plotted leftmost).
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Surprisingly, the prediction accuracy for correctly predicted
specific contacts does not substantially improve upon specifying
the binding site (we used a 6.5 Å sphere around the ligand center
of mass to specify the binding site; see Fig. 4). This indicates that
the strength of the algorithm is to search whole protein structure
instead of just the ligand-binding site.

We also compare the program to the previously published
Dolores method of Wojciechowski and Skolnick.12 In Figure 9, we
plot the percent of correct specific contacts for 298 proteins (native
structures) for the new program versus Dolores (the test set is
described in more detail in the section “test sets,” it is there
denoted as set “3”). The number of cases in which more than 50%
of the specific contacts are correctly predicted is very different for
the two algorithms: the Dolores program only achieves this level
of accuracy for 27 out of 298 protein–ligand pairs. In contrast, this
level of accuracy is achieved for 125 cases for the method de-
scribed in this article. This corresponds to a 4.6 times higher
success rate. However, the percentage of cases in which at least
one residue is correctly predicted is rather similar (205 vs. 236 out
of 298 cases).

Analysis of Clusters of Docking Solutions

We pursued several questions concerning the distribution of dock-
ing solutions on the protein surface in the case of unconstrained
docking. We use the results of the unconstrained docking of the
Erickson–LPDB set for the analysis. As a cavity, we define a group
of search points that are clustered using a single-linkage algorithm
(the cutoff distance is equal to the grid spacing multiplied by a
factor of 1.1). Only the top 100 docking solutions are considered
after removing solutions that have an RMSD of less than 1 Å
compared to a solution with a better score (this possibly leads to
less than 100 docking solutions found). The docking search is
restricted to the top 10 largest cavities (top three in the cases of the
Jain set and the Dolores set). The defined notion of a cavity is often
not intuitive: often the largest cavity of a receptor is almost an
order of magnitude larger (in terms of number of search points)

than the smaller cavities. This dominant largest cavity is also often
the one spanning a large part of the interior of the protein, and it
is in some cases even larger because the single-linkage algorithm
connected several different regions which are connected by “thin”
paths. A different clustering algorithm might improve the situa-
tion, but instead we choose to introduce the concept of a cluster of
docking solutions: a solution cluster is defined here by a represen-
tative solution (the highest ranking solution of the cluster). All
docking solutions of a cluster have at least 20% of its contacting
residues in common with the representative solution of the cluster.
The solution clusters are ordered using the score of their represen-
tative docking solution.

Dependency of the prediction accuracy on the cavity depth: we
define the depth of a cavity as the difference between the maxi-
mum and minimum distance of a point belonging to the cavity and
the protein’s center of mass. We could not find a definite relation-
ship between the depth of a cluster and the prediction accuracy
(data not shown). A reason for that might be that two counteracting
effects are at work: a large cavity makes it more likely that a
predicted ligand will be in that cavity. On the other hand, if a
cavity is very large, the predicted ligand position has more chances
to be wrong.

Sizes of clusters of docking solutions: in Table 2, we show the
average sizes of the different solution clusters for different recep-
tor resolutions. One can see that in the case of high-resolution
structures, most docking solutions are part of the cluster with the
highest ranking docking solution. Rarely are more than three
solution clusters observed. This tendency is valid for all examined
receptor resolutions.

In Table 3, one can see in how many cases the native ligand
position is close to a docking solution cluster (it is considered close if
the native ligand has more than 20% of the contacting residues in
common with the representative ligand of the solution cluster). Using
the native receptor structure, in 18 out of 25 cases, the native ligand
structure is close to the highest ranking solution cluster. The lower
ranking solution clusters are much less often close to the native ligand

Figure 9. Percentage of correctly predicted specific contacts for the
Delores test set of 298 proteins. Bottom curve: program Dolores
(Wojciechowski et al 2002), Top curve: method presented in this
article.

Figure 8. Docking results in term of specific contacts for the Jain set
of 81 protein–ligand complexes for the native receptors structures and
for 1, 2, 3, and 4 Å decoys. The binding site was not specified.
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structure. In 22 out of 25 cases, the native ligand structure is close to
any of the five highest ranking docking clusters. This trend is similar
for low-resolution structures; however, the distribution is more uni-
form with respect to the docking cluster rank.

Scoring difference between solutions, which have (or have not)
a correct contacting residue: using the native receptor structure, we
find that the highest ranking ligand solution with at least one
correct contacting residue has on average a z-score of �2.79 with
respect to the scores of the top 100 solutions (the highest ranks
correspond to the lowest scores). The highest ranking ligand so-
lution with no correct contacting residue instead only has a z-score
of �1.22. Hence, the z-score difference between these two classes
is 1.57. The z-score difference between solutions with and without
at least one correct contacting residue is smaller, but still greater
than zero for receptor structures with lower resolution. Using for
example 3 Å decoys we obtain a z-score difference of �1.44 �
(�2.33) � 0.89.

Performance of cavity search algorithm alone: what happens if
instead of the combination of scoring function and cavity search,
only the cavity search algorithm is used to identify the binding
site? In Figure 5, we show the results that correspond to using the
cavity search alone. A random point belonging to the three largest
cavities is chosen as the ligand center of mass. The ligand orien-
tation is also random. As one can see, the prediction accuracy is
significantly worse compared to the combination of the cavity
search algorithm and the docking scoring function (compare with
Fig. 5) even for 3 and 4 Å decoys. The difference is so large that
the result for 4 Å decoys in cases of the full potential (Fig. 5; 18

out of 25 cases with at least one correct residue) is better than the
result of the cavity search for native receptor structures (13 out of
25 cases with at least one correct residue; see Fig. 5).

This shows that a detailed ligand–receptor potential in combi-
nation with a cavity search algorithm is superior to a cavity search
alone for both high and low-resolution receptor structures.

Dependency of Prediction Accuracy on Ligand Atom Types

To assess how much the docking accuracy depends mainly on
steric complementarity or on the actual ligand atom types, we
performed the following experiment: The atom types of all sp3

nitrogen and oxygen atoms of the ligands of the Erickson–
LPDB set were exchanged to define a modified ligand set (all
sp3 nitrogen atoms become sp3 oxygen atoms and vice versa).
All hydrogen atoms were removed and placed according to the
new atom types and the partial charges were recomputed (using
the program Babel). We call this the “modified” ligand set. We
also defined a “control” ligand set, which had the partial
charges recomputed and the hydrogen atoms removed and
placed again without changing any atom types. The results are
shown in Figure 10 using the native receptor structures and 2 Å
decoys. One can see that the prediction accuracy for the mod-
ified set is slightly lower compared to the control ligand set.
With 2 Å decoys, the number of cases in which more than 50%
of the ligand contacting residues are correctly predicted is 10
out of 25 cases compared to 14 cases for the control set.
However, using the native receptor structures, the difference
between the modified and the control ligand set is only mar-
ginal. More striking is the difference of the prediction accuracy
between the original ligand set (provided by the LPDB data-
base) and the control set, which has regenerated partial charges
and hydrogen atom positions: The number of cases in which
more than 50% of the contacting residues are correctly pre-
dicted falls from 76% (19 cases) for the original ligand set to
52% (13 cases) for the modified and the control ligand set. If
one uses instead 2 Å decoys, the situation is a bit different: in
this case the native and the control ligand set behave similarly
(14 out of 25 cases with more than 50% correct residues), but
the prediction accuracy is markedly lower for the modified
ligand set (10 out of 25 cases, that is a 16% decrease, see
Fig. 10).

Table 2. Size of Cluster Solutions.

Rank Native 1 Å 2 Å 3 Å 4 Å

1 60.2 � 24.7 64.0 � 22.6 53.6 � 29.3 54.7 � 24.4 49.9 � 18.8
2 16.8 � 23.2 13.4 � 16.5 16.8 � 24.0 20.0 � 20.6 21.4 � 15.5
3 1.6 � 3.2 4.2 � 9.5 9.5 � 18.1 3.9 � 9.6 7.8 � 11.8
4 0.8 � 2.4 0.5 � 1.3 1.4 � 3.2 0.3 � 1.0 1.2 � 2.2
5 0.2 � 0.8 0.8 � 3.2 0.6 � 1.3 0.3 � 1.4 0.4 � 0.9

Using the Erickson-LPDB test set, the table shows how many docking solutions are on average in
each solution cluster. The clusters are ranked using the score of their best-ranking docking solution.
The total number of cases is 25.

Table 3. Cluster to Which Native Ligand Structure Belongs.

Rank Native 1 Å 2 Å 3 Å 4 Å

1 18 17 14 8 9
2 3 3 3 8 8
3 1 2 3 3 2
4 0 0 0 0 0
5 0 0 0 0 3

Using the Erickson-LPDB test set, the table shows in how many cases the
native ligand structure has more than 20% of the contacting residues in
common with the highest ranking docking solution of a solution cluster.
The clusters are ranked using the score of their best-ranking docking
solution. The total number of cases is 25.
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Discussion

Scoring Function Parameters

The resulting scoring functions are quite different depending on
whether they were derived using high-resolution structures or 3 Å
decoys, with the most pronounced difference found for the result-
ing van der Waals interaction terms: in the limit where a pairwise
atomic distance is close to zero, the van der Waals interaction term
approaches the value of 1/� [see eq. (1)]. We find that that 1/� is
76.9 for the high-resolution potential and 4.5 for the low-resolution
potential (see Fig. 1). This is to be expected: a soft-core potential
does not penalize possible structural errors (atomic clashes) as
much as a hard-core potential. Another difference is the weight of
the hydrogen bond interaction term that is 37 times larger for the
high-resolution scoring function compared to the low-resolution
scoring function, where it is close to zero. This indicates that the
hydrogen bond term is not as useful for low-resolution structures,
because it depends on the precise orientation of the hydrogen-bond
donor and acceptor, an intuitively reasonable result.

It is interesting to note that the values for the electrostatic term
in the case the high-resolution scoring function are essentially
Coulomb’s law with a dielectric constant of 1 (that would corre-
spond to a weight of 332 and an exponent of 1; the result of the
optimization is a weight of 325 and an exponent of 0.87). The
weight of the electrostatic term of the scoring function for low-
resolution structures is similar; however, the exponent is much
higher (4.16 instead of 0.87), indicating a preference for short-
range interactions.

Known Ligand and Known Binding Site: Constrained
Docking

For the constrained docking experiments, the 25 and 81 protein–
ligand pair test sets have the advantage that for the native receptors
we can compare our results to other groups. Erickson et al.5 report
for the 25 protein–ligand complex set, a docking success rate
(percent of cases in which the ligand structure was predicted with
a RMSD of less than 3 Å) of 60 and 64% for the programs Dock
and GOLD, while CDocker and FlexX achieve values of 88 and
76%, respectively. We achieve a docking success rate of 56 or
80%, depending on the extent of initial ligand conformer random-
ization (see below). Thus, with respect to the very best perfor-
mance, our algorithm performs somewhat worse, but its advantage
lies in its applicability to poorer quality structures.

We also explored the case (see Figs. 2 and 3) in which the
torsion angles of the initial ligand structure were not randomized,
which means that the native conformer is part of the set of
searched conformers (for all other presented results, the ligand
torsion angles are initially randomized). One can see that the
results for those two cases are quite different, especially for the
native receptor structure or 1 Å decoys. Having the native ligand
conformer as part of the conformer set increases the prediction
accuracy for more than 20%. On analyzing the results, this differ-
ence stems mainly from large ligands with more than eight rotat-
able bonds. This suggests that the space of ligand conformers is
incompletely searched for large and flexible ligands.

It is interesting to note how similar the results are for native
structures and 1 Å decoys on the one hand, and between 3 and 4
Å decoys on the other hand. The 2 Å RMSD from native decoys
yield results that are in between those two extremes. This suggests
that using 2 Å decoys are currently the limit for this method if one
expects detailed information like the exact docking pose. How-
ever, 3 and 4 Å decoys can still be useful for predicting the
ligand-binding site.

Unconstrained Docking

The results for the unconstrained docking experiments on the
81-protein complex Jain data set are shown in Figures 6 and 8.
Figure 6 shows the percentage of correctly predicted residues for
the different decoys sets. Again, we find that the results are very
similar for the native structures and for 1 Å decoys on one hand,
and for 3 and 4 Å decoys on the other hand. However, using the
more permissive measure of success as the percentage of correctly
predicted residues, one finds that even 3 and 4 Å decoys can be
useful for predicting the binding site. In 19 (18) out of 25 cases, at
least one ligand-contacting residue is correctly predicted for 3 Å (4
Å) decoys for the Erickson–LPDB set (Fig. 5).

We believe that this “resilient” behavior is largely due to the
eraser cavity detection algorithm. Because it works using a rela-
tively large erase sphere radius of 9 Å, the results of this cavity
search method are not as affected by small changes of the atomic
coordinates.

One should have in mind that the used docking data sets are
sets of “well-defined” cases (no missing atoms in the receptor
structures, typically just one protein chain involved in the ligand-
interaction, ligands are inhibitors instead of cofactors, well-defined

Figure 10. Unconstrained docking of Erickson-LPDB set, using mod-
ified ligand structures and cavity search. Explanation of graphs: (a)
“unmodified native”: prediction accuracy using native receptor struc-
tures and unmodified ligand structures; (b) “unmodified 2 Å”: using
native ligand structures and 2 Å receptor structure decoys; (c) “con-
trol”: using ligand structures with automatically placed hydrogen at-
oms; (d) “modified”: using ligand structures with sp3 oxygen and
nitrogen atoms exchanged; (e) “control 2 Å”: same as (c), but using 2
Å receptor structure decoys; (f) “modified 2 Å”: same as (d), but using
2 Å receptor structure decoys; (g) “cavity” using random point of three
largest receptor cavities as predicted ligand center of mass.
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ligand protonation state). This represents a best-case scenario. The
other extreme is to use a larger set of complexes from the Protein
Data Bank (PDB) using the raw coordinate information. Note that
because information about the protonation state and the order of
the ligand bonds in not part of the PDB coordinate file, a lot of
information is not used. Because of that, software tools are not
very successful in assigning hydrogen atoms, partial charges, atom
types, and bond orders to the ligand structure. The results of such
a calculation are shown in Figure 9, which compares the results of
the method presented in this article to those obtained using the
program Dolores.12 To be comparable to the program Dolores, we
plotted the percentage of the correct specific contacts, using rigid
body docking. Although the number of cases in which no contacts
are correctly predicted is much higher than in the Jain data set, it
shows that even the raw-coordinate data can be useful for docking.

Overall, we find that the atom-based protein–ligand scoring
function in combination with a cavity search algorithm performs
better than simplified or modified versions of the scoring function:
as shown in the results section, the cavity search algorithm alone
performs dramatically worse than the combination of cavity search
algorithm and scoring function (Fig. 5). Artificially modifying the
ligand atom types also decreases the prediction accuracy (Fig. 10).

We conclude that the ligand atom types (including hydrogen
atoms) play an important role for the docking procedure in addi-
tion to the cavity search algorithm and the steric complementarity,
even for low-resolution structures.

Conclusions

Docking of ligand structures to low-resolution receptor structures
remains a difficult and not suitably solved problem. However, by
combining a scoring function optimized on low-resolution struc-
tures with a cavity-search algorithm, we obtain for a set of 25
protein–ligand complexes (the Erickson–LPDB set) in 76% of the
cases more than 50% of correctly predicted ligand-contacting
residues. Even for 3 Å decoys, we obtain in 76% of the cases (19
out of 25) at least one correctly predicted ligand contacting resi-
due. Using the 81-protein–ligand Jain set, the algorithm predicts in
76 cases (93.8%) more than 50% of the ligand contacting residues
correctly. Using 3 Å decoys, in all but two cases the algorithm
correctly predicts at least one ligand-binding residue. This shows

that even low-resolution protein structures contain valuable infor-
mation that can be mined using a docking methodology.
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