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Support vector machines

Consider the binary classification problem with N training
examples (u(i), v (i)), i = 1, . . . ,N.

For convenience, we assume that the output v (i) is given by
either 1 or −1, i.e., v (i) ∈ {−1,1}, rather than v (i) ∈ {0,1}.
Assume for this moment that these observed examples are
separable.

There exists a linear function of u, denoted by
hw,b(u) = b + w1u1 + w2u2 + . . .wnun, such that for all
i = 1, . . . ,N,

hw,b(u(i))

{
> 0, if v (i) = 1,
< 0, Otherwise(i.e., v(i) = −1).



3/28

hw,b(u) = 0 defines a hyperplane that separates the observed
examples into two different classes.

The examples fall above the hyperplane are labeled by v (i) = 1,
while those below the hyperplane are labeled by v (i) = −1.

The decision function hw,b here also slightly differ from the
previous models.

Get rid of u0 which was assumed to be 1.
Denote the normal vector w := (w1, . . . ,wn) and the
intercept b by different notations, rather than a single n + 1
vector (θ0, θ1, . . . , θn).
Will investigate the geometric meaning of the normal vector
w for the separating hyperplane hw,b(u) = 0.
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By using logistic regression, we can possibly define a separating
hyperplane.

Recall that we use a decision function hθ(u) = g(θT u) to
approximate the probability p(y = 1|x ; θ).
Given an u, we predict its output to be either 1 or 0 depending
on whether hθ(u) ≥ 0.5 or hθ(u) < 0.5, or equivalently, whether
θT u ≥ 0 or θT u < 0.

Therefore, this vector θ gives rise to a possible separating
hyperplane as denoted by H1 in the following Figure.
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Figure: Inspiration of SVM

However, there exist quite many other hyperplanes separating
these observed examples, e.g., H2 and H3.

Given potentially an infinite number of separating hyperplanes,
how should we evaluate their strength and thus choose the
strongest separating hyperplane?
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Examine the so-called “margin” associated with a separating
hyperplane wT u + b = 0.

For a given example u(i), i.e., the point A = (u(i)
1 , . . . ,u(i)

n ), we
first compute its distance to the separating hyperplane.

Let B be the projection of A to the separating hyperplane, it
suffices to compute the length of the line segment

−→
BA, denoted

by d (i) = |−→BA|.

Note that the unit direction of
−→
BA is given by w/‖w‖, and hence

the coordinates of B are given by u(i) − d (i)w/‖w‖.
Since B belongs to the separating hyperplane, we have

wT
(

u(i) − d (i) w
‖w‖

)
+ b = 0.

Solving the above equation for d (i), we have
d (i) = wT u(i)+b

‖w‖ .
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We have implicitly assumed that the point A sits above the
separating hyperplane (i.e., v (i) = 1).

In case A sits below the hyperplane (v (i) = −1), then B should
be written as u(i) + d (i)w/‖w‖, and hence

d (i) = −wT u(i)+b
‖w‖ .

Putting together, we can represent the distance d (i) by
d (i) = v (i)[wT u(i)+b]

‖w‖

for any i = 1, . . . ,N.
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Now define the margin associated with the separating
hyperplane wT u + b by

d(w ,b) := mini=1,...,N d i ≡ mini=1,...,N v (i)[wT u(i)+b]
‖w‖ .

The margin d(w ,b) provides a way to evaluate the strength of a
separating hyperplane.

Intuitively, a larger margin implies that the separating hyperplane
can distinguish these two different classes of examples more
significantly.
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A reasonable goal is to find (w ,b) to maximize the margin
d(w ,b), i.e.,

maxw,b
mini=1,...,N v (i)[wT u(i)+b]

‖w‖ .

This will result in a classifier that separates the positive and the
negative training examples with a large “gap”.

The above optimization problem can be written equivalently as
maxw,b,r

r
‖w‖

s.t. v (i)[wT u(i) + b] ≥ r , i = 1, . . . ,N.

For tractability, we wish the formulated optimization problem for
machine learning to be convex (to be discussed later).

However, neither of these two formulations are convex .
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Observing that multiplying w ,b and r by a scaling factor does
not change the optimal value of the previous problem.

Assume r = 1 and reformulate it as
maxw,b

1
‖w‖

s.t. v (i)[wT u(i) + b] ≥ 1, i = 1, . . . ,N,
or equivalently,

minw,b
1
2‖w‖2

s.t. v (i)[wT u(i) + b] ≥ 1, i = 1, . . . ,N.

The latter is a convex optimization problem.
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Why “support vector machine”?

Suppose that we have a very large number of examples, i.e., N
is very large.

Solve the problem to optimality by identifying the optimal
(w∗,b∗).

Only a small number (out of N) of constraints are active at
(w∗,b∗), i.e., only a small number of constraints are satisfied
with equality.

The corresponding u(i)’s are then called support vectors.

Geometrically, the support vectors gave the shortest distance to
the optimal separating hyperplane (w∗)T u + b∗ = 0 among all
training examples.
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The derivation of the SVM as presented so far assumed that the
training examples are linearly separable.

However, this might not be the case in practice.

In some cases it is not clear that finding a separating hyperplane
is exactly what we want, since that might be susceptible to
outliers.

Sometimes adding a single outlier might make a dramatic swing
to the optimal separating hyperplane, leading to a much smaller
margin for the resulting classifier.
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Figure: SVM outliners
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In order to address these issues, we reformulate the problem as
minw,b

1
2‖w‖2 + λ

∑N
i=1ξi

s.t. v (i)[wT u(i) + b] ≥ 1− ξi , i = 1, . . . ,N,
ξi ≥ 0, i = 1, . . . ,N,

for some λ > 0.

Allow the constraints to be violated and then penalize the total
amount of violations, or equivalently

minw,b
1
2‖w‖2 + λ

∑N
i=1 max{0,1− v (i)[wT u(i) + b]}.

These formulations are called soft-margin support vector
machine.
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Neural networks

Deep learning has generated much excitement in machine
learning, especially in industry due to many breakthrough results
in speech recognition, computer vision and text processing.

For many researchers, deep learning is another name for a set
of algorithms that use a neural network as an architecture.

Even though neural networks have a long history, they became
more successful in recent years due to

the availability of inexpensive, parallel hardware (GPUs,
computer clusters), massive amounts of data, and the
recent development of efficient optimization algorithms.
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In our example, Julie was lucky because the the examples are
linearly separable.

She can draw a linear decision function to separate the positive
from negative instances.

Her friend Jenny has different food tastes.

Jenny likes some of the restaurants that Judy and Jim rated
poorly.



18/28

Jim

Judy

X5

1 2 3 4 5

4

3

2

1

O

Goodfellas

Hakkasan

X X

O
O

X

X

O O

<>
Bamboo Garden

O
X

O O

O

Figure: Visualizing ratings of the restaurants without linear
separability
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Our heuristic approach to solve a complex problem is to
decompose it into smaller ones that we can solve.

If we throw away the “weird” examples from the bottom left
corner of the figure, then the problem becomes simpler.

If we throw the “weird” examples on the top right figure, the
problem is again also simpler.
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We solve for each case using our preferred optimization algorithm
and the decision functions look as follows.
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Figure: Visualizing ratings of the restaurants without linear
separability
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Is it possible to combine these two decision functions into one
final decision function for the original data?

Let us suppose, as stated above, that the two decision functions
are h1(u; (w1,w2),b1) and h2(u; (w3,w4),b2).

For every example u(i), we can then compute
h1(u(i); (w1,w2),b1) and h2(u(i); (w3,w4),b2).

Table

Restaurant Prediction 1 Prediction 2 Jenny likes?
Goodfellas h1(u(1)) h2(u(1)) No
Hakkasan h1(u(2)) h2(u(2)) Yes
· · · · · · · · · · · ·

Bamboo Garden h1(u(n+1)) h2(u(n+1)) ?



22/28

Now the problem reduces to find a new parameter set to weight
these two decision functions to approximate v .

Let’s call these parameters ω, c, and we intend to find them such
that h((h1(u),h2(u));ω, c) can approximate the label v .

This can be formulated, again, as an optimization problem.

In summary, we can find the decision function for Jenny by using
the following two steps:

a) Partition the data into two sets. Each set can be simply
classified by a linear decision. Then use the previous
sections to find the decision function for each set,

b) Use the newly-found decision functions and compute the
decision values for each example. Then treat these values
as input to another decision function. Use optimization to
find the final decision function.
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Sig.

To find the values of w and b we can try to minimize the following objective function, which is the
sum of di↵erences between the decision function h and the label v:

J(w, b) = [h(u(1); w, b) � v(1)]2 + [h(u(2); w, b) � v(2)]2 + . . . + [h(u(m); w, b) � v(m)]2

=

mX

i=1

[h(u(i); w, b) � v(i)]2.

Hence, the optimization problem can be formulated as minw,b J(w, b). This problem is called the
empirical risk minimization problem. This can be viewed as an approximation to our true objective

min
w,b

Eu,v[h(u; w, b) � v]2 (2.2)

where u and v are random variables denote Judy’s and Jim’s ratings, and my own taste for a
restaurant. (u(i), v(i)), i = 1, . . . , m, are the realizations (or sample) of these random variables. The
latter problem is a typical stochastic optimization problem, and in general hard to optimization to
high accurary. The approach of using empirical risk to approximate the true risk is called sample
average approximation in stochastic optimization area.

Suppose for now that we have an e�cient stochastic optimization solver for problem (2.2). We
will obtain a function h(u; w, b) which can be used to predict whether I like a new restaurant u
or not: h > 0.5 means I will like the movie, otherwise I do not like the movie. The values of u’s
that cause h(u; w, b) to be 0.5 is the “decision boundary.” We can plot this “decision boundary” in
Figure 2. The black line is the “decision boundary.” Any point lying above the decision boundary
is a restaurant that I like, and any point lying below the decision boundary is a restaurant that I do
not like. With this decision boundary, it seems that ?Bamboo Garden? is slightly on the positive
side, which means I may like.

By the way, here is a graphical illustration of the decision function h we just built (u1 and u2

indicate the input data which is the ratings from Judy and Jim respectively): This network means
that to compute the value of the decision function, we need the multiply Judy?s rating with w1,
Jim?s rating with w2, then add two values and b, then apply the sigmoid function.

One can try to plot the shape of the function J . An apparent problem is that J is nonconvex
and thus may have multiple local minimizers. To address this issue, many di↵erent formulations
have been studied in the literature, among which is the well-known support vector machine model.
In this model, we define the a stochastic optimization problem

min
w,b

Eu,v[max{0, v(wT u + b)}] + ⇢kwk2
2.

Certainly one can also use the classic Ridge regression of

min
w,b

Eu,vE[(wT + b � v)2] + ⇢kwk2
2,

or the well-known Lasso regression of

min
w,b

Eu,vE[(wT + b � v)2] + ⇢kwk1.

All these problems are convex optimization problems and guaranted to have a global optimal solution.
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Table 2: Two separate linear decision functions

Restaurant Judy’s rating Jim’s rating Jenny likes?

Goodfellas h1(u(1)) h2(u(1)) No
Hakkasan h1(u(2)) h2(u(2)) Yes

· · · · · · · · · · · ·
Bamboo Garden h1(u(n + 1)) h2(u(n + 1)) ?

where x is the reconstructed image, kDxk2,1 is the discrete form of the TV semi-norm, A is a given
structure matrix (depending on the physics of the data acquisition), b represents the observed data,
and X := {x 2 <n : l⇤  x(i)  u⇤, 8i = 1, . . . , n}. For simplicity, we consider x as a n-vector
form of a two-dimensional image. Problem (??) can be reformulated as the following saddle problem
problem:

min
x2X

max
y2Y

{1

2
kAx � bk2 + �hDx, yi}, (2.6)

where Y := {y 2 <2n : kyk2,1 := maxi=1,...,n kyik2  1}, and kyik2 is the Euclidean norm of yi in
R2. We often call (??) as a structured convex programming problem since it consists of a certain bi-
linear saddle point structure. We will discuss some recent progresses for solving this class of convex
optimization problems later if time allowed.

3 Nonlinear Deep Learning Models

In the past few years, Deep Learning has generated much excitement in Machine Learning and indus-
try thanks to many breakthrough results in speech recognition, computer vision and text processing.
For many researchers, Deep Learning is another name for a set of algorithms that use a neural
network as an architecture. Even though neural networks have a long history, they became more
successful in recent years due to the availability of inexpensive, parallel hardware (GPUs, computer
clusters) and massive amounts of data. In this section, we will start with the concept of a linear
classifier and use that to develop the concept of neural networks.

Let us continue our discussion about the restaurant example. In the above case, I was lucky
because the the examples are linearly separable: I can draw a linear decision function to separate
the positive and the negative instances. My friend Jenny has di↵erent movie tastes. If we plot her
data, the graph will look rather di↵erent (see Figure ??). Jenny likes some of the movies that Judy
and Jim rated poorly. The question is how we can come up with a decision function for Jenny. From
looking at the data, the decision function must be more complex than the decision we saw before.
My experience tells me that one way to solve a complex problem is to decompose it into smaller
problems that we can solve. We know that if we throw away the “weird” examples from the bottom
left corner of the figure, the problem is simple. Similarly, if we throw the “weird” examples on the
top right figure, the problem is again also simple. I solve for each case using our presumed stochastic
optimization algorithm and the decision functions look like Figure ??.

Is it possible to combine these two decision functions into one final decision function for the
original data? Let’s suppose, as stated above, the two decision functions are h1(u; (w1, w2), b1)
and h2(u; (w3, w4), b2). For every example u(i), we can then compute h1(u(i); (w1, w2), b1) and
h2(u(i); (w3, w4), b2). If we lay out the data in a table, it would look like Table ??.
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Now, once again, the problem becomes finding a new parameter set to weigh these two decision
functions to approximate v. Let’s call these parameters !, c, and we want to find them such that
h((h1(u), h2(u));!, c) can approximate the label v. This can be formulated, again, as a stochastic
optimization problem. In summary, we can find the decision function for Susan by following two
steps:

1. Partition the data into two sets. Each set can be simply classified by a linear decision. Then
use the previous sections to find the decision function for each set,

2. Use the newly-found decision functions and compute the decision values for each example.
Then treat these values as input to another decision function. Use stochastic optimization to
find the final decision function.

A graphical way to visualize the above process is the following figure:

4 Basic convexity analysis

The central objects of our study on stochastic optimization (convex or not) are convex functions and
convex sets in Rn.
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Figure: A simple Neural network
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Neural networks

This instance of neural networks has one hidden layer, which
has two “neurons”.

The first neuron computes values for function h1 and the second
neuron computes values for function h2.

The sigmoid function that maps real value to bounded values
between 0 and 1 is also known as “the nonlinearity” or the
“activation function”.

Since we are using sigmoid, the activation function is also called
“sigmoid activation function”.

There exist many other types of activation functions.

The parameters inside the network, such as w , ω are called
“weights” whereas b, c are called “biases”.

If we have a more complex function to approximate, we may
need to have a deeper network, i.e., one with more hidden layers
and each layer with more than two neurons.
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Let us get back to our problem of finding a good decision
function for Jenny.

It seems that in the above steps, we cheated a little bit when we
divided the dataset into two sets because we looked at the data
and decided that the two sets should be partitioned that way.

Is there any way that such a step can be automated?
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It turns out that the natural way is to find the parameters ω, c, w
and b all at once on the complex dataset rather than doing the
aforementioned two steps sequentially.

To see this more clearly, write down how we will compute h(u):
h(u) = g(ω1h1(u;w1,w2,b1) + ω2h2(u,w3,w4,b2) + c)
= g(ω1g(w1u1 + w2u2 + b1) + ω2g(w3u1 + w4u2 + b2) + c).

We will find all these parameters ω1, ω2, c,w1,w2,w3,w4,b1 and
b2 at the same time by solving

minω1,ω2,c,w1,w2,w3,w4,b1,b2 Eu,v [(h(u)− v)2].

This problem turns out to be a nonconvex optimization problem.
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Computation of Gradients (Backpropagation)

Gradient of Sigmoid function.
Apply the chain rule to the loss function.



28/28

Population risk minimization

In our motivating example Julie’s true objective was to design the
decision function to predict her judgement about the restaurant
“Bamboo Garden”, rather than just fit the historical data she
collected.

The problem she intended to solve was

min
w,b

Eu,v [h(u;w ,b)− v ]2,

where u and v are random variables denoting Judy’s and Jim’s
ratings, and her own judgement for a restaurant.

This is called the population risk minimization problem.

Should we directly solve the population risk minimization
problem?


