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Boosting: combination of methods

There is no algorithm that is always the most accurate.
We can select simple “weak” classification or regression
methods and combine them into a single “strong” method.
Different learners use different

Algorithms, Hyperparameters, Representations, Training
sets, Subproblems.
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Example of weak learner: decision stump

Let v ∈ {1,−1}.
Decision stump: hj(u) = sign(wjuj + bj).
Each decision stump pays attention to only a single
dimension of the input vector.
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Boosting

Boosting: general methods of converting rough rules of
thumb (or weak classifier) into highly accurate prediction
rule.
A family of methods which produce a sequence of
classifiers

Each classifier is dependent on the previous one and
focuses on the previous one’s errors.
Examples that are incorrectly predicted in the previous
classifiers are chosen more often or weighted more heavily
when estimating a new classifier.

Questions:
How to choose “hardest” examples?
How to combine these classifiers?
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Boosting setup

Given a set of base classifers H = {h1, . . . ,hn}, where
hi : U → {1,−1}.
Training data (examples): (u(i), v (i)), i = 1, . . . ,N. Here
u(i) ∈ U and v (i) ∈ {1,−1}.
To construct

A sequence {Hk} of nonnegative combinations of base
classifiers.
Hk performs significantly better than any base classifier in
H.
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Matrix notation

For notation convenience, let us define the feature matrix
Aij := v (i)hj(u(i)).

Intuitively, the (i , j)-th entry of the matrix A represents the
effectiveness of the base classifier hj , j = 1, . . . ,n, applied
to the example (u(i), v (i)).
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Formulation

Our goal is to choose the nonnegative weights λ to form an
improved classifier that maximizes the worst-case margin.

Margin for example i :

(Aλ)i =
∑

j

(λjAi,j ) =
∑

j

[λjv (i)hj (u(i))] = v (i)
∑

j

[λjhj (u(i))].

Worst case margin:

p(λ) := min
i=1,...,m

(Aλ)i = min{wT Aλ : w ∈ ∆N}.

where ∆N := {w |
∑N

i=1 wi = 1,wi ≥ 0}.
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Optimization problem

The optimization problem is defined as

max
λ≥0

p(λ).

where p(λ) := mini=1,...,m(Aλ)i = min{wT Aλ : w ∈ ∆N}.
Note that p(λ) is positively homogenous, i.e.,
p(aλ) = ap(λ),a ≥ 0.
It makes sense to normalize λ so that

λ ∈ ∆n := {λ|
n∑

i=1

λi = 1, λi ≥ 0}.

This is called a bilinear matrix game in optimization

max
λ∈∆n
{p(λ) := min

w∈∆N
wT Aλ}



9/20

Saddle point problem formulation and challenges

Origina problem

max
λ∈∆n
{p(λ) := min

w∈∆N
wT Aλ.}

By duality
min

w∈∆N
{f (w) := min

λ∈∆n
wT Aλ.}

How to solve the problem?
High dimension
Nonsmoothness
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Unsupervised learning: matrix completion

Assumption: people like things similar to other things they like,
and things that are liked by other people with similar taste.
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Netflix Problem

Netflix challenge: Netflix provides highly incomplete ratings
from 0.5 million users for 17,770 movies.
How to predict user ratings to recommend movies?
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Matrix Completion

Given a partially-observed noisy matrix M, we would like to
approximately complete it.
In Netflix problem,

Mu,i is a rating on movie i by user u.
Need to estimate unrated movies.

movies

users

3
3 5

5 4
2 5

1 2
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Low rank
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Low rank matrix factorization
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Example
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Example
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Example
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Matrix Completion: Formulation and Challenges

Let A denotes the index set of given ratings,
‖X‖∗ :=

∑min{m,n}
i=1 σi(X ) denotes the nuclear norm of X .

min
X
{
∑

(u,i)∈A(Mu,i − X(u,i))2 : ‖X‖∗ ≤ r}

High dimensionality: X ∈ R5,000,000×17,770.
Sparsity: a small number of nonzero singular values
(σi(X )).
Do not seek highly accurate solutions.
Usually cannot afford full singular value decomposition.
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Unsupervised learning: Novelty Detection

Goal: find the boundary between inlier and outlier.
Find the smallest ball with center c and radius r such that it
includes all inlier data points.

min r

s.t. (x i − c)T (x i − c) ≤ r , i = 1, . . . ,m.
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Challenges of Novelty Detection

High dimension: a collection of 106 or more data points
implies 106 or more dual variables.
Sparse solution: many data points will be inside the circle

(x i − c)T (x i − c) < r ,
αi = 0.

Very few data points are on the boundary

𝑟

𝑐

Do not seek highly accurate solutions due to inherent data
uncertainty.


