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ith the tremendous growth of the 
semiconductor industry, compute 

power and memory have become 
cheap and accessible. One interest-

ing outcome of this growth has been 
the adoption of machine learning (ML) in several fields 
traditionally dominated by physics and mathematics 
[1]–[9]. Solving electrically large systems by analyzing 

their electromagnetic (EM), thermal, and mechanical 
behavior can be a time- and memory-intensive process. 
But, as is well known today, such analyses become in-
evitable with 1) the increase in operating frequencies, 2) 
the scaling in system and device size, and 3) the hybrid 
nature of different components packaged in close prox-
imity. As system complexity increases, design cycles 
become longer since each product iteration requires the 
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multivariable analysis of EM structures. Contemporary 
examples of such complexity are millimeter-wave (mm-
wave) systems, where multiple chiplets and microwave 
components are integrated on a single substrate or pack-
age [10], [11].

Finding an optimal design in such large and complex 
spaces is one element of the cycle. But it is also essential 
to comprehend the “what-ifs” of fabrication process and 
manufacturing variations that are known to impact 
final products. The need to estimate the response of a 
design in the presence of known and unknown varia-
tions makes design space exploration (DSE) an indis-
pensable step. A typical flowchart for DSE is shown 
in Figure 1. DSE is an extensive analysis process that 
can be described in five steps. The first is to identify a 
set of microwave component or system design param-
eters , , .x x xN1 2 f" ,  The next is to identify the design 
space bounds , , , , ,a b a b a bN N1 1 2 2 f6 6 6@ @ @" , for each pa -
rameter .xi  This is followed 
by selecting a set of strategi-
cally identified designs for 
simulation and analysis in 
the frequency range of inter-
est , .f fM16 @  Using simulation/
analysis results, an electrical 
model is developed for DSE. 
This model can be used to 
estimate the EM response of a 
microwave component or sys-
tem for 1) identifying a worst-
case response based on input 
parameter combinations, 2) 
finding an optimal solution 
for a weighted aggregated 
cost function or a Pareto-
optimal solution for multiple 
objectives, and 3) analyzing 
sensitivity to identify the most 
critical parameters.

DSE algorithms have been 
around since the early 1960s. 
Initial DSE techniques involved 
statistically derived design-
of-experiment (DoE) [14], [15] 
analysis. An important ele-
ment in the design of mm-
wave systems is the estimation 
of the EM response of several 
subcomponents making up a 
system. For DoE-like methods, 
based on [18], the number of 
measurements (or full-wave 
EM simulations) typically 
scales exponentially with 
the design space size, which 

becomes a bottleneck, especially in high-dimension 
scenarios. To quantify uncertainty for DoE-based 
approaches,  stochastic DSE and optimizat ion 
methods have been developed [19]–[21]. Although 
they are known to work for linear and weakly non-
linear spaces, these methods generally do not scale 
well with the increasing dimensionality and nonlin-
earity of design spaces. To address these limitations, 
evolutionary algorithms for DSE were developed 
in the early 2000s. They were based on biological 

Identify microwave component design parameters {x1, x2, ...xN }
(e.g., substrate material, trace width, length, and filter order).

Identify design space bounds x1 ∈ [4,6], x2 ∈ [3µ, 6µ], and xN ∈ [a, b]
(e.g., relative permittivity from 4–6, trace width from 3–5µ).

Create a DSE model g (X, f ).

Simulate/measure selected designs X for a fixed frequency range
f ∈ [f1, fM].

Use the model g instead of expensive simulations to
1) identify the worst-case design,

2) identify the optimal design,
3) estimate the response sensitivity to design space parameters.

Select strategically identified design sets for DSE
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Figure 1. DSE.

Solving electrically large systems 
by analyzing their electromagnetic, 
thermal, and mechanical behavior 
can be a time- and memory-
intensive process.
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mechanisms, such as reproduction, survival, natu-
ral selection, and swarm intelligence and commu-
nication. Unlike previous approaches, evolutionary 
techniques made no assumptions about the nature of 
the design space. Some that were applied to electrical 
system design include particle swarm optimization 
[22] and the genetic algorithm (GA) [23].

However, they had drawbacks, such as 1) they 
required heuristics (including population sizes, muta-
tion factors, accelerate constants, and inertia weights), 
which played an important role in performance and 
efficiency but could be identified only by screening 
or experience, as they have no known dependence on 
characteristics of the design space [24]; 2) a large num-
ber of function evaluations was necessary; and 3) con-
vergence rates were problem dependent, often leading 
to long compute times. ML-based DSE approaches 
overcome several of these challenges; namely, 1) they 
can be applied to nonconvex response surfaces covering 
much larger design spaces, 2) they provide techniques 
for quantifying uncertainty around predictions, and 3) 
they have implicit sensitivity information built into the 
algorithms. DSE methods were developed to explore 
a system response within a bounded, predetermined 
design space. But what if the design space changed a 
little? Or behavior at certain frequencies beyond those 
analyzed was required?

Most of the previously mentioned DSE approaches 
have one common drawback, namely, the inability to 
accurately extrapolate a system response outside a 
predetermined design space. Extrapolation becomes 
useful for several reasons that include the following: 
1)  unknown resonances may reside just outside the 
bandwidth of interest, which may affect design deci-
sions; 2) the parametric space is high dimensional, 
making it expensive to rely on 3D simulations to extract 
a response; 3)  the extrapolated space might provide 
insight into alternate design solutions; and 4) the infor-
mation obtained might point toward additional simu-
lations to learn more about a component. In all these 
scenarios, obtaining data in the extrapolated space 
through additional simulations, measurements, and 
other means can only help toward developing a more 
robust model. The main reason for the poor extrapola-
tion capability of conventional DSE approaches is a lack 
of “memory” and “learning.” We focus this article on 

this aspect, that is, extrapolation along the frequency 
axis and in the design space for RF and microwave 
component designs. By adding memory and learning 
to a system, models that can look beyond the bounds 
and help answer the what-ifs outside the space can be 
created with reasonable accuracy, without having to 
add additional data points from the extended space. 
Moreover, these models, along with system response 
prediction in the extrapolated region, provide uncer-
tainty quantification that aids designers in under-
standing whether more data samples are required in 
the extrapolated space.

Extrapolation in design space has been discussed 
using evolutionary algorithms [25], but these have 
not been broadly deployed for DSE methods in RF 
designs. For frequency extrapolation, however, there 
are a few documented approaches available in the 
literature. The Cauchy method [26] is one example, 
where the frequency response is modeled as the 
ratio of two polynomials. Given sampled data, the 
coefficients of the polynomials can be determined 
using singular value decomposition techniques 
implemented using a total least-squares solution. 
The method then relies on the theory of analytical 
continuation to extrapolate the frequency response. 
It has been applied to smooth frequency responses 
for extrapolation but tends to pose problems for non-
smooth responses. Another technique was presented 
in [27], where the frequency response is represented 
as a sum of orthogonal polynomials. A GA is then 
used to extract the necessary extrapolation parame-
ters. It uses a fixed analytical function describing the 
response without the ability to generalize on multiple 
frequency responses.

Another possibility is to rely on the frequency sam-
ples being correlated. This translates to constructing 
a generative model for predicting the next sample, 
given the history of samples. Under these constraints, 
series forecasting techniques can be applied. Histori-
cally, autoregressive integrated moving average mod-
els have been used for predicting the next value in 
stationary signals [28]. Such techniques rely on find-
ing seasonal trends and local periodicities in a signal. 
One common pitfall is that the approaches find fewer 
parameters to describe a signal; hence, extrapolation 
may suffer in accuracy. Furthermore, the authors of 
[29] pose the extrapolation problem as an optimiza-
tion challenge and solve it using neural networks 
(NNs), which makes the extrapolation model smooth 
outside the training region. In this article, we pro-
vide an outline of two ML-based architectures that 
accomplish extrapolation in both design space and 
frequency with high accuracy for microwave and RF 
components with more than 10 design variables and 
frequencies beyond 150 GHz.

The need to estimate the response 
of a design in the presence of 
known and unknown variations 
makes design space exploration  
an indispensable step.
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ML for Design Space Extrapolation
ML is an alternative technique for creating mappings 
between multiple inputs and outputs for a system. ML 
methods are often looked at as “black-box” approaches, 
where mappings are generated without any domain 
expertise. However, for addressing RF problems, using 
domain expertise, such as the shape of the frequency 
response, the range of the physical and geometrical 
parameters of a structure, and the resonant frequencies 
of a system, becomes important. A major advantage of 
a fully trained ML model is that it can predict output 
response in far less computational time than tradi-
tional methods, as illustrated in subsequent sections. 
A perceptron, described in Figure 2(a), is the backbone 
of any ML architecture. It computes an output value 
that is a nonlinear function of a weighted sum of the 
inputs. A typical NN model is a layered network of 
many interconnected perceptrons. It consists of an 
input layer responsible for data preprocessing, a hid-
den layer(s) that performs computations on the trans-
formed input, and an output layer for postprocessing, 
as illustrated in Figure 2(b).

An NN thus forms a mapping between a set of 
inputs x and outputs y. The “learning” in the network 
is performed by back-propagating the loss function 
from the output layer to the input and adjusting the 
“weights,” W, connecting the various perceptrons and 

the “bias,” b, at each perceptron to minimize this loss 
function. The loss function is a measure of similarity 
between the predicted output y and the true output .yt  
A gradient descent algorithm is used to find the min-
ima of the loss function in the model parameter space 

.,W b" ,  Such a network is capable of learning but inca-
pable of remembering the trend of inputs in time or fre-
quency. To enable the model to learn data dependencies 
through time, the perceptron has to be a function of not 
only the current input but the previous input trends 
and outputs. By making this change in the perceptron, 
the model becomes capable of predicting future trends 
and hence can be used for “extrapolation.” ML archi-
tectures formed of such compute- and memory-capable 
units are described in detail in the next section.

DSE using ML of many core systems was explored in 
[30], where local search and metasearch are used. The 
ML architecture is contained in the metasearch, which 
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Figure 2. (a) A single neuron. (b) A feed-forward NN [9].

Obtaining data in the extrapolated 
space through additional 
simulations, measurements, and 
other means can only help toward 
developing a more robust model.
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evaluates the design space and suggests potential start-
ing states to explore. In [31], predictive models are con-
structed using feed-forward NNs that are applied to a 
hybrid main memory design. Linear regression tech-
niques were developed in [32] to show that the perfor-
mance of a system can be accurately predicted by using 
a small fraction of the overall design space and lever-
aging information from previously simulated data. 
More recently, a sensitivity analysis of design param-
eters was developed [33] for high-dimensional micro-
wave problems. In [34], it was shown that by using a 
partial least-squares method, a surrogate model can 
be developed to predict the output of complex stochas-
tic systems that are more efficient than Monte Carlo 
(MC) simulation methods. Moreover, this technique 
has been used to perform dimensionality reduction 
by prioritizing the sensitivity of each parameter. With 
such approaches, the computational burden for DSE 
can be reduced compared to exhaustive methods, such 
as MC and full-wave EM simulations. State-of-the-art 
ML techniques based on nonlinear regression archi-
tectures were applied to multidimensional inputs and 
multiple outputs in [35]. All these ML approaches work 
for DSE; however, they may not be directly applicable 
for the extrapolation of the frequency spectrum and 
design space.

An example of a simulated circuit frequency response 
from dc to 12 GHz is in Figure 3(a), while a system 
response surface at a single frequency for two design 
variables is in Figure 3(b). Given these two typical 
examples of RF design, the objective of this article is 
twofold, namely, 1) the extrapolation of the frequency 
response beyond 12 GHz and 2) the extrapolation of 
the design space, with both being enabled without 
adding any additional data samples from the extrapo-
lation range.

The technical approach for achieving such an extrap-
olation is illustrated in Figure 4. As shown in the figure, 
based on the design space parameters , , ,x x xN1 2 f" ,  
selected designs from within the design space bounds 
are simulated for a set of frequencies , ,f f fM1 2 f" , using 
full-wave 3D EM solvers and circuit simulators that accu-
rately capture the system/component response h. These 
design parameters and the corresponding responses are 
used to create a surrogate model g that captures the sys-
tem/component response h for generating training data 
within the design space. These data are utilized to train 
a design space extrapolator NN (DSENN) ( , )d x f  and a 
frequency extrapolator NN (FENN) ( ),l f  as in Figure 4. 
Both d and l are trained to model the system response 
h. The training is performed separately. The DSENN is 
trained using data from within the design space to pre-
dict the frequency response for a set of design param-
eters outside the design space. The FENN is trained to 
predict the response for frequencies outside the simu-
lated spectrum by learning from the response within 
the spectrum. After training, given a set of design 
parameters that lie outside the training range as inputs, 
the component and system response is predicted using 
the trained models d, with l as a subblock.

The outputs of an NN can be either deterministic or 
probabilistic. The challenge with deterministic NNs is 
that the prediction is exact without any estimate of the 
probable error. This often gives an incomplete picture 
of the system response and could be dangerous unless 
the prediction uncertainties can be included. It is there-
fore important to quantify the uncertainty around pre-
diction, which can be achieved using a Bayes by back 
propagation (BBB) [48] algorithm instead of the usual 
error back propagation for training the NNs. In such an 
NN, instead of assuming the weights and biases in the 
system to be deterministic variables, they are assumed 
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Figure 3. (a) Spectrum extrapolation and (b) design space extrapolation in R .2
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Geometry and Material Properties (Design Space)
x = {x1 ∈ [a1, b1], x2 ∈ [a2, b2], ... xN ∈ [aN, bN]}

Frequency Points for Simulation
f = {f1, f2, ... fM}

h (X, F).
Simulate selected designs

Create surrogate model
g (x, f ) ≈ h.

Create training data for
FENN l.

Create training data for
DSENN d.

X =

x1a
x2a

xNa

...

...

...

x1b
x2b

xNb

...
... .

...

...
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...

x1z
x2z

xNz

...

...

...

Identify training set for generating a surrogate model

Train FENN subject to l (f ) ≈ h
for any

xi ∈[ai, bi], f > fM.

Train DSENN
subject to d (x, f ) ≈ h

for some or all
xi > bi, f ≤ fM.

Predict the frequency
response l (f )

for a design x within or
outside the design space and

a frequency outside the
simulated range.

Predict the frequency
response d (x, f )

for a design x outside the
design space.

Model d (x, l (f )) ≈ h
for a design x outside the design space and a frequency range

within or outside the simulated range
x > xN, f > fM.

Figure 4. Design space and spectrum extrapolation using a frequency extrapolator NN (FENN) and a design space 
extrapolator NN (DSENN).
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to be samples from prior distributions. The output y of 
the network is then a probability distribution that is 
computed using the given independent data input x. To 
obtain the distribution of outputs, the probability across 
all the various weights is marginalized, given the inputs

 ( | ) ( | , ) ( | ) ,pp y x y x p x di i i= #  (1)

where i  represents the set of the parameters of the 
weights W and bias b distribution of the model. The 
second term in (1) is found using the Bayes rule:

 ( | ) ( )
( | ) ( )

.p x p x
p x p)

i
i i

=  (2)

Hence, the output of such an NN is a distribution 
computed using the marginalization of the probabil-
ity distributions of the weights and biases, given the 
input. Since the output is a distribution, its mean and 
variance are known. The mean is represented as the 
predicted output, and the variance is used to calculate 
the upper and lower confidence bounds around the 
predicted mean, thus giving an end user a quantifica-
tion of the uncertainty in the prediction and the error 
bar around the prediction.

Extrapolation Architectures
An example architecture of an extrapolation NN is 
presented in Figure 5. The architecture consists of 
three main blocks: a fully connected upsampler, the 
DSENN, and the FENN, connected in that order. It is 
important to note that both the DSENN and FENN 
can be used in isolation, as well. However, when 
used as a system, as explained in the “ML for Design 
Space Extrapolation” section, the input layer is formed 
using design space parameters that could be either 
geometry or material properties. The dimension of 
the input space is generally much smaller than the 
number of frequency points used to generate a system 
response. Therefore, the inputs are first upsampled 
to a larger-dimension latent space via a fully con-
nected upsampler, such as a feed-forward NN. This 
is followed by a convolutional encoder. The outputs of 
the convolutional encoder are the real and imaginary 
components of the frequency response of the system. 
This frequency response is fed to a modified recur-
rent NN (RNN) that is trained to predict the extrapo-
lated response from the inputs. Thus, in its entirety, 
the ML architecture can predict an extrapolated fre-
quency response of a design outside the design space. 
The details of the convolutional encoder and modified 
RNN are given in the following section.

RNNs for Spectrum Extrapolation
As mentioned in the “ML for Design Space Extrapo-
lation” section, for an ML model to recognize a pat-
tern and extrapolate it, a regular perceptron needs to 
be replaced with a modified one capable of process-
ing current and past inputs. The resulting network of 
perceptrons is an RNN, as given in Figure 6. A circuit 
response in frequency is treated as a set of sequenced 
data, where fi  is the frequency at index i and Zi  is the 

Frequency f

In Band

Extrapolated
Impedance

Impedance

Design
Space

(Geometric
and

Material
Parameters)

X

Fully Connected
Upsampler

Convolutional
Decoder

Z (f ) = Zreal + jZimag

Softmax
Layer (x)

(a) (b)

 Code S

Figure 5. An NN architecture for (a) design space and (b) frequency extrapolation.

fi f1 f2 f3

Z1 Z2 Z3
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Unrolling

Figure 6. A recurrent NN.
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response at index i. The hidden state at index i, ,hi  is 
a recurrent one that depends on the previous trends 
in the input. This unit is the backbone of the recurrent 
architecture. This state, ,hi  captures how the response 
has changed during the past frequency samples and 
how it will behave at the next frequency sample. Since 
hi  changes from the beginning of the range to the end, 
it holds the pattern of early frequency response trends. 
Such an architecture enables the network to learn from 
the past and the present and hence to extrapolate.

There are several challenges in the training of an 
RNN. As the complexity of the problem increases, the 
amount of training data required and the number of 
recurrent layers of the network increases. Training 
a deeper model with more layers causes the gradient 
used for back propagation to drop to zero, an effect 
called gradient vanishing [36]. In addition, training for 
a large amount of data and tracking long sequences of 
input patterns requires more memory. To circumvent 
these issues, long short-term memory (LSTM) networks 
can be used, as described in [37]. An LSTM network is 
a special type of RNN with a unit cell, as detailed in 
Figure 7. It consists of four perceptron gates: 1) a  for-
get gate ,ft  2) an input gate ,it  3) a cell gate ,gt  and 
4) an output gate .ot  When the hidden state hi  in the 
traditional architecture is replaced with an LSTM unit 
cell, it becomes an LSTM RNN. The increased memory 
requirement is resolved with this architecture, as it 
does not remember “all” the information from the past 
but only what is important for extrapolation, forgetting 
everything else. These networks can have fewer layers 
than traditional RNNs, thus overcoming the problem 
of vanishing gradients, as well.

The importance of uncertainty quantification was 
highlighted in the “ML for Design Space Extrapo-
lation” section. Frequency spectrum extrapolation 
with uncertainty estimates can be performed using 
a Bayesian RNN, as described in [38]. By creating 
a unique wrapper around a Bayesian RNN, an NN 
called a Hilbertnet is created. In a Hilbertnet, a Hil-
bert transform is used to generate a causal complex-
valued extrapolation with a 95% confidence region 
around predictions. To understand the Hilbert-
net further, consider a complex-valued signal with 
redundant negative frequency components, namely, 
an analytical signal. In this case, the frequency spec-
trum response Z can be written as a function of oper-
ating frequency f:

 ( ) ( ) ( ),Z f Z f jZ fr i= +  (3)

where Zi  is the imaginary component and Zr  is the 
real component of the response. Given the Hermitian 
nature of the response Z, the imaginary part can be 
expressed as a Hilbert transform of the real part:

 ( ) ( ) ( ( )),Z f Z f jH Z fr r= -  (4)

where ( )H $  is the Hilbert transform and is defined as the 
convolution of / f1 r  with the input signal. It is given as

 ( ( ))
( )

.H x f f f t
x t

dt1
)r

=
-3

3

-
#  (5)

This sequence of equations is captured in Figure 8. 
Input to the Hilbertnet, shown in Figure 8, is the in-
band complex system response. This is then passed 
to the Bayesian LSTM RNN, which extrapolates the 
real-valued system response. The extrapolation of the 
imaginary part is obtained using the Hilbert transform 
of the real part. Since the real response is finite in fre-
quency, the Hilbert transform becomes an approxima-
tion. Therefore, the extrapolation introduces two types 
of errors: 1) that between the real response produced by 
the LSTM RNN and 2) that associated with the imagi-
nary response produced by the Hilbert transform and 
the imaginary in-band response. These two responses 
are combined to train the network through BBB, thus 
enabling complex-valued causal extrapolation in the 
system frequency response.

Transposed Convolutional Nets  
for Design Space Extrapolation
The frequency response of a distributed EM structure 
is a nonlinear function of its geometrical parameters 
and material properties, which constitutes the design 

For an ML model to recognize a 
pattern and extrapolate it, a regular 
perceptron needs to be replaced 
with a modified one capable of 
processing current and past inputs.
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Figure 7. An LSTM unit cell [36].
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space. For extrapolation in the design space, it is of 
interest to find the spatial correlations between data at 
different frequency points. This can be achieved using 
convolutional NNs (CNNs). In the ML model discussed 
in [40], each geometry parameter and material property 
is an input to the network, and each frequency point is 
an output of the network. To transform a lower-dimen-
sional design space into a much higher-dimensional 
frequency response space, transposed convolutional 
layers are used. Such a CNN architecture is given in 
Figure 9, where output code S is obtained as

 ( ( ( )) ....),S g g g xh1 2 f=  (6)

where gi  is the transformation, with an activation 
function included from the ith to i 1th+  hidden layer, 
for a total of h layers. In a standard CNN, the output H 
of each layer l is a cross correlation product of the input 
S, with a sliding kernel G given by

 (( ) ) ,H r S G r G S, , , ,i j i j m n i m j n
nm

) )= = - -c m//  (7)

Transposed
Kernel

G
Intermediate
Layers

Latent
Space
S ∈ R L

X (f )
Frequency
Response

Xreal
+j ∗
Ximag

Figure 9. The structure of a transposed CNN.
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where ,i  ,j  ,m  and n  are nonnegative integers span-
ning the input space and r(.) is the nonlinear activa-
tion function.

A transposed convolutional layer has a filter G act-
ing on the vector S such that the output dimensionality 
is larger than that of the input. The input design tuples 
are features, and the frequency response at each point 
is the target. The loss function here is the mean square 
error between the predicted frequency response vec-
tor and the target vector provided by the training data. 
This loss is back-propagated through the transposed 
convolutional layers to enable training. Once trained, 
the frequency response of an input design tuple is 

predicted, which is beyond the bounds of the train-
ing data, namely, the extrapolation design tuple. The 
accuracy of the predicted frequency response for the 
extrapolated design tuple is a measure of the general-
ization capability of the network. We next apply these 
approaches to five different RF and digital design 
examples with varying input dimensionality and fre-
quency responses.

Examples
The examples are presented in two parts. In the first, 
three examples using a FENN are presented, and in the 
second, two examples using a DSENN are presented. 
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Figure 10. (a) A CPW structure and (b) frequency extrapolation results [38].
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We also show a compute time comparison of the pro-
posed ML approaches and traditional EM solvers.

Frequency Spectrum Extrapolation
The cross section and layout of a coplanar waveguide 
(CPW) is depicted in Figure 10(a). As described in [39], a 
4-mm CPW is fabricated on a glass substrate with poly-
mer (ABFGL-102) laminated on either side, resulting in 
a three-layer stack, as in Figure 10(a). The dimensions 
and material parameters of the CPW are in Figure 10(a). 
The training frequency range for both the insertion loss 
and the return loss for the CPW is 110–140 GHz (300 fre-
quency points), as in Figure 10(b), while the extrapola-
tion is performed from 140 to 170 GHz (300 frequency 
points), where the figure also shows the 95% confidence 
bounds. The extrapolated values are compared with the 

measured results in the D band across the entire fre-
quency band from 110 to 170 GHz, indicating the accu-
racy of the predictions.

In the second example, a microstrip ring resona-
tor (MRR) is considered. The MRR response peaks at 
multiples of the resonant frequency .fr  The structure 
of the MRR appears in Figure 11(a). The cross section 
of the MRR consists of a glass AGC ENA1 core with 
a build-up film of ABF-GL102 on both sides [39]. A 
model is trained in the W band from 75 to 95 GHz 
(250 frequency points) and used to extrapolate across 
the range of 95–110 GHz (250 frequency points). The 
measured and extrapolated results are correlated 
in Figure 11(b). Good correlation can be observed 
between the measured and extrapolated responses. 
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The inability to use embedded 
structures to tackle the curse of 
dimensionality for design tuple 
extrapolation in high dimensions  
is a challenge worth exploring.
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This technique also captures all the resonant peaks 
and valleys with accuracy.

As a third example, a power distribution network 
(PDN) is presented in Figure 12. The PDN consists of 1) an 
interposer power/ground grid, 2) a printed circuit board 
power/ground plane, 3) a C4/microbump array, 4) a 
through-silicon via array, and 5) a via array. The 
total impedance of this complex assembly experienced 
by the chip is .ZPDN  Since the PDN consists of differ-
ent resistive, inductive, and capacitive elements, the 
impedance response has multiple resonances and anti-
resonances of varying magnitudes. As described in [38], 
the PDN response is extrapolated from 12 to 20 GHz  
(400 frequency points) using the response from dc 
to 12 GHz (600  uniform frequency points) based on 
training. The results of the method described here are 
compared to circuit simulation. The extrapolation of 
the magnitude of ZPDN  using ML is in Figure 13. In 
the figure, the uncertainty quantification around the 
predicted extrapolated values is also provided, giving 
insight into the uncertainty in the predictions.

Design Space Extrapolation
A fifth-order hairpin bandpass filter is detailed in 
Figure 14(a), from [43]. The filter response depends on 
the length and width of the stub. The various design 
parameters of this hairpin filter are listed in Table 1 
along with their nominal design values. A DSENN is 
trained using a range of design parameters and mate-
rial properties around the nominal value, as shown in 
Table 1. The model is then tested using the values of the 
design parameter and material properties listed in the 
extrapolation space in Table 1. The predicted frequency 
response of the nominal design in the extrapolation 
range is compared to that of a full-wave 3D EM solver 
in Figure 14(b). As expected, the nominal design in the 
extrapolated space shows a distinct right shift in the 
cutoff frequency. The plot in Figure 14(b) indicates very 
good correlation between the measured and predicted 

data. For this example, we use 140 design tuples for 
training and 100 designs for testing.

The final example is a second-order substrate inte-
grated waveguide (SIW) filter presented in [41]. The fil-
ter structure and dimensions are in Figure 15(a), and 
the design parameters are in Table 2. The filter response 
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Figure 15. (a) A second-order SIW filter structure and 
(b) design space extrapolation results (refer to Table 2).

TABLE 1. Fifth-order hairpin filter parameters (dimensionality = 8).

Parameter Symbol

Training Range Extrapolation Space

Minimum 
Value

Nominal 
Value

Maximum 
Value

Minimum 
Value

Nominal 
Value

Maximum 
Value

Feed length Lf 150 μm 250 μm 250 μm 250 μm 275 μm 280 μm

Feed width Wf 80 μm 100 μm 110 μm 110 μm 157 μm 180 μm

Stub length L 750 μm 770 μm 850 μm 850 μm 1,000 μm 1,100 μm

Stub width W 50 μm 65 μm 75 μm 75 μm 100 μm 100 μm

Delta TL 100 μm 100 μm 100 μm 100 μm 100 μm 100 μm

Stub gap Ul 50 μm 50 μm 55 μm 55 μm 57 μm 60 μm

Gap 1 d1 40 μm 45 μm 50 μm 50 μm 55 μm 60 μm

Gap 2 d2 40 μm 45 μm 50 μm 50 μm 55 μm 60 μm
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is a complex function of the design space shown in 
Table 2. In Table 2, the nominal design values as well 
as the training and extrapolation range are provided. 
For this example, we use 140 design tuples for training 
and 100 designs for testing. The filter response for the 
nominal design in the extrapolation range using the 
ML model is in Figure 15(b). The training of the CNN-
based model is done using a Latin hypercube sampling 
(LHS) of the design parameters in the training range 
[42]. LHS sampling is a way of generating almost ran-
dom samples from the multidimensional distribution. 
It can be seen from Figure 15(b) that the CNN method 
has good prediction accuracy.

Timing Analysis
The application of ML techniques to design space 
and spectrum extrapolation has an inherent time and 

compute advantage that enables assessing a large 
number of design variations with minimum cost. 
Given that the dimensions of each case are greater 
than five, a minimum of 35  design combinations is 
usually required to perform thorough DSE using a 
three-point, all-corner method. For this study, 100 
design combinations are considered for the DSE. A 
summary of a comparison of simulation times for 
100 design variations for three examples is in Table 3. 
This study is based on using a quad-core i7 proces-
sor with no other workload running. The time taken 
to generate the system response using ML-based 
methods discussed previously is compared to that of 
full-wave EM solver simulations. The time shown for 
the EM solvers is that required to simulate the num-
ber of design tuples. The compute time benefit from 
using ML models comes at a cost of minimal predic-
tion accuracy loss (as could be seen from the pre-
ceding examples) for a design or a set of frequency 
points outside the training range. We also show the 
test errors for each application. The test error is the 
normalized mean square error across the entire fre-
quency range across the test set.

TABLE 3. A comparison of DSE simulation times using full-wave and ML methods.

Test 
Case Dimensionality

Frequency Range
Frequency 
Points

ML
EM Solver 
Extrapolated Tuples

Test 
ErrorsMinimum Maximum Training Inference Total

Hairpin 
filter [43]

8 20 GHz 36 GHz 500 20 min 20 s 23 
min

1,143 min 0.08 dB

SIW filter 
[41] 

11 110 GHz 170 GHz 850 25 min 25 s 24 
min

2,067 min 0.95 dB

Power 
delivery 
[40]

14 DC 20 GHz 1,000 25 min 33 s 80 
min

2,872 min 1.13 dB

Unlike the fields of image, text, and 
signal processing, data generation for 
RF designs is a very expensive process.

TABLE 2. Second-order SIW filter parameters (dimensionality = 11).

Parameter Symbol

Training Range Extrapolation Space

Minimum 
Value

Nominal 
Value

Maximum 
Value

Minimum 
Value

Nominal 
Value 

Maximum 
Value

Transition width wt 0.1 mm 0.12 mm 0.3 mm 0.3 mm 0.45 mm 0.5 mm

CPW width wCPW 20 μm 50 μm 70 μm 70 μm 75 μm 100 μm

CPW g-plane gCPW 10 μm 30 μm 45 μm 45 μm 50 μm 50 μm

Resonant width wres 600 μm 775 μm 800 μm 800 μm 810 μm 900 μm

Via edge-to-edge distance s 50 μm 50 μm 55 μm 55 μm 57 μm 60 μm

Metal height tCu 5 μm 9 μm 10 μm 10 μm 13 μm 20 μm

Poly height tpoly 50 μm 70 μm 150 μm 150 μm 180 μm 250 μm

Via diameter dvia 100 μm 100 μm 105 μm 105 μm 108 μm 110 μm

Microstrip width wMS 50 μm 120 μm 120 μm 120 μm 300 μm 500 μm

Slot depth dslot 40 μm 50 μm 60 μm 60 μm 85 μm 120 μm

Slot width wslot 150 μm 175 μm 200 μm 200 μm 210 μm 300 μm
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Future Requirements and Challenges
Although the results presented in this article are prom-
ising, the methods discussed need to be expanded to 
address several challenges. First, we need to assess 
how far one can extrapolate given the range of finite 
training data. Since the training data are limited and 
an ML model is as good as the data it is trained on, 
the predicted response in the extrapolated space is 
prone to diverge from the true one if it is widely dif-
ferent from the training data. The field of robust ML 
is emerging, where extrapolated data have a different 
distribution altogether and the challenge is therefore 
to generalize on the out-of-bounds data by using the 
in-band response.

A second key challenge for the ML approaches pre-
sented here is the scalability of the method with the 
dimensionality of the design space. It is estimated that 
the training set required for an ML model grows expo-
nentially with the number of inputs [44]. To mitigate 
this “curse of dimensionality,” reduction techniques, 
such as principal component analysis [45] and canoni-
cal correlation analysis [46], [47], have been developed. 
While these enable the learned latent embedding to 
act as an accurate representation of the higher-dimen-
sion input to the NN, the training is still done in an 
end-to-end manner. This means that the embedding 
structure is also learned as the model trains. However, 
design space extrapolation requires a fairly accurate 
“generalization” capability. For example, the embed-
ding structures that are required for time series meth-
ods may look very different than those required for 
spectrum prediction. The inability to use embedded 
structures to tackle the curse of dimensionality for 
design tuple extrapolation in high dimensions is a 
challenge worth exploring.

The third major difficulty is ML model accuracy 
with available data. Unlike the fields of image, text, and 
signal processing, data generation for RF designs is a 
very expensive process. ML methods that retain accu-
racy for relatively scarce data would be of high value 
to the RF design community, especially as mm-wave 
structures require simulations at very high frequen-
cies. Design and spectrum extrapolation is undoubt-
edly an effort in this direction. However, further work 
remains to be done.

Summary
The article began with a brief introduction to the 
increasing complexity of design spaces in the era of 
mm-wave systems and packages. The importance 
of design space and frequency extrapolation in such 
systems was then explored along with a brief history 
of prior work in this area. An outline of a basic feed-
forward NN was presented with the benefits of add-
ing memory to an NN. Details of FENNs and DSENNs 

were then provided, followed by a brief discussion 
of quantifying uncertainty in NN prediction. The 
detailed operation of the building blocks of FENNs, 
namely LSTM and the Hilbertnet, were explained, fol-
lowed by a short description of convolutional encod-
ers, which represent the main component of DSENNs. 
Three examples of frequency extrapolation for a CPW, 
ring resonator, and PDN were highlighted along with 
a comparison to existing methods. Furthermore, two 
examples for design space extrapolation were dis-
cussed, including a fifth-order hairpin filter and a 
second-order SIW resonator. The article ended with a 
discussion about future trends and challenges in DSE 
and extrapolation for high-frequency RF components.
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