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1 Overview

So far we have seen tools (Laplace, Exponential, Randomize Response) that allowed us to
answer k queries with noise that scaled like Θ(k) for (ε, 0)-DP, and noise that scaled like
Θ(
√
k ln(1/δ)) for (ε, δ)-DP. Then we saw Sparse Vector, which allowed our noise to scale

like Θ(log k), with this caveat that we were only allowed to provide answers to c� k queries.
Today we will see the SmallDB Mechanism, which allows us to actually answer all k

queries, while only adding noise that scales like Θ(log k). The key trick to making that work
is to correlate the noise we add across queries. For example, you first ask me f(x), and I
output f(x) + Lap(∆f

ε
), and you then ask me f(x) again. I should not redraw fresh noise,

but instead I should tell you,“you already know the appropriate answer.”
SmallDB does this by simply outputting a small database (hence the name) which pro-

vides approximately accurate answers to all queries with high probability. It uses the Expo-
nential Mechanism to select such a database.

2 Small DB

Before we see the mechanism, let’s formally define the problem. In a query release problem,
given a class of queries Q, we want to release answer ai to each query fi ∈ Q such that
maxi |ai − fI(x)| is small and satisfies differential privacy.

Definition 1. Let X = {X1, ...,X|X |} be a data universe. A (normalized) linear query f
takes the form f : X → [0, 1], and applied to a database x = (x1, ..., x|X |) ∈ N|X | represented
by histograms returns the average value of the query on the database, i.e.

f(x) =
1

‖x‖1

|X |∑
i=1

xif(Xi).

Note that 0 ≤ f(x) ≤ 1 for any database x ∈ N|X |, and this implies that ∆f ≤ 1.
Small DB [BLR08] in Algorithm 1 takes in a database x, a class of queries Q, a privacy

parameter ε, and an accuracy parameter α. It outputs a database y, whose size depends on
the log of the number of queries you want to answer, and on the desired accuracy guarantee.
It picks this database y by running the Exponential Mechanism with utility function of
the negative error to the query release problem. Importantly, Small DB does not answer
these queries, but rather, produces synthetic data from which you can compute the answers
yourself. This is how it correlates noise across queries.
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Algorithm 1 Small DB (x,Q, ε, α)

Let R = {y ∈ N|X | : ‖y‖1 = log |Q|
α2 }.

Let u : N|X | ×R → R be:
u(x, y) = −max

f∈Q
|f(x)− f(y)|.

Sample and output y ∈ R with the Exponential Mechanism ME(x, u, ε).

2.1 Privacy of Small DB

Privacy of Small DB is immediate.

Theorem 2. Small DB is (ε, 0)-DP.

Proof. Single instantiation of Exponential Mechanism. Privacy Small DB follows from pri-
vacy of Exponential Mechanism.

2.2 Accuracy of Small DB

Accuracy of Small DB is a bit trickier. We will proceed by showing:

1. There exists a “good” small database that is approximately correct on al queries.
(Precisely, we can find a database y with ‖y‖1 = log |Q|

α2 such that |u(x, y)| = | −
maxf∈Q |f(x)− f(y)|| < α.)

2. We are going to sample such a “good” database with high probability.

First, we are going to digress and talk about Chernoff bounds, which we will need for
the proof of Small DB accuracy.

Theorem 3. Let X1, ..., Xm be independent random variables bounded such that 0 ≤ xi ≤ 1
for all i = 1, ...,m. Let S = 1

m

∑m
i=1 Xi denote their sample mean, and let µ = E(S) denote

their expected mean. Then, in the additive version,

P(S > µ+ ε) ≤ e−2mε2 ,

P(S < µ− ε) ≤ e−2mε2 .

In the multiplicative version,

P(S > (1 + ε)µ) ≤ e−mµε
2/3,

P(S > (1− ε)µ) ≤ e−mµε
2/2.

Note: If the random variables are not independent, there is a different concentration
inequality we can use instead, called Azuma’s Inequality, which will be saved for a later day
for discussion.

Back to accuracy of Small DB, armed with Chernoff bounds, we will first show there
exists a “good” small database as follows.
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Theorem 4. Let α > 0 be given. For any finite class of linear queries Q, if R = {y ∈ N|X | :
‖y‖1 = log |Q|

α2 }, then for each x ∈ N|X |, there exists y ∈ R such that

max
f∈Q
|f(x)− f(y)| ≤ α.

Proof. We will construct such a database y by taking m = log |Q|
α2 samples uniformly from

the elements of x, i.e. P(Xi = Xj ∈ X ) =
xj
‖x‖1 . Define database y to contain the elements

X1, ..., Xm. For any f ∈ Q, we have

f(y) =
1

‖y‖1

|X |∑
i=1

yif(Xi) =
1

m

m∑
i=1

f(Xi)

where the first equality is by the definition of linear queries, and that the second is obtained
by switching to look at value per entry in y. Note that

E(f(y)) = E(
1

m

m∑
i=1

f(Xi))

=
1

m

m∑
i=1

E(f(Xi))

=
1

m

m∑
i=1

( |X |∑
j=1

xj
‖x‖1

f(Xj)
)
.

Note that

|X |∑
j=1

xj
‖x‖1

f(Xj) = f(x) by the definition of linear queries. It follows that

E(f(y)) =
1

m

m∑
i=1

f(x) = f(x).

By additive Chernoff bound, it follows that

P(|f(y)− f(x)| > α) ≤ 2e−2mα2

.

Taking a union bound over all linear queries of f ∈ Q gives that

P(max
f∈Q
|f(x)− f(y)| > α) ≤ 2|Q|e−2mα2

.

Recall that m = log |Q|
α2 , and therefore

P(max
f∈Q
|f(x)− f(y)| > α) < 1.
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Note on probablistic method: we randomly sampled a database y of size log |Q|
α2 . Through

this random sampling process, we found that with probability strictly less than 1, y will be
more than α away from the desired answer f(x) on some query f . It follows that there is
some database we could have sampled that has |f(x) − f(y)| < α for all f ∈ Q. It does
not tell us what that database it, but it tells us it exists. This is the probablistic method:
randomizing, show that there is strictly probability of some good event happening, and then
you know that some realization of your randomness caused that good event to happen.

Back to the proof, we have shown that there exists a good y of size log |Q|
α2 , and R contains

all databases of size log |Q|
α2 , so it must contain at least one good database for every input

x.

It now remains to prove that we can sample such a “good” database with high probability.

Proposition 5. Let Q be a finite class of linear queries. Let y = SmallDB(x,Q, ε, α). Then,
with probability ≥ 1− β,

max
f∈Q
|f(x)− f(y)| < α +

2
(

log |X |·log |Q|
α2 + log(1/β)

)
ε‖x‖1

.

Proof. Recall the accuracy theorem for Exponential Mechanism: for any t we have

P(u(ME(x, u, ε)) ≤ OPTu(x)− 2∆u(ln |R|+ t)

ε
) ≤ e−t.

By construction of R, we know that |R| = |X |
log |Q|
α2 . This means ln |R| = log |X | log |Q|

α2 .
Also note that ∆u = 1

‖x‖1
. Set t = log(1/β), and it then follows that

P(u(ME(x, u, ε)) ≤ OPTu(x)−
2( log |X | log |Q|

α2 + log(1/β))

ε‖x‖1

) ≤ β.

Notice we may assume there exists y ∈ R such that maxf∈Q |f(x) − f(y)| = −u(x, y) < α,
since otherwise the proposition is trivially true. It follows that α > −OPTu(x), and therefore

P(max
f∈Q
|f(x)− f(y)| ≥ α +

2
(

log |X |·log |Q|
α2 + log(1/β)

)
ε‖x‖1

) ≤ β.

Theorem 6. Let y = SmallDB(x,Q, ε, α/2), then with probability ≥ 1− β,

max
f∈Q
|f(x)− f(y)| ≤

(16 log |X | log |Q|+ 4 log(1/β)

ε‖x‖1

)1/3

.
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Proof. By Proposition 5, y = SmallDB(x,Q, ε, α/2) satisfies that

P(max
f∈Q
|f(x)− f(y)| ≥ α/2 +

2
(

4 log |X |·log |Q|
α2 + log(1/β)

)
ε‖x‖1

) < β.

By setting α/2 =
2

(
4 log |X|·log |Q|

α2
+log(1/β)

)
ε‖x‖1 , the optimized bound in the theorem follows.
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