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ECA AS USER INTERFACE PARADIGM

Experimental Findings within a Framework for Re-
search

Richard Catrambone, John Stasko, and Jun Xiao

Secret Agent Man
Beware of pretty faces that you find
A pretty face can hide an evil mind
Ah, be careful what you say
Or you’ll give yourself away
Odds are you won’t live to see tomorrow
Secret agent man, secret agent man
They’ve given you a number and taken away your name

—Performed by Johnny Rivers, written by P.F. Sloan & S. Barri

Abstract A strong debate has ensued in the computing community about whether
Embodied Conversational Agents (ECAs) are beneficial and whether we should pursue
this direction in interface design. Proponents cite the naturalness and power of ECAs
as strengths, and detractors feel that ECAs disempower, mislead, and confuse users.
As this debate rages on, relatively little systematic empirical evaluation on ECAs is
actually being performed, and the results from this research have been contradictory
or equivocal. We propose a framework for evaluating ECAs that can systematize
the research. The framework emphasizes features of the agent, the user, and the
task the user is performing. Our goal is to be able to make informed, scientific
judgments about the utility of ECAs in user interfaces. If intelligent agents can be
built, are there tasks or applications for which an ECA is appropriate? Are there
characteristics (in appearance, in personality, etc.) the ECA should have? What
types of users will be more productive and happy by interacting with an ECA? Our
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initial experiment within this framework manipulated the ECA’s appearance (realistic
human versus iconic object) and the objectivity of the user’s task (editing a document
versus deciding what to pack on a trip). We found that the perception of the ECA
was strongly influenced by the task while features of the ECA that we manipulated
had little effect.

Keywords: Embodied conversational agent, evaluation, research framework, task,
Wizard of Oz

1. Introduction
If you could ask for assistance from a smart, embodied conversational

agent (ECA) that provides help via spoken natural language, would that
be an improvement over an on-line reference manual? Presumably the
answer, in most cases, is yes for two reasons. First, the spoken natural
language aspect would allow you to speak your questions rather than
having to type them. Generally this is a faster approach for most people.
Second, the smart aspect would improve the chance of the help system
finding the information you want even if you do not state the query using
the correct or most appropriate terms. The state of the art in this style
of interface is a human user consultant.

Would it matter that the ECA has a face and that the face can have
expressions and convey a personality? Would a face affect you in terms of
your comfort and satisfaction with the interaction? Would the presence
of a face make the help or advice you receive more persuasive? The
answers to such questions have implications for the design of training
systems, customer service, kiosks, and many other areas.

ECA-based interfaces, particularly those with a human appearance,
are still relatively uncommon. Human-like assistants who answer ques-
tions and perform tasks through conversational, natural language-style
dialogs with users contrast the traditional view of computers as enabling
tools for functional purposes.

Many researchers believe that ECA interfaces have great potential to
be beneficial in HCI for a number of reasons. ECAs could act as smart
assistants, much like travel agents or investment advisors, aiding people
in managing the ever-growing amount of information encountered today
(Lyman and Varian (2002)). Further, a conversational interface appears
to be a more natural dialog style in which the user does not have to learn
complex command structure and functionality (Laurel (1990)). People
are adept at communicating with others and a conversational interface
would be easy to learn and adopt.

Advocates also note how the human face seems to occupy a privileged
position for conveying a great deal of information, including relatively
subtle information, efficiently (Collier (1985)). An ECA with a face that
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grows more confused by the second might be better at letting a user know
the path he or she is following is wrong than simply displaying “I am
getting confused” on the screen. This is because the text requires screen
real estate and requires the user to read that text, which each may be
disruptive to the main task being worked on.

These potential advantages are balanced by strong negatives. ECA
interfaces are viewed by some researchers as being impractical and inap-
propriate. Current speech recognition, natural language understanding,
and learning capabilities of computers still fall far short of any human
assistant. Further, technologies for interaction production and synthesis
also are in their infancy and just being developed.

More specifically, Lanier (1995) believes that ECA systems disem-
power users by clouding issues such as who is responsible for a system’s
actions. Shneiderman (1997) feels that user interfaces are more bene-
ficial when they clearly reflect the commands available to a user and
present the objects that a user can act upon. Furthermore, critics argue
that ECAs may mislead both users and designers, increase user anxiety,
reduce user control, undermine user responsibility, and destroy a user’s
sense of accomplishment (Shneiderman and Maes (1997)). For example,
the powerful human ability to interpret faces, cited as a positive above,
might lead a user to overinterpret the feedback from an ECA’s face, par-
ticularly if that face is human-looking, and conclude the ECA knows or
understands more than it does.

Although strong opinions have been voiced both positively and nega-
tively for ECAs, relatively little empirical research has been conducted
on the topic as noted in (Dehn and van Mulken (2000); Ruttkay et
al. (2002); Sanders and Scholtz (2000)). Erickson (1997) states: “First
it must be acknowledged that in spite of the popularity of the agent
metaphor, there is remarkably little research on how people react to
agents.” Cassell (2000) notes: “To date, few researchers have empirically
investigated embodied interfaces, and their results have been equivocal”.
Isbister and Doyle (2002) comment: “Rigorous evaluations of benefits to
the user are rare, and even when performed are subject to considerable
criticism owing to the difficulty of finding objective measures of success.”
Shneiderman echoes the need for more study: “Please, please, please do
your studies–whether they are controlled scientific experiments, usabil-
ity studies, or simply observations, and get past the wishful thinking
and be a scientist and report on real users doing real tasks with these
systems” (Shneiderman and Maes (1997)).

Other researchers have laid out a research agenda for the area. Laurel
(1990) discusses one component of such an agenda:



4

In the theoretical arena, work must proceed on the analysis of user
needs and preferences vis-a-vis applications and environments. What
are the qualities of a task that make it a good candidate for an ECA-
style interface? What kinds of users will want them, and what are
the differences among potential user populations? How might interface
agents affect the working styles, expectations, productivity, knowledge,
and personal power of those who use them?

In terms of design, the meatiest problem is developing criteria that will
allow us to elect the appropriate set of traits for a given ECA—traits
that can form coherent characters, provide useful cues to users, and give
rise to all of the necessary and appropriate actions in a given context.

1.1 Our Research Objectives
The objective of our research is to gain an understanding of the utility

and usability of ECAs in user interfaces. Our particular focus is on
conversational, anthropomorphic and personified agents.

Before proceeding further, we need to define some important terms
or at least clarify how we use them throughout this chapter. The term
‘anthropomorphic’ user interface refers to an interface that has a realis-
tic, human guise as its chief contact. Typically, such systems utilize a
conversational interaction style with a natural language dialog between
the human user and the interface character. The term ‘personified’ user
interface typically refers to an interface in which human characteristics,
abilities, and foibles are attributed to something that is not human, such
as a pet or a toaster. Often, these terms are confused.

Another cause of confusion and disagreement is the use of the term
‘agent’ itself (Bradshaw (1997)). The term ‘agent’ takes on many dif-
ferent meanings, although most software agent researchers feel that a
software system should exhibit some non-trivial level of autonomy or
proactive behavior in order to be termed an agent. For instance, agents
might answer particular email messages or schedule appointments for a
human user.

In this chapter, we will use the term ‘ECA’ simply to mean an interface
character that users interact with. For instance, an anthropomorphic or
personified character who simply answers user questions would be con-
sidered an ECA to us, while other stronger definitions of ‘agent’ may
not consider it so. Our focus is primarily on human-like characters who
play an important role in the interface to an underlying software appli-
cation. We will use the term ECA frequently throughout this chapter
as a textual shorthand for these types of interfaces.

Our primary motivation is to learn about how people view and in-
teract with ECA interfaces in order to determine when ECAs can be
used to benefit the user. A second motivation of our work is to inform



ECA as UI Paradigm 5

ECA-application builders. Systems with ECAs are being developed and
ideally research, in addition to intuition, should guide their designs. It
is important for the developers of ECA applications to know how the at-
tributes, features, and characteristics of the ECAs will affect their users
in order to build appropriate systems.

Four key queries guide our research program:

How do people react to ECA-based user interfaces? That is, how
do people subjectively assess them? This question should be in-
vestigated with potential users of many different characteristics.

How do different attributes of the interface (appearance, personal-
ity, gender, speech qualities, etc.) affect people’s perceptions and
subjective and objective performance?

For what types of tasks, if any, are these interfaces best suited?

Broadly, is this a user interface metaphor worth pursuing? That
is, is this a user interface metaphor that is appropriate and useful?

We propose that three main factors influence people’s perceptions of
this style of interface and therefore these factors frame our planned ex-
perimentation. The first factor is the user of the system. It is likely that
different types of people will have different reactions to ECA interfaces.
Such differences may be computer-experience, age, or gender-based, for
example. The second factor is the ECA itself including its appearance,
personality, and degree of reactivity/proactivity. Numerous aspects of
how the ECA looks, sounds, and behaves can be manipulated. The third
factor is the task and task domain involved. For instance, is the ECA
assisting the user in making investment decisions or is the ECA playing
a game against the user? Is the task relatively objective (e.g., making
pre-determined editing changes in a document) or is it more subjective
(e.g., deciding what items to pack on a trip)? Is the ECA assisting stu-
dents learn math or helping shoppers at an information kiosk in a store?
People may perceive the value of an ECA differently in different task
contexts.

In general, we focus on two main evaluation dimensions in our re-
search. First, does the ECA enhance task performance by people? Are
users able to learn new software faster, find information more easily,
come to decisions quicker, complete design or implementation tasks more
efficiently, and show greater persistence on tasks? Second, how do peo-
ple subjectively assess the appeal of such interfaces? Do they like ECA
interfaces and feel comfortable working with them, or are these inter-
faces awkward and annoying? Clearly, people’s subjective impressions
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of ECAs will have a strong influence on future adoption and continued
use.

In the rest of this chapter, we describe a framework that we have de-
veloped for conducting systematic research on evaluating ECAs in user
interfaces. The framework is based on the three chief factors identified
above: user, ECA, and task. The framework is not meant to be exhaus-
tively comprehensive. Rather, it provides a structural background that
is useful to discuss evaluation research in this area. In the next section,
we situate existing research within the framework, and we describe how
the framework relates to those developed by others.

Later in the chapter, we present an initial experiment we conducted to
examine the effects of user personality, ECA appearance, and task being
performed—three important variables identified in the framework—on
how well people perform tasks and on their perception of ECAs. Our
long-term goal is to use the framework to guide a set of studies that
will hopefully provide coherent results that will be of use to developers
designing ECA-based systems.

2. Research Framework
An important event in the history of ECA research was Apple Com-

puter’s late 1980’s production of the video titled Knowledge Naviga-
tor (Sculley (1989)). The video showed a university faculty member in
his office interacting with his computer. The computer’s chief interface
metaphor was an anthropomorphic, 3-D talking head, a computerized
assistant named Phil with whom the professor interacted via natural
language. Phil answered questions directed to him and took the initia-
tive in carrying out important actions that would benefit the professor.
Knowledge Navigator was a thought-provoking film, and it has been the
source of much discussion in the HCI and agent communities since its
production, gaining its share of both praise and criticism.

In the past 10-15 years, quite a bit of effort has been made toward
building autonomous ECAs like ‘Phil’ in the Knowledge Navigator video.
For examples of recent work in system development, see (Cassell et
al. (2000)). Of course, these efforts have been initial steps toward that
advanced vision, and much work remains.

It is probably safe to say that the most widely used system in this
space, at least in spirit, is the Paper Clip assistant from Microsoft. The
Paper Clip’s pervasive presence in Microsoft Office tools such as Word
and PowerPoint has influenced many people’s opinions of user interface
agents like this, often negatively (Xiao et al. (2003)).



ECA as UI Paradigm 7

Another recent boom in ECAs has occurred on the World Wide Web.
Sites seek to provide human-like hosts or guides that will assist a person
browsing web pages or that will read news much like an evening TV
newsperson. Noteworthy sites utilizing or providing such capabilities
are Virtual Personalities, Inc. (url), Artificial Life (url), FaceWorks
(url), Haptek (url) and Ananova (url)–ECA no longer present.

So, systems are being built, but what about studies of the use of
ECAs? When we began our research inquiries, we could not find an
encompassing summary of potential directions of inquiry and a guide to
evaluations that had already been performed. Thus, we performed an
analysis by reviewing related work and carefully considering the factors
that could influence ECA adoption and use. The result of that analysis
was a framework for thinking about evaluations of the effectiveness of
ECAs. The framework is not meant to be an exhaustive taxonomy of
all potential ECA-related issues. Rather, it provides an organizational
structure to help us review studies and to guide our own work. Other
evaluation frameworks do now exist, for instance the Chapters by Rut-
tkay and Klobas in this book, and they too will help other researchers
better understand the issues present in this area.

Each of the three factors (User, ECA, Task) in our framework involves
many variables and provides many opportunities for interactions. The
number of variables within each factor is definitely quite extensive and
is certainly larger than the number we identify here.

In the first two factors, User and ECA, for brevity we provide more
thorough discussions only of the variables manipulated in the experi-
mental study reported in this chapter or of variables that we believe
have not been adequately discussed in prior work. In the Task factor,
we provide a more extensive discussion of all the listed variables because
this appears to be an area that has not been as thoroughly considered
in existing research.

2.1 Features of the User
Potential users of ECA technology vary, of course, in many ways.

However, there are certain features that may be more likely to affect
how useful a user perceives an ECA. Below we list some of those features
and existing studies that have examined the feature.

Prior (domain) knowledge

Personality - Moon and Nass (1996); Nass et al. (1994); Nass et
al. (1995); Nass and Lee (2000); Rickenberg and Reeves (2000)

Social context
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Gender

Age

Ethnicity

Familiarity with ECA technology

Cultural context

Ability - Barker (2003)

Computer experience

Physical capability

Below we elaborate on some of the variables listed above. For a more
extensive discussion of user characteristics and how they may affect inter-
action with and perceptions of ECAs, please see the Chapter by Ruttkay.

Personality features: Researchers have identified what are referred to
as the ‘Big Five’ traits that seem to be quite useful in describing human
personalities (e.g., (McCrae and Costa (1987))). These traits are: ex-
traversion, openness, agreeableness, neuroticism, and conscientiousness.
An important quality about these traits is that they appear to be or-
thogonal, that is, a high or low score on any one of these traits does not
predict the score on any of the other traits. While researchers in the field
continue to debate the Big Five notion, it seems reasonable to examine
whether users’ positions on these trait dimensions is predictive of how
they will respond to ECAs. For instance, one might hypothesize that
an introverted person might find a proactive ECA to be intimidating
while a more extroverted person would enjoy interacting heavily with
the ECA.

A relevant body of related work is that of Nass, Reeves and their
students at Stanford. Their efforts focus on the study of “Computers
as Social Actors.” They have conducted a number of experiments that
examined how people react to computer systems and applications that
have certain personified characteristics (Moon and Nass (1996); Nass
et al. (1994); Nass et al. (1995); Nass and Lee (2000); Rickenberg and
Reeves (2000)). Their chief finding is that people interact with and
characterize the computer systems in a social manner, much as they do
with other people. This can occur in spite of the fact that participants
know that it is only a computer with which they are interacting. More
specifically, Nass and Reeves found that existing, accepted sociological
principles (e.g., similar personality individuals tend to get along better
than do differing personality individuals) apply even when one of the two
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participants is a machine. A potential implication of their findings is that
a ‘one size fits all’ approach in designing ECAs simply may not provide
enough flexibility for conversational style interactions in which manner,
personality, and appearance seem to be so important. One person may
be engaged by a sarcastic, talkative ECA while another might find such
an ECA to be annoying.

Ability: Barker (2003) found that participants who performed both
very well and very poorly on a task perceived that an ECA had a more
negative effect on their performance, while those who performed near
the average had a more positive perception.

2.2 Features of the ECA
Like users, ECAs can vary on a wide number of features. For a thor-

ough discussion of the dimensions in which ECAs can vary, and thus
could be studied, please see the Chapter by Ruttkay. Also, discussions
of the multitude of dimensions in which the design of an ECA can vary
are presented in the article by Griffin et al. (2003) and the Chapter by
Klobas.

In this subsection, we focus more on ‘high-level’ variables or design
characteristics, such as expressiveness, rather than lower level agent
characteristics such as hair color or accent, for example. The list of
potential high-level variables within this factor includes:

Fidelity/realism - King and Ohya (1996); McBreen et al. (2000)

Expressiveness - Walker et al. (1994)

Personality - Moon and Nass (1996); Nass and Lee (2000)

Presence - Takeuchi and Naito (1995)

Initiative - Xiao et al. (2003)

Coordination of multiple modalities - Lai et al. (2000); Nass and
Lee (2000); Martin et al. (2001); Buisine et al. (2003)

Below we elaborate on the variables listed above.
Fidelity/realism: How lifelike or real an ECA appears may influence

users’ perceptions of the ECA and its capabilities. In this variable we
include the notions of representational appearance, such as an anthropo-
morphic representation versus one that is not, and proximity to reality,
such as a lifelike 3D rendering versus a cartoon. A study by King and
Ohya (1996) suggested that ECAs with more realistic-appearing, 3D
human representations are perceived by users as being more intelligent.
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This might be viewed as either as a positive or a negative. From another
perspective, realistic-appearing ECAs are more difficult to implement,
so if user performance is improved by the presence of an ECA, but does
not vary according to appearance, simpler caricature style characters
would be advantageous.

McBreen et al. (2000) studied people observing an interaction between
an ECA acting as a sales assistant and a customer. They found that
study participants significantly preferred ECAs presented through videos
and as disembodied voices because participants’ expectation of a high
level of realistic and human-like verbal and non-verbal communicative
behavior in synthetic ECAs was not met.

The Chapter by Klobas further explores the issues of fidelity and re-
alism. The authors note that designer and user impressions of realism
differ. ECA designers tend to focus on the graphical, photo-realistic as-
pects, while users tend to characterize realism according to the integrity
of the ECAs action within the application domain.

Expressiveness: Within realistic-appearing ECAs we might vary both
the diversity of expressions, such as facial expressions, gesture, emotions,
and the intensity of expressions as well. Animated, expressive ECAs
again may be viewed as more realistic and intelligent, but they might
also unduly draw the viewer’s attention and thus be distracting and
annoying.

Walker et al. (1994) created a study involving a questionnaire that was
administered both textually on a computer screen and by a synthesized
talking face. They found that people who interacted with the talking
face spent more time on the questionnaire, made fewer mistakes, and
wrote more comments. Furthermore, people who viewed a stern face
spent more time, made fewer mistakes, and wrote more comments than
those who viewed a more neutral-appearing face, although the people
with the stern face liked the experience and the face less.

Personality: A further important component of an ECA’s profile is
its personality. Should it be a dominant expert or humble servant?
Should we adapt the personality of the ECA according to the preferences
of different users? Design decisions on the ECA’s personality should
be made consistently with other characteristics of the ECA, such as
appearance.

As we have mentioned before, Nass and his colleagues (Moon and
Nass (1996); Nass and Lee (2000)) have shown that when the personali-
ties of the ECA and the user match along the introvert/extravert dimen-
sion, users tend to be more positive about the interaction, regardless of
whether the personality is manifested through text or speech.
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Presence: Is the ECA’s face always present on the screen or does the
ECA appear only when it is engaged in a conversation by the user or does
the face never appear but rather the agent exists as only a disembodied
voice? One might hypothesize that an ever-present ECA would make
users uneasy by producing an effect of being watched or evaluated all
the time. Related to this notion is the location of the ECA. When
it appears, should it be off to the side or directly in the work area?
One might hypothesize that how an ECA integrates with its application
depends heavily on the application domain and the nature of task.

Takeuchi and Naito (1995) studied people playing a card matching
game with ECAs. The researchers found that facial displays on the
ECAs attracted the participants’ attention and prevented them from
concentrating on the game as effectively as participants who did not see
human faces. Specific facial mannerisms in the agents were not explicitly
noted by the participants, but apparently were attended to at some level.

Initiative: Related to the ‘presence’ dimension is the degree to which
an ECA initiates interactions. Should it proactively make suggestions
and offer guidance or should it only respond when directly addressed?
A proactive ECA might be viewed as being obnoxious and might bother
users, or it could be viewed as being extremely helpful and intelligent if
it acts in situations in which the user is unsure of how to proceed or is
so confused that he or she is unable to form a coherent help request.

Xiao et al. (2003) studied the proactive behavior of an ECA to help
people learn and use an unfamiliar text-editing tool. The researchers
found that performance with both reactive and proactive ECAs was
equivalent to that with printed help. Proactive suggestions made by the
ECA did not improve performance, but were viewed as being helpful by
study participants.

Coordination of Multiple Modalities: One might expect multimodal
ECAs to be more effective and enjoyable than just ECAs with only one
input/output modality. For example, an ECA could respond auditorally
and/or through text and image ‘thought bubbles’ on the screen. Mayer
et al. (1999) and Sweller et al. (1998) have shown that the types of input
and output have implications for cognitive load.

On the input side, if a user has to type her question to the ECA, this
would presumably be more cognitively demanding than just speaking it
because it requires more of an attention shift. Alternatively, the simple
act of speaking may engage particular brain functions that compete with
cognition. On the output side, if the ECA provides its responses through
on-screen thought bubbles and/or diagrams, this could cause cognitive
load problems when the task itself is inherently spatial due to working
memory limits within a particular modality. An auditory response would
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not compete with a visual task for visual working memory. Conversely,
encoding responses as on-screen text gives them persistence, something
notably lacking in auditory responses.

A few empirical studies have been carried out to investigate the effect
of different communication modalities and their combinations on peo-
ple’s perception about ECAs. Lai et al. (2000), Nass and Lee (2000),
and the Chapter by Darves explore user perceptions of speech quality.
Finally, Buisine et al. (2003) applied a framework for observing and an-
alyzing human cooperative multimodal behavior proposed by Martin et
al. (2001) and investigated the cross-modality effect. They found that
coordinating the speech and gestures of an ECA making an explanatory
presentation about technology devices to people influenced the people’s
subjective ratings of the quality of the presentation, but not their recall
performance about the topic.

2.3 Features of the Task
While several researchers, including us, have proposed factors con-

cerning users and ECAs that will affect ECA success, it appears that
relatively little attention has been paid to features of tasks. Tasks can
vary in many different ways. Some tasks can be opinion-like (e.g., choos-
ing what to bring on a trip) while others are more objective (e.g., solving
a puzzle). Some involve a good deal of high-level planning (e.g., writing
a talk) while others are more rote (e.g., changing boldface words into
italics).

As with features of ECAs and users, we list below a set of variables
on which tasks might be classified. After that we elaborate on some of
those features because they are not discussed much in the literature. A
list of potential variables within this factor includes, but is not limited
to,

Domain - Koda (1996); van Mulken et al. (1998)

Objectiveness

Intent

Difficulty

Importance of task

Longitudinal features

Nature of interaction

Primacy of task
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Duration of task

Degree of time pressure

Consequences of task performance quality

Below we elaborate on some of the features listed above:
Domain: The domain in which the user is working (e.g., music vs. con-

struction) might affect ECA acceptance and effectiveness. van Mulken
et al. (1998) studied people’s reactions to presentations made by an ECA
on both technical and non-technical topics. They found that participants
perceived the ECA to be more of an aid in the technical presentations.

Koda (1996) created a Web-based poker game in which a human user
could compete with other personified computer characters. The study
used realistic (image) and caricature (cartoon) male and female charac-
ters, as well as a smiley face, no face, and a dog. Data were gathered
on people’s subjective impressions of the characters; no actual ‘perfor-
mance’ data were gathered because of the style of task. Koda concluded
that: 1) Personified interfaces are engaging and appropriate for enter-
tainment tasks and domains; 2) People’s impressions of a character are
different in a task context than in isolation, and their impressions are
strongly influenced by perceived ECA competence; and 3) A dichotomy
(favorable versus unfavorable) exists with respect to people’s impressions
of the ECAs.

Objectiveness: The situation in which an ECA is being used might be
an opinion-based one in which the user is seeking advice and recommen-
dations on some topic (e.g., which items to pack for a trip to a foreign
country). Alternatively, the user might be carrying out an objective task
such as simply acquiring facts (e.g., finding the keystroke combination
for a particular command in a software application).

Intent: The user could be doing a task for a variety of reasons. The
user might wish to learn something (e.g., algebra). The user might be
carrying out a procedure (e.g., editing a document). The user might
be playing a game. The intent of the user will play a role in the type
of help and interventions from an ECA that are considered acceptable.
For instance, in carrying out a familiar procedure, a user might prefer
to have an ECA provide help with low-level details when asked whereas
when playing a game the user might welcome high-level strategy advice,
at least during the user’s early experiences with the game.

Difficulty: Some tasks might be more difficult for a particular user
than other tasks. Perhaps an ECA would be more welcomed for more
difficult tasks.
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Importance of Task: Tasks that are more important to the user might
lead him or her to be less willing to accept advice from the agent or to
be willing to assign only the most mundane subtasks to the agent.

Longitudinal Features: If a user interacts with an ECA over several
(or many) sessions versus a one-time interaction, will that play a role
in how the other factors will influence performance and perceptions?
For instance, an ECA that helps with a short task such as using an
ATM or getting information from a kiosk might be better if it was fairly
proactive, verbose, and amusing; the user would have to silence those
features if desired. Conversely, a task that is done on a regular basis by
the user, and therefore one can assume a high level of competence or at
least familiarity by the user, might be better served by a terse ECA that
gets involved only when explicitly invited.

Nature of Interaction: Some tasks might require a user to essentially
hold a dialog with an ECA while other tasks might lead to more minimal
interactions. For instance, an ECA that is helping a person do her taxes
might engage the user in a conversation about various aspects of her
finances; in this case there would be more ‘face-to-face’ communication.
On the other hand, an ECA that is merely responding to a user’s queries
about particular keystroke commands for an editor would primarily be
attended to auditorally by the user and in addition the user would less
likely feel engaged by the ECA.

Primacy of Task: An ECA’s assistance may be directly involved with
the primary task upon which a user is engaged. On the other hand,
ECAs might be helpful with ‘side’ tasks such as looking up a phone
number quickly while a user attends to some other primary task. Would
people perceive an ECA as being more useful in one of the scenarios
compared to the other?

Duration of task: Tasks that require a larger amount of time, partic-
ularly in one session, might lead the user to be more willing to accept
help from an agent.

Degree of time pressure: If a task needs to be completed quickly, a
user might be more willing to use an agent if the user is confident the
agent can complete certain subtasks correctly.

Consequences of Task Performance Quality: Consequences of how well
a task is performed, which presumably is related to the importance of
the task, vary greatly. Some tasks, such as games, have relatively mi-
nor consequences associated with quality of performance while others,
such as banking, have much larger consequences. ECAs might be less
accepted in areas such as banking. However, would such results be due
to the specific ECAs tested or are they truly due to importance issues?
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Other variables: Other task-related variables to consider are duration
of task and degree of time pressure. Further, the chapter by Isbister
stresses that understanding the use of an ECA in specific application
domains is one of the four key research areas in the general research
agenda for ECAs.

2.4 Interaction of Variables
While each of the above identified variables alone may have impli-

cations, interactions among the variables will be crucial to evaluating
ECAs as well. For instance, a novice attempting to carry out a task
in a particular domain might welcome proactive comments/advice from
an ECA while someone with more experience could get annoyed; these
reactions might be reversed in another domain or task. Thus, a person
packing for her first trip abroad could be pleased to get advice from an
ECA (such as a critique of her packing choices) while a seasoned traveler
would be offended by suggestions.

While such predictions seem reasonable for an ‘opinion’ task like pack-
ing, the predictions might be reversed for a more objective task such as
text editing. Here, a novice, at least one who is interested in learning,
might not want help from an ECA unless explicitly asked because the
novice wants to be an active learner and thereby increase his or her
chances of remembering the information. Conversely, an expert would
be happy to have the ECA take over a set of lower level editing tasks
while the expert can concentrate on the overall flow of the argument in
the text.

Our main point here is that the variables listed under each factor
cannot be adequately examined in isolation. Each likely will interact
with other factors, an important consideration for researchers evaluating
the use of ECAs.

2.5 Approaches to Assessing ECAs
With respect to approaches for evaluating ECAs, we have to consider

which dependent measures are most appropriate. Towards the more ob-
jective end, a user’s performance on a task in terms of accuracy, time,
and persistence—when such measures are meaningful—can be one mea-
sure when evaluating an ECA. For instance, time, errors, and number
of sub-tasks successfully completed would be appropriate measures for
a text-editing task. Towards the more subjective end, a user is likely to
have a number of affective reactions to an ECA that are extremely im-
portant as well (see Chapter by Höök). These reactions might manifest
themselves in terms of how much users like the ECA, how intrusive they
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found the ECA, how they perceived the ECA’s personality, and how
willing they are to use the ECA in the future. We can certainly assess
a user’s liking of and satisfaction towards an ECA, but if the user can
carry out the tasks more effectively with the ECA, then how important
are liking and satisfaction? On the other hand, long-term use of an ECA
might be predicted by liking, satisfaction, and stated desire to have the
ECA.

The likelihood of a user following an ECA’s advice might be another
interesting measure to evaluate an ECA. While advice-following would
certainly be at least partly a function of the quality of the advice, it will
also be impacted by how the user feels about the ECA (how many chil-
dren ignore the advice of their parents merely because it is the parents
giving the advice?).

Dehn and van Mulken (2000) provide a careful examination of the
many different ways to evaluate animated interface agents. In particu-
lar, they identify three main effects on users to be observed in empirical
studies: the user’s subjective experience of the system, the user’s be-
havior while interacting with the system, and the outcome indicated by
performance data. For more discussion of the dimensions of evaluation
in studies of ECAs, see the Chapter by Ruttkay. It divides evaluation
methods into two main categories, usability and user perceptions, and
lists a number of more specific subtopics under each.

In the next section, we describe an initial experimental study that
we conducted to begin examining variables within the factors of our
evaluation framework.

3. An Experimental Study
The goal of our research is to begin to systematically examine the

factors that influence the usefulness of such agents. Our initial experi-
ment manipulated the ECA’s appearance and the task being performed
by participants. More specifically, we varied the ECA’s appearance with
respect to the fidelity and expressiveness dimensions. Here, we use the
general notion of ‘fidelity’ to include the actual representation of the
ECA (human appearance versus light bulb) and the lifelike quality of
that representation (realistic appearance versus cartoon). For the task,
we varied the objectiveness dimension: all participants interacted with
an ECA in order to do a document editing task (acquiring and using
facts) as well as a travel task (deciding which items to take on a trip).
These variables were chosen because prior work and our framework sug-
gested they would be likely candidates to have an effect on the perception
and effectiveness of ECAs. Also, as this was an initial experiment, we
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decided to vary the ECA’s appearance significantly to observe if that
would have any effect on performance and user perceptions.

3.1 Goal and Hypotheses
We had four primary hypotheses in our study and each is listed below.

We based these hypotheses on a variety of reasons including our personal
beliefs and prior research performed by others, where appropriate. After
the hypotheses, we explain the rationale for them.
H1: The fidelity of the ECA will not affect user performance on either
task.
H2: There is a positive association between fidelity of the ECA and
personality and intelligence ratings of the ECA by the users.

The more human and life-like the ECA appears, the more likely the
user might be to ascribe qualities such as personality and intelligence
to the ECA, but objective performance would likely not be affected by
appearance because the particular tasks are not very personally impor-
tant to users. Therefore users are unlikely to use appearance to judge
whether to trust the agent’s responses.
H3: Users will rate the ECA as being more useful in the editing task
than in the travel task.

Users will find the ECA to be more useful in its role as a reference
source rather than as an entity that provides opinions, particularly when
the opinions are uninvited (as is the case in the present experiment for
the travel task).
H4: There is an association between task objectiveness and personality
ratings of the ECA by the users.

A task that requires the user to debate the merits of his or her opinion
(about items to pack on a trip, for example) might lead the user to feel
the ECA has more of a personality (for good or for bad) compared to a
task in which the user makes use of the ECA more as a reference tool
(e.g., reminding the user of keystroke commands for a text editor).

3.2 Participants, Materials, and Procedure
3.2.1 Participants. Thirty-nine undergraduates participated
for course credit and were randomly assigned to conditions. Participants
had a variety of majors and computer- experience backgrounds. There
were not enough participants with any particular background to allow
us to look for effects of background on performance.

3.2.2 Materials and Procedure.
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Tasks. Participants performed two tasks: a travel task and an editing
task. The travel task was chosen to be a type of creative, opinion-
based task in which interacting with an agent might be viewed as an
opportunity to think more deeply about the task by discussing points of
view about the importance of travel items. The editing task was chosen
to represent an opportunity to use an agent primarily as a reference
source rather than as a guide or teacher.

The travel task involved a hypothetical situation in which the partici-
pant had an American friend who was flying overseas on his first vacation
to Europe. The task was to recommend six items for the person to take
with him from a pool of 12 items and to rank the six items in order of
importance. This task was similar to the desert island survival problem
used in studies by Nass, but was more realistic for our participants. After
the participant did the initial ranking using a simple software interface,
a computer agent who supposedly had knowledge about international
trips appeared. The agent made a predefined set of suggestions in which
it recommended changing the rankings of four of the six choices and it
agreed with the ranking of two other items.

For example, the agent first suggested promoting the person’s fourth
item (e.g., backpack) to the first position, demoting the first item (e.g.,
walking shoes) but keeping it in the top six by saying:

I think that the backpack should be the most important item not the
fourth. Backpacks are very handy for carrying many different items,
and your friend will be out and about quite a bit on the trip. I still
think that your friend should take the walking shoes that you ranked
first. I just don’t think they should be the most important item. While
they likely will be helpful, an extra pair of shoes will take up quite a bit
of space.

As the above example illustrates, the ECA explained the reasoning for
its suggestion at every stage. The ECA also asked the participant what
he or she thought about the suggestion (e.g., “How does that sound?”).
After the participant responded to the agent’s comment on a particular
item, the agent would say one of several conversational conventions (e.g.,
“OK, let’s continue”) so that it could move on to the next suggestion.

After the agent finished providing feedback on the rankings, the orig-
inal rankings were displayed on the screen and the participant was given
the opportunity to change the rankings.

The editing task required participants to use an unfamiliar emacs-like
text editor to modify an existing document by making a set of prescribed
changes to the document. Participants first viewed a short video that
described the various functions (e.g., copy, paste) and the specific key
combinations needed to issue the commands. Participants were then
shown a marked-up document that required a set of changes such as



ECA as UI Paradigm 19

deletions, insertions, and moves, and they were instructed that if at any
time they could not remember the keystrokes for a particular function,
they could ask the agent for help. Pilot testing was conducted to ensure
that the number of commands was sufficiently large so that participants
would be likely to need to ask the agent for help.

The ECA always answered editing questions in the following prede-
fined manner: To X press Y (e.g., “To delete a character press control-
d”). The experimenter controlling the agent determined which answer
best fit the participant’s question. A variety of responses covering other
situations were also prepared. This included responses such as asking
the participant to repeat the question or to state that the ECA was not
able to provide an answer (in cases in which a participant asked for a
function that the editor did not possess).

After completing each task (i.e., the set of editing tasks and the travel
task), participants filled out a questionnaire about the agent and were
asked a few questions about the agent and related issues by the experi-
menter. The items in the questionnaire and the questions asked by the
experimenter were developed based on our review of the agent literature
as well as our beliefs about which aspects of the agent were likely to be
salient to the user.

ECAs. Three different ECA representations were used in the experi-
ment. We will use the terms animated, stiff, and iconic to identify the
three different ECAs. The animated ECA (developed using software
donated by Haptek (url)) had a realistic, animated 3D female appear-
ance (though somewhat androgynous) that blinked and moved its head
occasionally in addition to moving its mouth in synchronization with
the synthesized voice. The female appearance was chosen because of
neutral responses from several participants during pilot tests. Certain
gaze patterns (e.g., glancing aside), facial expressions (e.g., smile), and
other facial movements (e.g., nod) were applied, in a pre-defined man-
ner, where they were appropriate. The stiff agent had the same realistic
face as the animated agent but moved only its mouth, thus it was less
expressive. The left side of Figure 1 shows the face of the agent in the
animated and stiff conditions. The iconic agent, shown in the right side
of Figure 1, was a light-bulb icon that “turned on” (arrows appeared
and background changed) whenever it spoke.

We used the DECtalk speech synthesizer to generate the voice for all
the ECAs. Because we had limited control over the speech synthesizer
no intonation was used to convey additional information. Each ECA
stayed in a small window at the upper-right corner of a participant’s
computer screen.
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Figure 1.1. Appearance of Agent in Animated and Stiff Conditions (left) and Iconic
Condition (right).

Design. Two between-subjects variables were manipulated: ECA ap-
pearance (animated, stiff, iconic) and task order (travel task then editing
task or vice versa). The within-subjects variable was task objectiveness
(more subjective: travel task; more objective: editing task).

Participants were run individually using a computer equipped with a
microphone and speaker. The ECAs were controlled through a Wizard
of Oz technique (Dahlback et al. (1993)). One experimenter was in the
room with the participant to introduce the experimental materials, and
a second experimenter was in an adjacent room, monitoring the ques-
tions and responses made by the participant. The second experimenter
insured that the ECA responded in a consistent manner using a prepared
set of replies.

One design issue about this experiment should be flagged. Although
our key task manipulation was the ‘objectiveness’ of the task (i.e., the
travel task being less objective and the editing task being more objec-
tive), the nature of the agent also was varied as a function of the task.
The agent was completely reactive in the editing task; it provided in-
formation only when requested. However, in the travel task the agent
provided feedback regardless of the participants’ desire. A cleaner ver-
sion of the experiment would have been to hold the ‘nature’ of the agent
constant across the tasks. For example, we could have made the agent
merely respond to users’ questions about travel items rather than of-
fering unrequested advice. We allowed this confounding to occur here
because we felt participants were unlikely to ask for ‘help’ with the travel
task.

Measures. Both objective and subjective measures were used.
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The objective measure for the travel task was whether participants
changed their rankings as a function of the ECA’s feedback. For four
items the ECA suggested a change in position and for two items the ECA
did not suggest a change. For the four items that the ECA suggested
be changed, we calculated the proportion of them that did get changed
when participants re-ranked them. Similarly, for the two items that the
ECA suggested not be changed, we calculated the proportion of them
that did get changed when participants re-ranked them. This is a gross
measure because it ignores how much the rankings changed as well as
whether participants moved items to the exact positions recommended
by the ECA. Nevertheless, it does provide some assessment of how much
participants were influenced by the ECA’s comments.

The objective measure for the editing task was how long (in seconds)
it took participants to complete the edits.

The primary subjective measures for both tasks were the responses
to the individual items in the questionnaires and the answers to the
questions posed by the experimenter. The questionnaire items used a
five-point Likert scale (1 = strongly agree, 5 = strongly disagree) that
addressed a number of qualities of the agent (see Table 2). The questions
posed by the experimenter during the interview were open-ended and
provided participants an opportunity to give their impressions about the
agent’s personality, helpfulness, and intelligence. Each interview lasted
about 5-10 minutes.

3.3 Results
Task order had no effect on the results and therefore we collapse over

this factor in the analyses below.
Performance Measures. With respect to more objective measures,

Table 1 shows that participants were more likely to change the rankings
of items that the agent disagreed with in the travel task compared to
items that the agent agreed with, F(1, 36) = 38.48, Mean Square Error
(MSE) = .07, p < .0001). There was no effect of type of agent, F(2, 36)
= 0.9, MSE = .11, p = .42. There was no interaction, F(2, 36) = 1.25,
p = .30.

The time (in seconds) to do the editing task did not differ significantly
as a function of agent (animated: 714.8, stiff: 568.7, iconic: 671.1); F(2,
31) = 1.78, MSE = 37637.22, p = .19 (5 participants did not do the
editing task). As expected in Hypothesis 1, fidelity of the ECA that we
manipulated had little effect over the performance of the user.

Questionnaire Responses. Table 2 shows the mean responses to the
questionnaire items for the different agent conditions in the travel and
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Table 1.1. Proportion of Travel Items with Changed Rankings as a Function of Type
of Agent and Agent Advice.

Animated Stiff Iconic AVG
(n=14) (n=12) (n=13)

Agent suggested change .82 .90 .77 .83

Agent agreed with ranking .57 .42 .38 .46

editing tasks. There were 5 participants who did not do both tasks be-
cause either they aborted the second task voluntarily or sudden equip-
ment failures caused us to end the session early. Their data are excluded
from Table 2.

Table 1.2. Responses to Questionnaire Items as a Function of Type of Agent and
Task.

Animated (n=12) Stiff (n=12) Iconic (n=10) AVG.
Agent was... Travel Edit Travel Edit Travel Edit Travel/Edit

Worthwhile 2.50 1.58 2.25 1.42 2.30 2.10 2.35/1.57

Intrusive 2.83 3.50 3.50 4.00 3.40 3.80 3.24/3.76

Friendly 2.67 2.67 2.42 2.50 2.40 2.80 2.50/2.65

Annoying 3.25 3.33 2.83 3.25 3.20 3.80 3.09/3.44

Intelligent 2.58 2.92 2.58 2.50 2.40 2.70 2.53/2.71

Cold 3.25 3.08 3.00 2.67 3.70 3.30 3.29/3.00

Agent has clear 2.33 2.58 2.58 2.33 2.50 2.40 2.47/2.44
voice

Enjoyed interacting 3.08 3.17 2.75 2.83 2.70 2.90 2.85/2.97
with agent

Agent helped with 2.25 1.50 1.67 1.50 2.00 2.30 1.97/1.74
task

Like to have agent 2.83 2.67 2.58 2.33 2.20 2.40 2.56/2.47

Note: Responses were on a scale from 1 (strongly agree) to 5 (strongly
disagree).

Contrary to Hypothesis 2, there was no effect of agent type for any of
the questions. For two of the items, worthwhile and intrusive, there was
an effect of task (worthwhile: F(1, 31) = 15.68, MSE = .45, p = .0004;
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intrusive: F(1, 31) = 20.28, MSE = .23, p = .0001), which was consis-
tent with Hypothesis 3 and Hypothesis 4 (effects of task on perception
of agents). The agent was rated more worthwhile and less intrusive after
the editing task compared to the travel task. These results make sense.
First, the editing task required most participants to rely heavily on the
agent to remind them of commands, thus making the agent seem worth-
while. Second, the uninvited critique of participants’ rankings of travel
items could certainly have seemed intrusive.

While group differences did not exist on most of the questionnaire
items, it is interesting that for most items, the average response tended
to be in the positive direction. Participants felt positively, on average,
about the agent.

Interview Responses. While participants made a number of interesting
and insightful comments about the agent in response to questions from
the experimenter, a simple tally of responses shows reactions to the agent
that again varied as a function of task. Virtually all participants found
the agent helpful for both tasks. Participants were much less likely to
consider the agent to have a personality after doing the editing task
compared to the travel task. This makes sense because the agent was
merely providing subjects with information on commands in the editing
task. In the travel task the agent expressed its ‘opinions.’

Finally, it is worth noting that the agent was perceived as more in-
telligent after the travel task than after the editing task. At one level
this seems odd because the agent had all the answers for the editing
task. However, as demonstrated by some participants’ comments, the
agent was perceived as very limited in the editing task; it knew about
editing commands and probably little else (despite the fact that it also
appeared to understand spoken language!). In the travel task though
it presumably gave the impression of having sufficiently deep knowl-
edge about travel such that it could give feedback on the importance of
various items one might take on a trip. While some of the participants’
responses to the agent indicated that they disagreed with its suggestions,
they appeared to believe that the suggestions were at least thoughtful.

Finally, one striking difference in behavior in the interviews was whether
a person referred to the agent using words such as ‘agent’ or ‘it,’ versus
the gender pronouns ‘she,’ ‘her,’ ‘he,’ or ‘him.’ Eleven of the 39 partic-
ipants used the gender pronouns. Of those 11, five saw the animated
agent, four saw the stiff agent, and two saw the iconic agent. Thus, it
appears that the 3D human-like appearance did promote this reaction
to some degree. The study participants included 15 women and 24 men.
Curiously, eight of the 11 participants who used the gender pronouns
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were women and only three were men. Thus, over half the women in the
study referred to the agent this way and only 13% of the men did so.

3.4 Additional Observations from the
Experiment

In addition to the results reported above, we recorded all the sessions
and we learned a great deal by observing participants’ behaviors and
responses in the sessions. One key question we had was how would the
participants interact with the agents in the two different tasks. In the
editing task, participants seemed very comfortable asking the agents for
assistance. Participants requested help an average of 6.5 times. However,
in the travel task participants seemed reluctant to engage the agents in a
dialog. Only a few replied with more than a few words when the agents
attempted to engage them.

The agents’ social abilities and personality (or lack thereof) were
noted by a number of the participants. In the travel task, we intention-
ally had the agents begin the session saying: “Hello, [person’s name].”
Three participants explicitly mentioned this feature, one stating, when
asked if the agents had a personality: “Yes, respectful. It said: ‘[my
name]’, and ‘I agree with this.’...I thought that was very funny. That
was really cool.” The small talk capability of the ECA, as pointed by
Cassell and Bickmore (2001), can increase the likelihood that people will
be comfortable and respond to it in a social manner.

Other comments implying a personality included: “Seemed a lot like
a travel agent that was in a hurry,” and “helpful, but kind of annoying,”
and “he seemed almost irritated when I didn’t agree with him.” One
participant who did the editing task first, stated after the task that the
agent did not have a personality: “It was just directed at answering ques-
tions. It had no inflections.” But when asked again after the travel task,
the participant responded: “It was still mechanical, but you could feel
the attempt at being more personable. It acknowledged my responses,
asking me to elaborate. The responses were at a more personal level.”
Participants’ willingness to ascribe a personality to the agents based on
a few comments by the agent in one task suggests that people might be
predisposed to ‘finding’ a personality in an agent. If the effects of seeing
a personality in an agent can be better understood, such a predisposition
might be exploited for good purpose by designers.

4. Conclusions
Embodied conversational agents might be one of the best interface

approaches ever devised. Or they might not. Equivocal results from
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prior research make it virtually impossible to decide this matter. The
difficulty with prior work has been its lack of systematicity in examin-
ing key factors and the use of dependent measures that often did not
appropriately assess subjective experience and objective performance.

The goal of our research is to begin to systematically examine the
factors that influence the usefulness of such agents. Prior work and our
own analyses helped us develop a three-factor approach for systemati-
cally examining the effects of ECAs on user performance and subjective
responses. We performed an initial experiment within this framework
that suggested that type of task may play an outsized role in the per-
ception of agents. While we were surprised to find no effect of agent
appearance, this might have been due to the limited range in which we
manipulated this factor as well as the fact that participants did not need
to look at the agent very much in order to do their tasks. These issues
can be addressed in future studies which manipulate the likelihood of
users looking at the ECA. For instance, a task that involves the user
being ‘interviewed’ by the ECA, such as a tax preparation task, would
presumably require more face-to-face interaction and therefore provide
an opportunity for ECA appearance to make a difference in subjective
and objective measures. It would be interesting to contrast various ECA
appearances with a condition that involved only a voice in order to ex-
plore whether the visual aspect of the ECA matters at all.

We will explore the effects of key variables within each factor on agent
usefulness. Through our unified framework—and related frameworks
suggested by others—we believe we will obtain results that will provide
more definitive answers about the features of agents, users, and tasks
that predict success. Such results can guide developers as they pursue
ECA interfaces. Alternatively, the results might show convincingly that
such an interface is not the interface of the future. We plan to use our
framework to guide additional studies and hope other researchers find it
useful and that it will allow future experiments to build on each other
more effectively than in the past.
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