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Introduction

Given a stochastic process to be monitored, a statistical process control (SPC) chart is used

to detect any practically significant shift from the in-control status for that process, where

the in-control status is defined as maintaining a specified target value for a given parameter

of the monitored process—for example, the mean, the variance, or a quantile of the marginal

distribution of the process. An SPC chart is designed to yield a specified value ARL0 for the

in-control average run length (ARL) of the chart—that is, the expected number of obser-

vations sampled from the in-control process before an out-of-control alarm is (incorrectly)

raised. Given several alternative SPC charts whose control limits are determined in this

way, one would prefer the chart with the smallest out-of-control average run length ARL1,

a performance measure analogous to ARL0 for the situation in which the monitored process

is in a specific out-of-control condition. If the monitored process consists of independent

and identically distributed (i.i.d.) normal random variables, then control limits can be de-

termined analytically for some charts such as the Shewhart and tabular CUSUM charts as

detailed in Montgomery (2001).

It is more difficult to determine control limits for an SPC chart that is applied to an

autocorrelated process; and much of the recent work on this problem has been focused

on developing distribution-based (or model-based) SPC charts, which require one of the
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following:

1. The in-control and out-of-control versions of the monitored process must follow specific

probability distributions.

2. Certain characteristics of the monitored process—such as such as the first- and second-

order moments, including the entire autocovariance function—must be known.

Moreover, the control limits for many distribution-based charts can only be determined

by trial-and-error experimentation. Of course, if the underlying assumptions about the

probability distributions describing the target process are violated, then these charts will

not perform as advertised. Another limitation is that determining the control limits by trial-

and-error experimentation can be very inconvenient in practical applications—especially

in circumstances that require rapid calibration of the chart and do not allow extensive

preliminary experimentation on training data sets to estimate ARL0 for various trial values

of the control limits and other parameters of the chart. We illustrate these limitations of

distribution-based charts in more detail in the next section, using an example from network

intrusion detection.

The limitations of distribution-based procedures can be overcome by distribution-free

SPC charts. Runger and Willemain (R&W) (1995) organize the sequence of observations

of the monitored process into adjacent nonoverlapping batches of equal size; and their SPC

procedure is applied to the corresponding sequence of batch means. They choose a batch

size large enough to ensure that the batch means are approximately i.i.d. normal, and then

they apply to the batch means one of the classical SPC charts developed for i.i.d. normal

data. On the other hand, Johnson and Bagshaw (J&B) (1974) and Kim et al. (2005) present

CUSUM-based methods that use raw observations instead of batch means. Computing the

control limits for the latter two procedures requires an estimate of the variance parameter

of the monitored process—that is, the sum of covariances at all lags. Nevertheless, these
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CUSUM-based charts are distribution free since we can estimate the variance parameter

using a variety of distribution-free techniques that are popular in the simulation literature;

see Alexopoulos, Goldsman, and Serfozo (2005).

For first-order autoregressive processes, Kim et al. (2005) show that (i) their New CUSUM

chart performs uniformly better than the J&B chart in terms of ARL1 for a given target

value of ARL0; and (ii) the New CUSUM chart works better than the R&W Shewhart chart

for small shifts. On the other hand, Kim et al. (2005) find that the R&W Shewhart chart

performs better than the New CUSUM chart for large shifts. This is not surprising, given

that a Shewhart-type chart is generally more effective than a CUSUM-type chart in detecting

large shifts in processes consisting of independent normal observations. However, the R&W

Shewhart chart may delay legitimate out-of-control alarms for processes with a pronounced

correlation structure or large shifts; and in practice it is often difficult to determine a good

choice for the batch size in the R&W Shewhart chart.

In this paper we formulate a distribution-free tabular CUSUM chart for monitoring an au-

tocorrelated process. This new chart is a generalization of the conventional tabular CUSUM

chart that is designed for i.i.d. normal random variables. Moreover to improve upon the

performance of the J&B chart, our distribution-free tabular CUSUM chart incorporates

a nonzero reference value into the monitoring statistic. For a reflected Brownian motion

process with drift, Bagshaw and Johnson (1975) derive the expected first-passage time to

a positive threshold; and they mention that this result can be used to approximate the

ARL of a CUSUM chart with nonzero reference value. Combining this approximation with

a generalization of the Brownian-motion approximation of Siegmund (1985) for the ARL

of a CUSUM-based procedure that requires i.i.d. normal random variables, we design a

distribution-free tabular CUSUM chart that can be used with raw correlated data or with

batch means based on any batch size.

The rest of this article is organized as follows. The second section contains relevant
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background information, including a motivating example, notation, and assumptions. The

third section presents the proposed distribution-free tabular CUSUM chart for autocorrelated

processes. The fourth section contains an experimental comparison of the performance of

the new procedure with that of existing distribution-free procedures based on the following

test processes whose probabilistic behavior is typical of many practical applications of SPC

procedures to autocorrelated processes:

1. the first-order autoregressive (AR(1)) process with lag-one correlation levels 0.0, 0.25,

0.5, 0.7, 0.9, 0.95, and 0.99; and

2. the sequence of waiting times spent in the queue for an M/M/1 queueing system with

traffic intensities of 30% and 60% so that in steady-state operation, each configuration

of the system has the following properties:

a. the autocorrelation function of the process decays at an approximately geometric

rate; and

b. the marginal distribution of the process is markedly nonnormal, with an atom at

zero and an exponential tail.

The final section summarizes the main findings of this work.

Background

In this section we give a motivating example from the area of intrusion detection in infor-

mation systems to illustrate the emerging need for distribution-free SPC methods. Then we

define notation and assumptions on the monitoring process for this article.
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Motivating Example

The MIT Lincoln Laboratory simulated the environment of a real computer network to

provide a test-bed of data sets for comprehensive evaluation of the performance of various

intrusion detection systems. Ye, Li, Chen, Emran, and Xu (2001), Ye, Vilbert, and Chen

(2003), and Park (2005) derive event-intensity (arrival-rate) data from log files generated

by the Basic Security Module (BSM) of a Sun SPARC 10 workstation running the Solaris

operating system and functioning as one of the components of the network simulated by

the MIT Lincoln Laboratory. These authors consider a Denial-of-Service (DoS) attack on

the Sun workstation that leaves trails in the audit data—in particular, they capture the

activities on the machine through a continuous stream of audit events whose occurrence

times are recorded in the log files.

Figure 1 shows event-intensity data (that is, the number of events in successive one-

second time intervals) derived from the BSM audit file for an observation period of 12,000

seconds on a specific day in the data sets from the MIT Lincoln Lab. This data set is believed

to be intrusion free. Since the Sun system performs a specific routine for creating a log file

every 60 seconds, the graph in Figure 1 shows a repeated pattern every 60 seconds. After a

careful analysis, Park (2005) separates the graph in Figure 1 into the cyclic and noise parts

as shown in Figure 2.

FIGURE 1. Example of Event Intensity from a BSM Audit File.
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FIGURE 2. Example of Separated Event Intensity from a BSM Audit File.

For the detection of a DoS attack, the noise events must be monitored. One can ob-

serve that the noise data are very sparse—in particular, only 60 of the 12,000 one-second

time intervals contained noise events not related to the generation of a log file so that the

estimated probability of occurrence of at least one noise event in a given one-second time

interval is only 0.005. No simple probability distributions (in particular, the Poisson and

normal distributions) provided an adequate fit to the observed noise data because of its high

standard deviation. For the sample of 60 noise-event counts associated with one-second time

intervals containing at least one noise event as depicted in Figure 2, the sample mean is

81 and the sample standard deviation is 154, which is almost twice as large as the mean.

Such anomalous behavior in the noise data strongly suggests that this process cannot be

adequately represented by conventional univariate probability distributions; and ultimately

Park fitted a Bézier distribution (Wagner and Wilson (1996)) to the nonzero noise-event

counts displayed in the lower half of Figure 2 to drive a simulation-based performance eval-

uation of various intrusion detection procedures. For this application, it is clear that the
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currently used distribution-based SPC charts are inappropriate for detecting a DoS attack.

Notation and Assumptions

Suppose the discrete-time stochastic process {Yi : i = 1, 2, . . .} to be monitored has a

steady-state distribution with marginal mean E[Yi] = µ and marginal variance Var[Yi] = σ2
Y .

Specifically, we let µ0 denote the in-control marginal mean. We let Ȳ (n) denote the sample

mean of the first n observations. The standardized CUSUM, Cn(t), is defined as

Cn(t) ≡
∑bntc

j=1 Yj − ntµ

ΩY

√
n

for t ∈ [0, 1], (1)

where: (i) b·c is the “floor” (greatest integer) function so that bzc denotes the largest integer

not exceeding z; and (ii) Ω2
Y is the variance parameter for the process {Yi}, defined as

Ω2
Y ≡ lim

n→∞
n Var[Ȳ (n)] =

∞∑

`=−∞

Cov(Yi, Yi+`),

and we assume that 0 < Ω2
Y < ∞. Let W(·) denote a standard Brownian motion process

on [0,∞) so that W(t) is normally distributed with E[W(t)] = 0 and Cov[W(s),W(t)] =

min{s, t} for s, t ∈ [0,∞).

For each positive integer n, the random function Cn(·) is an element of the Skorohod

space D[0, 1], i.e., the space of functions on [0, 1] that are right-continuous and have left-

hand limits (Chapter 3 of Billingsley 1968). Our main assumption is that {Yi : i = 1, 2, . . .}

satisfies a Functional Central Limit Theorem (FCLT) (see Billingsley 1968, Chapter 4).

Assumption 1 (FCLT) There exist finite real constants µ and Ω2
Y > 0 such that as n → ∞,

the sequence of random functions {Cn(·) : n = 1, 2, . . .} converges in distribution to standard

Brownian motion W(·) in the Skorohod space D[0, 1]. Formally, we write

Cn(·) D−→
n→∞

W(·),

where
D−→

n→∞
denotes convergence in distribution as n → ∞.
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Further, we assume that for every t ∈ [0, 1], the family of random variables {C2
n(t) : n =

1, 2, . . .} is uniformly integrable (see Billingsley 1968, Chapter 5).

Let

B(t) = dY t + ΩY W(t) for t ∈ [0,∞) (2)

so that B(·) denotes Brownian motion on [0,∞) with drift parameter dY and variance pa-

rameter Ω2
Y so that E[B(t)] = dY t and Var[B(t)] = Ω2

Y t for all t ≥ 0.

Tabular CUSUM for I.i.d. Normal Data

Given a monitored process consisting of i.i.d. normal random variables with marginal variance

σ2
Y , we see that the two-sided tabular CUSUM chart with reference value K = kσY and

control limit H = hσY is defined by

S±(n) =





0, if n = 0,

max{0, S±(n − 1) ± (Yn − µ0) − K}, if n = 1, 2, . . . .
(3)

The interpretation of the ± notation in (3) is that (i) we have the initial values S+(0) = 0,

S−(0) = 0; and (ii) for n = 1, 2, . . ., we have S+(n) = max{0, S+(n − 1) + (Yn − µ0) − K}

and S−(n) = max{0, S−(n − 1) − (Yn − µ0) − K}. (Similar use of the ± notation is made

throughout this article.) An out-of-control alarm is raised when the nth observation is taken

if S+(n) ≥ H or S−(n) ≥ H.

It is well known that the tabular CUSUM chart for i.i.d. normal data has nearly optimal

sensitivity to a shift of magnitude 2K; see p. 415 of Montgomery (2001). Therefore, if

K (or k) is very small, then the chart is effective in detecting relatively small shifts but

is less effective in detecting more meaningful shifts than a similar chart with a somewhat

larger reference value. Table 1 shows ARLs of the tabular CUSUM chart with the reference

parameter values k = 0 and k = 0.5. As expected, the tabular CUSUM chart with k = 0 is

more effective in detecting shifts of size 0.25σY , but the chart with k = 0.5 detects any shift

exceeding 0.25σY much faster.
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TABLE 1. ARLs of the Tabular CUSUM Chart When
the Output Data Are I.i.d. Normal with Marginal Variance
σ2

Y = 1, Where All Estimated ARLs Are Based on 1,000,000
Experiments.

Shift in Mean Tabular CUSUM
(Multiple of σY ) k = 0, h = 26.05 k = 0.5, h = 4.77

0.00 370.08 368.76
0.25 100.88 121.20
0.50 52.47 35.22
0.75 35.46 16.18
1.00 26.80 9.92
1.50 18.04 5.51
2.00 13.64 3.86
2.50 11.00 3.00
3.00 9.24 2.48
4.00 7.04 1.96

Similarly, for autocorrelated data, we can expect that introducing a nonzero reference

value into a CUSUM-type chart should improve the performance of the chart. The moni-

toring statistic of the J&B chart is the same as that of the tabular CUSUM chart but with

reference value K = 0. Therefore, in the design of the distribution-free tabular CUSUM

procedure, we incorporate the nonzero reference value K (or, equivalently, the reference pa-

rameter value k) into the monitoring statistic of the J&B chart. In the next section, we

present the distribution-free tabular CUSUM chart with a nonzero reference value K and

show how to determine the control limits.

A Distribution-Free Tabular CUSUM Procedure

For the one-sided monitoring statistics S+(n) and S−(n) defined in (3), we have the corre-

sponding times at which an alarm is raised,

T±
Y = min{n : S±(n) ≥ H and n = 1, 2, . . .}. (4)
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In the rest of this section we discuss the computation of the average run length E[T+
Y ] for the

in-control condition E[Yi] = µ0. A similar approach will yield the same final result for E[T−
Y ].

To compute E[T+
Y ], we consider the following monitoring statistic that is closely related to

S+(n) but is defined in a slightly different way,

S(n) =





0, if n = 0,

S(n − 1) + (Yn − µ0) − K, if n = 1, 2, . . . .
(5)

It is easy to see that S+(n) is always equal to S(n) − min{S(`) : ` = 0, 1, . . . , n} for

n = 1, 2, . . . . Set dY = (E[Yj] − µ0) − K. If n is sufficiently large, then it follows from

Assumption 1 and the continuous mapping theorem (Billingsley 1968) that

S+(n) = S(n) − min{S(`) : ` = 0, 1, . . . , n}
D≈ dY n + ΩY

√
nCn(1) − inf{dY tn + ΩY

√
nCn(t) : 0 ≤ t ≤ 1}

D≈ dY n + ΩY

√
nW(1) − inf{dY tn + ΩY

√
nW(t) : 0 ≤ t ≤ 1}

D
= dY n + ΩY W(n) − inf{dY u + ΩY W(u) : 0 ≤ u ≤ n}
D
= B(n) − inf{B(u) : 0 ≤ u ≤ n}, (6)

where:
D
= denotes exact equality in distribution;

D≈ denotes approximate (asymptotically

exact) equality in distribution; and B(·) denotes Brownian motion with drift as defined in

(2).

Now the stochastic process defined by

Z(t) = B(t) − inf{B(u) : 0 ≤ u ≤ t} for t ∈ [0,∞) (7)

has first-passage time to the threshold H > 0 given by TZ = inf{t : t ≥ 0 and Z(t) ≥ H}.

It follows from (6) and an argument similar to the proof of Proposition 2 of Kim, Nelson,

and Wilson (2005) that if n is sufficiently large, then

E[T+
Y ] ≈ E[TZ ] =






H2/Ω2
Y , if dY = 0,

Ω2
Y

2d2
Y

[

exp

(

−2dY H

Ω2
Y

)

− 1 +
2dY H

Ω2
Y

]

, if dY 6= 0,
(8)
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where the formula for E[TZ ] on the far right-hand side of (8) follows from Equation (2.1) of

Bagshaw and Johnson (1975) or Theorem 3.1 of Darling and Siegert (1953).

For the situation in which the {Yi} are i.i.d. normal random variables, Siegmund (1985,

p. 27) proposes an improvement to the approximation (8) for the expected first-passage time

of the process {S+(n) : n = 1, 2, . . .} to the control limit H. We formulate a distribution-free

generalization of Siegmund’s approximation to handle the case of observations that may be

correlated or nonnormal as follows:

E[T+
Y ] ≈






Ω2
Y

2d2
Y

{

exp

[

−2dY (H + 1.166ΩY )

Ω2
Y

]

− 1 +
2dY (H + 1.166ΩY )

Ω2
Y

}

, if dY 6= 0,

(
H + 1.166ΩY

ΩY

)2

, if dY = 0,

(9)

where the drift parameter dY = (E[Yi]−µ0)−K. If the monitored process is in control, then

the right-hand side of (9) yields our approximation to E[T+
Y ] when we take dY = −K = −kσY .

Finally, considerations of symmetry in the definitions (3) of the one-sided process-monitoring

statistics S+(n) and S−(n) and of their respective first-passage times defined by (4) re-

veal that E[T+
Y ] = E[T−

Y ]. To derive our new SPC chart, we determine the control limits

based on (9) since the approximation is slightly more accurate than (8). It follows that the

distribution-free tabular CUSUM has the following formal algorithmic statement:

Distribution-Free Tabular CUSUM Procedure

1. Choose K and a target two-sided ARL0. Then, calculate H, the solution to the
equation

Ω2
Y

2K2

{

exp

[
2K(H + 1.166ΩY )

Ω2
Y

]

− 1 − 2K(H + 1.166ΩY )

Ω2
Y

}

= 2ARL0. (10)

2. Raise an out-of-control alarm after the nth observation if S+(n) ≥ H or S−(n) ≥ H.

Any simple search method such as the bisection method can be used to solve (10).
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Determination of Parameters

The control limits of the distribution-free tabular CUSUM chart depend on the reference

value K and the target value ARL0 for the in-control average run length. Here, we search for

the choice of K that guarantees good performance for the distribution-free tabular CUSUM

chart by experiments, based on a stationary first-order autoregressive (AR(1)) process de-

fined as follows:

Yj = µ + ϕY (Yj−1 − µ) + εj for j = 1, 2, . . . , (11)

where: (i) {εj : j = 1, 2, . . .} i.i.d.∼ N(0, σ2
ε); (ii) we take −1 < ϕY < 1 to ensure that (11)

defines a stationary AR(1) process; and (iii) we take Y0 ∼ N(µ, σ2
Y ) to ensure that the process

{Yj} starts in steady-state operation. If we take σ2
ε = 1−ϕ2

Y , then the marginal variance of

the process {Yj} is σ2
Y = 1.

Naturally, one would consider using (i) K = kσY , which is the choice for the tabular

CUSUM chart with i.i.d. normal data; or (ii) K = kΩY , which seems to be the natural

generalization of (i) for correlated data. The accuracy of (9) depends on whether S+(n)

or S−(n) behaves like the process Z(·) defined by (7). If K is too large, then S+(n) hits

zero too frequently; and in this situation we have found that the convergence in distribution

described by display (6) is too slow for the approximation (9) to yield acceptable accuracy.

Therefore, K should not be too large, but at the same time it should not be too close to

zero to ensure that the chart is sensitive to meaningful shifts. In practice, observations from

the monitored process are likely to be positively correlated; and for positively autocorrelated

data, the variance parameter Ω2
Y is often substantially larger than the marginal variance σ2

Y .

For example, the AR(1) process (11) with autoregressive parameter ϕY = 0.9 and marginal

variance σ2
Y = 1 has variance parameter Ω2

Y = σ2
Y (1 + ϕY )/(1 − ϕY ) = 19. So, we set

K = kσY rather than K = kΩY .

To find a good choice of the parameter k to yield an effective reference value K = kσY ,
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we set the two-sided ARL0 equal to 10,000; or, equivalently, for both of the one-sided tests

based on S±(n), we assigned the target in-control one-sided average run length equal to

20,000. Then we computed H from (10) with k ∈ {0.00001, 0.01, 0.03, 0.05, 0.1, 0.5}; and

we recorded the experimentally observed two-sided ARL0. As shown in Table 2 for AR(1)

processes with ϕY ∈ {0.25, 0.9}, the experimentally observed two-sided ARL0’s are close

to the target two-sided ARL0 = 10,000 even for high correlation when k is small—say,

k ∈ {0.00001, 0.01, 0.03}. But for large k (say, k ≥ 0.5), the accuracy of the approximation

falls off significantly even for a small correlation such as ϕY = 0.25. We recommend the

value k = 0.1 on account of the following considerations:

1. The reference parameter k should not be too large.

2. The reference parameter k should not be too close to zero.

3. In most practical applications of SPC charts, the lag-one correlation of the monitored

process is rarely larger than 0.9.

The choice k = 0.1 ensures that the actual ARL0 will be close to the target ARL0 for

small to medium correlation. However, the accuracy of the generalized approximation (9)

to the ARL breaks down for high correlation, resulting in a conservative control limit H. As

one can see in Table 2 for the case in which ϕY = 0.9, the experimental two-sided ARL0 is

13,468 when the target ARL0 is 10,000. In next subsection, we present a method that finds

a control limit H that ensures the actual ARL0 is close to the target value.

Method for Handling Processes with High Correlation

The distribution-free tabular CUSUM chart incorporates a method for handling processes

with excessively high correlation. In particular, there is substantial experimental evidence

to show that when the distribution-free tabular CUSUM chart is applied to the original
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TABLE 2. Experimental Two-Sided

ARL0 of the Distribution-Free Tabular

CUSUM Chart with the Generalized Ap-

proximation (9) for an AR(1) Process,

with Estimated ARLs Based on 5,000 Ex-

periments.
k ϕY = 0.25 ϕY = 0.9

0.00001 10255 11263
0.01 10578 11205
0.03 10399 11100
0.05 10245 11032
0.1 10264 13468
0.5 14841 34203

(unbatched) data {Yi}, the procedure will only work as intended (that is, deliver an average

run length approximate equal to ARL0 for the in-control condition) when

ϕY = Corr(Yi, Yi+1) ≤ ζ = 0.5; (12)

see also Bagshaw and Johnson (1975). On the other hand, if the upper limit (12) on the

lag-one correlation is not satisfied, then for an appropriate batch size m > 1, we compute

batch means

Ȳi(m) =
1

m

im∑

`=(i−1)m+1

Y` for i = 1, 2, . . . , b = bn/mc, (13)

where we take m just large enough to ensure that the lag-one correlation between batch

means will satisfy the requirement

ϕ Ȳ (m) ≡ Corr[ Ȳi(m), Ȳi+1(m)] ≤ ζ. (14)

Then we apply the distribution-free tabular CUSUM procedure to the batch means process

{Ȳj(m) : j = 1, . . . , b} with variance parameter given by

Ω2
Ȳ (m) = Ω2

Y /m. (15)
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The remainder of this section details the computation of the batch size m required to satisfy

the upper limit (14) on the lag-one correlation of the batch means that will be used as

the basic data items to which the distribution-free tabular CUSUM chart may properly be

applied.

Suppose we are given a realization {Yi : i = 1, . . . , n} of the original (unbatched) process

from which we calculate the sample statistics

Ȳ (n) = n−1
n∑

i=1

Yi, S2 = (n − 1)−1
n∑

i=1

[Yi − Ȳ (n)]2,

ϕ̂Y = (n − 1)−1
n−1∑

i=1

[Yi − Ȳ (n)][Yi+1 − Ȳ (n)]
/

S2.






(16)

Under the assumption that {Yi} is a stationary AR(1) process with autoregressive parameter

ϕY ∈ (−1, +1), we have
√

n(ϕ̂Y − ϕY )
D−→

n→∞
N(0, 1 − ϕ2

Y ); (17)

see Theorem 8.2.1 and pp. 404–405 of Fuller (1996). Unfortunately, it is well known that the

convergence to normality in (17) can be very slow when ϕY is close to one. In particular,

Figure 8.2.1 of Fuller (1996) clearly reveals the nonnormality of ϕ̂Y for the sample size

n = 100 with ϕY = 0.9.

Applying the delta method (Stuart and Ord 1994) to (17), we propose using the arc sine

transformation of ϕ̂Y ,

S = sin−1(ϕ̂Y ),

to test for the condition (12). From (17) and Corollary A.14.17 of Bickel and Doksum (1977),

we obtain the asymptotic property

√
n

[
sin−1(ϕ̂Y ) − sin−1(ϕY )

]
D−→

n→∞
N(0, 1). (18)

Thus when n is large, sin−1( ϕ̂Y ) is approximately normal with mean sin−1(ϕY ) and variance

1/n.
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We use the approximation

sin−1(ϕ̂Y ) ·∼ N
[
sin−1(ϕY ), 1/n

]

to test the hypothesis (12) at the level of significance αcor = 0.01 by checking for the condition

that the 100(1 − αcor)% upper confidence limit for sin−1(ϕY ) does not exceed the threshold

sin−1(ζ). If we find

sin−1(ϕ̂Y ) +
z1−αcor√

n
≤ sin−1(ζ) ⇐⇒ ϕ̂Y ≤ sin

[
sin−1(ζ) − z1−αcor√

n

]
(19)

(with z1−αcor
= z0.99 = 2.33), then we conclude that the original unbatched process {Yi} sat-

isfies (12) and no batching is required before applying the distribution-free tabular CUSUM

procedure.

If the condition (19) is not satisfied, then we compute the required batch size according

to

m =
⌈
ln

{
sin

[
sin−1(ζ) − z1−αcor√

n

]}/
ln(ϕ̂Y )

⌉
; (20)

we compute the batch means (13) for batches of size m; and finally we apply the distribution-

free Tabular CUSUM chart to the resulting batch means process. Note that in (20), d·e

denotes the “ceiling” function so that dze is the smallest integer not less than z.

Remark. The basis for the batch size formula (20) is the approximation

ϕ Ȳ (m) ≈ ϕm
Y (21)

as detailed in Appendix B of Steiger et al. (2005).

Experiments

In this section, we compare the performance of our procedure with those of other distribution-

free SPC procedures designed for autocorrelated data. The comparisons are based on a

stationary AR(1) model (11) and the queue waiting times observed in an M/M/1 queue.
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We compare the distribution-free Tabular CUSUM with distribution-free SPC procedures

due to Johnson and Bagshaw (1974), Kim et al. (2005), and Runger and Willemain (1995).

The J&B Two-Sided Chart: Define S±
n ≡ max{S±

n−1 ± (Yn − µ0), 0} for n ≥ 1, with

S+
0 = 0 and S−

0 = 0. Choose the target two-sided ARL0, and set H = ΩY

√
2ARL0.

Give an out-of-control signal after the nth observation if S+
n > H or S−

n > H.

The New CUSUM Chart: Choose a target ARL0 and determine the control limit H =

ΩY (
√

ARL0 − 1.166). Raise an out-of-control signal after the nth observation if

∣∣∣∣∣

n∑

j=1

(Yj − µ0)

∣∣∣∣∣ ≥ H.

The R&W Shewhart Chart: Find a batch size m such that the lag-one autocorrelation

of the batch means is approximately 0.1. Choose a target ARL0 and find zON such

that

m

1 − Φ(zON) + Φ(−zON)
= ARL0.

Then give an out-of-control signal if |UBMi| ≥ zON · σUBM, where UBMi is the ith

uncorrelated batch mean (UBM) and σ2
UBM is the marginal variance of the UBMs

(which is assumed to be known).

It is important to recognize that all the experimental results reported in this article

are based on the assumption that the variance parameter Ω2
Y is known. In many practical

applications, this quantity must be estimated from a training data set; and it is unclear

how the performance of the selected SPC procedures will be affected by estimation of the

variance parameter. Nevertheless, the experimental results reported below provide some

basis for ongoing research on the problem of developing SPC procedures for autocorrelated

processes that are effective in practice.
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AR(1) Processes

For the AR(1) process (11), the marginal variance is

σ2
Y =

σ2
ε

1 − ϕ2
Y

; (22)

the lag-` covariance is

Cov(Yi, Yi+`) = σ2
Y ϕ

|`|
Y =

σ2
εϕ

|`|
Y

1 − ϕ2
Y

for ` = 0,±1,±2, . . . ; (23)

and the variance parameter is

Ω2
Y = σ2

Y

(
1 + ϕY

1 − ϕY

)
=

σ2
ε

(1 − ϕY )2
. (24)

In the experiments reported below, the marginal variance of Yi is set to σ2
Y = 1; therefore,

σ2
ε = 1 − ϕ2

Y . The shift varies over 0, 0.25, 0.5, 0.75, 1, 1.5, 2, 2.5, 3, and 4 in multiples of

σY , and the coefficient ϕY is set to 0, 0.25, 0.5, 0.7, 0.9, 0.95, and 0.99.

For R&W, we consider two different values for the batch size: (i) a batch size m1 that

yields a lag-one correlation between batch means of approximately 0.1; and (ii) a batch size

m∗ that minimizes the mean-squared error of the nonoverlapping batch means estimator of

the variance parameter Ω2
Y ,

Ω̂2
Y =

m

b − 1

b∑

i=1

[Ȳi(m) − Ȳ (n)]2

(Chien, Goldsman, and Melamed 1997). The asymptotically optimal batch size m∗ for the

AR(1) process was derived by Carlstein (1986):

m∗ =

{
2|ϕY |

1 − ϕ2
Y

}2/3

n1/3.

Since the target ARL0 for a shift of zero is 10,000, we use n = 10,000 in the above equation

to compute m∗. For all configurations of the AR(1) process, we perform 5,000 independent

replications of each SPC procedure.
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Table 3 displays the estimated ARLs for small to medium values of the lag-one correlation—

that is, ϕY ∈ {0, 0.25, 0.5}. In each row of the table, the boxed entry is the best (smallest)

value of ARL1 for the combination of the shift (µ − µ0)/σY and the lag-one correlation ϕY

that defines the associated configuration of the test process {Yi}. As expected, among the

three CUSUM-type charts we consider in this article, the distribution-free tabular CUSUM

always outperforms the other two charts. However, the R&W chart is more efficient than the

distribution-free tabular CUSUM in detecting large shifts. This is not surprising since the

R&W chart does not require a large batch size for AR(1) processes with small to medium

lag-one correlation; and a Shewhart-type chart is usually more effective in detecting large

shifts compared to a CUSUM-type chart.

Table 4 displays estimated ARLs for large values of the lag-one correlation—that is,

ϕY ∈ {0.7, 0.9, 0.95, 0.99}. For large lag-one correlation, we test the performance of the

distribution-free tabular CUSUM with batching as well as without batching. Using the

method described in the previous section, we chose the batch size for the distribution-free

tabular CUSUM procedure so that the lag-one correlation of the batch means is approxi-

mately 0.5. As shown in Table 4, batching helps in the getting ARL0 close to its target value

of 10,000. There is some loss in the performance of ARL1, but this is not that significant

because the batch size is not that large.

For large correlation, the distribution-free tabular CUSUM does not always perform

better than the other two CUSUM-type charts. There are a few cases in which New CuSum

has a smaller value of ARL1 than the distribution-free tabular CUSUM for small shifts. Both

New CuSum and the distribution-free tabular CUSUM are more effective in detecting small

shifts compared with R&W. However, for large shifts, R&W still performs better than the

three CUSUM-type charts. However, when ϕY = 0.99, R&W requires an excessive batch

size; and then R&W requires one full batch even for large shifts. This delays legitimate out-

of-control alarms and degrades the performance of the chart. This problem is demonstrated
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TABLE 3. Two-Sided ARLs in Terms of Number of Raw Observations
for an AR(1) Process with Small or Medium ϕY and σ2

Y = 1.

ϕY Shift J&B New CuSum Dist.-Fr. CUSUM R&W
m = 1

0 0 10112 10194 9585 9843

0.25 562 404 178 6390

0.5 284 202 72 2776

0.75 190 135 45 1164

1 142 102 33 520

1.5 95 68 21 119

2 71 52 16 34

2.5 57 42 13 12

3 48 35 11 5

4 36 27 8 2
m1 = 4 m∗ = 15

0.25 0 10182 10145 10846 9822 9985

0.25 726 518 270 4345 1863

0.5 366 261 111 1157 304

0.75 244 174 69 366 81

1 183 131 50 131 34

1.5 123 87 32 28 16

2 92 66 24 10 15

2.5 74 53 19 6 15

3 62 44 16 4 15

4 46 33 12 4 15
m1 = 8 m∗ = 27

0.5 0 10377 10086 11356 9985 9884

0.25 973 697 434 4177 2062

0.5 492 350 180 1162 382

0.75 327 231 112 364 113

1 247 174 82 138 51

1.5 164 116 53 33 29

2 123 86 39 14 27

2.5 99 69 31 9 27

3 82 57 26 8 27

4 62 43 19 8 27
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TABLE 4. Two-Sided ARLs in Terms of Number of Raw Observations

for an AR(1) Process with High ϕY and σ
2
Y = 1.

ϕY Shift J&B New CuSum Dist.-Fr. CUSUM R&W
m = 3 m1 = 19 m

∗ = 43
0.7 0 10452 10133 12252 11376 10087 9831

0.25 1333 959 718 729 4105 2661

0.5 674 478 301 310 1106 575

0.75 453 319 187 198 372 184

1 340 239 136 144 148 87

1.5 227 159 87 94 44 47

2 170 119 64 69 24 43

2.5 136 95 51 55 20 43

3 113 79 42 46 19 43

4 85 60 31 34 19 43
m = 7 m1 = 58 m

∗ = 97
0.9 0 10957 10310 13256 11668 9949 9836

0.25 2410 1761 1746 1728 4925 4126

0.5 1243 880 755 755 1648 1225

0.75 830 590 475 481 639 470

1 623 438 342 352 304 233

1.5 415 292 221 227 109 116

2 311 219 162 167 68 98

2.5 248 174 128 133 59 97

3 208 145 106 111 58 97

4 155 109 78 83 58 97
m = 15 m1 = 118 m

∗ = 157
0.95 0 11286 10772 13650 12032 9992 10172

0.25 3404 2556 2880 2754 5516 4997

0.5 1772 1269 1269 1250 2065 1790

0.75 1190 850 796 792 892 777

1 901 634 576 577 461 411

1.5 595 421 370 377 190 199

2 446 314 270 278 131 163

2.5 357 251 214 223 119 157

3 297 209 177 185 118 157

4 223 156 131 139 118 157
m = 74 m

∗ = 463 m1 = 596
0.99 0 12911 12021 15552 12735 10031 10200

0.25 7264 5897 7286 6735 7161 6849

0.5 4031 2978 3678 3383 3717 3458

0.75 2727 1983 2347 2240 2021 1924

1 2047 1474 1727 1641 1256 1218

1.5 1379 970 1105 1065 647 729

2 1025 721 806 794 501 614

2.5 815 577 637 636 469 598

3 675 474 524 530 463 596

4 504 355 387 402 463 596
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more clearly in the following example involving waiting times in a single-server queueing

system.

M/M/1 Queue Waiting Times

In an M/M/1 queueing system, we let Ai denote the interarrival time between the customers

numbered i − 1 and i (with A0 ≡ 0) so that {Ai : i = 1, 2, . . .} i.i.d.∼ Exponential(µA)

and E[Ai] = µA; moreover, we let Bi denote the service time of the ith customer so that

{Bi : i = 1, 2, . . .} i.i.d.∼ Exponential(µB) and E[Bi] = µB. If Yi denotes the waiting time in

the queue for the ith customer in this single-server queueing system, then we see that

Yi+1 = max{0, Yi + Bi − Ai+1} for i = 1, 2, . . . .

As detailed, for example, in Section 4.2 of Steiger and Wilson (2001), the M/M/1 queue

waiting times {Yi : i = 1, 2, . . .} constitute a test process with highly nonnormal marginals

and an autocorrelation function that decays approximately at a geometric rate. In terms

of the arrival rate λ = 1/µA, the service rate ν = 1/µB, and traffic intensity τ = λ/ν, the

process {Yi} has marginal distribution function

FY (y) ≡ Pr
{
Yi ≤ y

}
=






0, y < 0,

1 − τ, y = 0,

1 − τe−(ν−λ)y, y > 0,

(25)

so that the marginal mean and variance are given by

µ = E[Yi] =
τ 2

λ(1 − τ)
and σ2

Y = Var[Yi] =
τ 3(2 − τ)

λ2(1 − τ)2
, (26)

respectively. The lag-` covariance of the process {Yi} is

Cov(Yi, Yi+`) =
1 − τ 2

2πλ2

∫ r

0

z|`|+3/2(r − z)1/2

(1 − z)3
dz for ` = 0,±1,±2, . . . , (27)

where r = 4τ/(1 + τ)2 so that 0 < r < 1; and the variance parameter is given by

Ω2
Y =

τ 3 (τ 3 − 4τ 2 + 5τ + 2)

λ2 (1 − τ)4 . (28)
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The service rate of the in-control process is set to ν = 1. To test different levels of

dependence, we took the arrival rate λ ∈ {0.3, 0.6} so that for the traffic intensity of the

in-control system, we have τ ∈ {0.3, 0.6}. We generate the monitored process {Yi : i = 1, 2, }

based on the algorithm of Schmeiser and Song (1989) to so that the process is stationary with

the steady-state properties (25)–(28). To generate shifted data, we first generate observations

from an in-control process, and then add a constant to the observations. Therefore, the

mean parameter changes, but variance parameters do not. Similar to AR(1) processes, the

shift varies over 0, 0.25, 0.5, 0.75, 1, 1.5, 2, 2.5, 3, and 4 in multiples of σY . For the

values τ = 0.3 and τ = 0.6 of the traffic intensity, we require the batch sizes m = 2 and

m = 10, respectively, to achieve an approximate lag-one correlation of 0.5 for the batch

means of the queue waiting time process. Similarly for the values τ = 0.3 and τ = 0.6 of

the traffic intensity, we require the batch sizes m = 11 and m = 55, respectively, to achieve

an approximate lag-one correlation of 0.1 for the batch means of the queue waiting time

process.

As shown in Table 5, J&B and New CuSum achieve values of ARL0 that are close to the

target value 10,000. However, due to correlation and nonnormality of the monitored process

{Yi}, there is some deviation from the target ARL0 for the distribution-free tabular CUSUM

chart. Batching helps to reduce this deviation from the target value of ARL0 with a small

degradation in performance with respect to ARL1. The performance of R&W is significantly

degraded because of the large batch size required to achieve approximately i.i.d. normal batch

means. Because of the nonnormality of Yi as revealed in (25), the batch size m1 that results

in a lag-one correlation of approximately 0.1 is not large enough to achieve approximate

normality of the batch means; and the actual value of ARL0 deviates substantially from

the target value of 10,000. For example, with m1 = 11, the R&W procedure delivered

ARL0 = 700 when τ = 0.3. To calibrate the R&W procedure in this situation, we increased

the batch size m until the estimated ARL0 was close to the target value. The resulting batch

24



sizes are quite large—we must take m = 300 when τ = 0.3; and we must take m = 400 when

τ = 0.6. Such large batch sizes cause catastrophic degradation in the performance of the

R&W procedure in this test process.

TABLE 5. Two-Sided ARLs in Terms of Number of Raw Observations
for an M/M/1 Queue.
τ Shift J&B New CuSum Dist.-Fr. CUSUM R&W

m = 2 m1 = 11 m = 300
0.3 0 10620 10374 8681 9236 700 9535

0.25 1108 796 595 596 632

0.5 554 393 231 238 300

0.75 368 260 139 146 300

1 276 196 99 105 300

1.5 184 130 64 68 300

2 138 97 47 50 300

2.5 110 78 37 40 300

3 92 65 31 33 300

4 69 49 23 25 300
m = 10 m1 = 55 m = 400

0.6 0 11589 11259 14007 13504 2680 10274

0.25 2380 1725 1893 1830 2381

0.5 1185 847 735 746 655

0.75 782 557 446 463 402

1 583 414 318 337 400

1.5 389 275 202 217 400

2 290 205 148 161 400

2.5 233 165 117 128 400

3 194 136 97 107 400

4 145 103 72 81 400

Conclusions and Recommendations

We presented a distribution-free CUSUM chart with the nonzero reference value for auto-

correlated data. The experimental results strongly suggest that the proposed chart reacts

more quickly to meaningful shifts than other existing distribution-free CUSUM charts. The
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new chart provides a simple way to determine the control limits, and it allows for the use

of raw observations. To improve the accuracy of the setup for determining the control lim-

its, batching can be used. The batch size required for this purpose is usually quite small,

and a routinely applicable method for choosing a good batch size is provided. In terms of

chart performance, our experiments demonstrate that if the monitored process is approxi-

mately Gaussian with small to moderate lag-one correlation, then the distribution-free tab-

ular CUSUM chart generally outperforms the other existing distribution-free CUSUM-type

charts and is competitive with the R&W chart. If the monitored process exhibits marked

departures from normality or a pronounced dependency structure, then our experimental

results indicate that the distribution-free tabular CUSUM chart significantly outperforms

existing distribution-free SPC charts for autocorrelated data, including the R&W chart.

The chief limitation of the experimentation reported in this article is that it is based on

the assumption that the marginal variance σ2
Y and the variance parameter Ω2

Y are known

quantities. In many practical applications, the uncertainty about the values of these quan-

tities is at least as great as the uncertainty about the value of the process mean µ; and thus

extensive follow-up analysis and experimentation is required to evaluate the performance of

the selected SPC procedures for monitoring shifts in the process mean µ when those proce-

dures are augmented with appropriate variance-estimation procedures. This is the subject

of ongoing research.
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