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Quickest Change Detection and Kullback-Leibler
Divergence for Two-State Hidden Markov Models

Cheng-Der Fuh and Yajun Mei

Abstract—In this paper, the quickest change detection problem
is studied in two-state hidden Markov models (HMM), where the
vector parameter of the HMM changes from to at some
unknown time, and one wants to detect the true change as quickly
as possible while controlling the false alarm rate. It turns out that
the generalized likelihood ratio (GLR) scheme, while theoretically
straightforward, is generally computationally infeasible for the
HMM. To develop efficient but computationally simple schemes
for the HMM, we first discuss a subtlety in the recursive form
of the generalized likelihood ratio (GLR) scheme for the HMM.
Then we show that the recursive CUSUM scheme proposed in Fuh
(Ann. Statist., 2003) can be regarded as a quasi-GLR scheme for
pseudo post-change hypotheses with certain dependence structure
between pre- and postchange observations. Next, we extend the
quasi-GLR idea to propose recursive score schemes in the sce-
nario when the postchange parameter of the HMM involves
a real-valued nuisance parameter. Finally, the Kullback-Leibler
(KL) divergence plays an essential role in the quickest change
detection problem and many other fields, however it is rather
challenging to numerically compute it in HMMs. Here we develop
a non-Monte Carlo method that computes the KL divergence of
two-state HMMs via the underlying invariant probability mea-
sure, which is characterized by the Fredholm integral equation.
Numerical study demonstrates an unusual property of the KL di-
vergence for HMM that implies the severe effects of misspecifying
the postchange parameter for the HMM.

Index Terms—Change-point, CUSUM, hidden Markov model
(HMM), Kullback-Leibler (KL) divergence, score test, sequential
detection.

I. INTRODUCTION

T HE quickest change detection problem has many impor-
tant applications including but not limited to signal de-

tection, quality control, surveillance and environmental moni-
toring. In such a problem, it is assumed that at some unknown
time, some event occurs to a system and changes the distribu-
tions of observations abruptly from their normal patterns. The
goal is to detect the true change as soon as possible, under a
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restriction on the frequency of false alarms. Much research in
quickest change detection problems has been done under the
simple model when the observations are independent over time,
and some significant theoretical contributions can be found in
Page [18], Shiryaev [20], Lorden [16], Pollak [19], Moustakides
[17], and Lai [14], just to name a few.
In certain applications of interest such as sensor networks,

however, the independence assumption may be inappropriate. A
more suitable statistical tool for dependence is hidden Markov
models, which have been widely used in many important ap-
plications such as speech recognition, digital communications
over unknown channels, fault diagnosis in computer commu-
nication networks, etc.. A hidden Markov model (HMM) is a
doubly stochastic process with an underlying stochastic process
that is not directly observable (i.e., hidden) but can be observed
only through another set of stochastic processes that produces
the sequence of observations. The literature on the HMMs is
quite rich, and the reader is referred to Cappé, Moulines and
Rydén [5] for an overview.
To the best of our knowledge, however, research on quickest

change detection problems for HMMs is rather limited (For
some exceptions, see Baron and Tartakovsky [2], Chen andWil-
lett [6], [7], Dayanik and Goulding [8], Gerencser and Molnar-
Saska [12], Gerencser and Prosdocimi [13]). The purpose of this
paper is to fill up the gap. Note that from theoretical viewpoint,
many standard quickest change detection methods for indepen-
dent observations are based on the generalized likelihood ratio
(GLR) statistics, and thus it seems to be straightforward to ex-
tend the GLR-based methodologies from independent observa-
tions to dependent observations such as HMMs. However, the
computational complexity of the HMM poses several new chal-
lenges, as the standard GLR-based schemes are generally com-
putationally infeasible in the quickest change detection problem
in HMMs.
The primary objective of this article is to address several com-

putational issues of the HMM that are crucial to the quickest
change detection problem. The first one is to investigate whether
the GLR-based scheme can be implemented recursively in the
HMM even if the pre- and post- change parameters are com-
pletely specified. A key subtlety here is the dependence struc-
ture between pre- and post- change observations. One popular
formulation in the literature is to assume that the pre-change and
post-change observations are independent, but unfortunately the
corresponding GLR schemes are computationally infeasible for
online monitoring in the HMM. Meanwhile, Fuh [10] proposed
a computationally simple scheme that can be implemented re-
cursively as the classical CUSUM scheme for independent ob-
servations, but its rationale is not fully understood in HMMs. In
this article, we show that while the recursive CUSUM scheme
in Fuh [10] is not a GLR scheme in general, it can be regarded
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as a quasi-GLR scheme for pseudo post-change hypotheses with
certain dependence structure between pre- and post- change ob-
servations.
The idea of quasi-GLR provides a new direction to develop

scalable quickest change detection schemes that can be im-
plemented recursively in a more complicated scenario of the
HMM when the post-change parameter is not fully specified.
In such scenarios, no reasonable scheme has been developed in
the literature. Here we will propose a recursive score scheme
for the HMM when the post-change parameter involves
a real-valued nuisance parameter. Our numerical simulation
study implies that the effect of mis-specifying the post-change
parameters can be severe for the HMM and further research
is needed to develop better scalable schemes that is more
robust and more efficient for the HMM when the post-change
parameter is not fully specified.
Another closely related topic of this article is to characterize

the Kullback-Leibler (KL) divergence for two-state HMMs. The
KL divergence plays an essential role in quickest change detec-
tion problems, as well as in many other sub-fields of statistics
and information theory. The general definition of the KL diver-
gence is as follows: For any stationary process with
the joint probability density (or mass) function of
being for or , the KL divergence

is defined as

(1)
where denotes the probability measure when
are distributed according to . This definition has a simpler
and more familiar form for the independent and identically dis-
tributed (i.i.d.) observations: when , are i.i.d. with pdf

with respect to some probability measure , the law of large
numbers suggests that

(2)

However, for the HMM, there is no simple closed-form ex-
pression of the KL divergence in (1) in general, see Silva
and Narayanan [21]. Hence, to estimate the KL divergence in
HMMs, one generally has to rely on the Monte Carlo simulation
of (1) for a large , or deriving easy-to-compute upper and
lower bounds on the KL divergence, see Blackwell [4] and Do
[9].
An alternative approach of estimating the KL divergence is

to treat a HMM as a (big) Markov chain, and thus the KL di-
vergence can be defined via the invariant measure. From theo-
retical viewpoint, the (abstract) definition of the KL divergence
via the invariant measure approach is not new, see Blackwell [4]
for any functions of finite-state Markov chains and Fuh [10] for
general HMMs. However, it is non-trivial to find such invariant
measures, particularly in the general HMMs. Our contribution
here is to explicitly derive the invariant measures for two-state
HMMs. The key observation is that for a HMM with a finite
number of hidden states, the invariant measure can essentially
be defined by functions whose ranges are in the -di-
mensional space. While this is computationally challenging for
a general value of , it is numerically feasible for , as the
corresponding two one-dimensional real-valued functions can
be characterized by Fredholm integral equation. Note that this

Fredholm integral equation is well studied in mathematics, and
can be numerically solved through discretizing and then finding
the eigenvector of a (large) square matrix with respect to the
eigenvalue . It remains an open problem to find efficient
numerical algorithms for the KL divergence of any finite-state
HMMs in a general setting. Thus we will focus on two-state
HMMs in this paper, though our discussion on the (quasi-) GLR
schemes can be extended to any finite-state HMMs.
The remainder of this article is organized as follows. In

Section II, we describe two-state HMMs and formulate the
quickest change detection problem. In Section III, we present
the GLR-based schemes in HMMs, and then discuss when they
will have a recursive form. This allows us to show that the
recursive CUSUM scheme in Fuh [10] can be regarded as a
quasi-GLR scheme, and to propose the recursive score scheme
when the post-change parameter involves an unknown
real-valued nuisance parameter. In Section IV, we address
the computational issues on how to efficiently implement
the proposed schemes in the HMM. Section V is devoted to
the KL divergence of two-state HMMs: we illustrate how to
numerically compute the KL divergence and how to numeri-
cally characterize the invariant measure for two-state HMMs.
Section VI reports numerical simulation studies to illustrate the
usefulness of our results. Section VII contains some concluding
remarks.

II. BACKGROUND AND NOTATION

To define a two-state HMM, we assume that at each time
, there are two kinds of random variables: one is an

unobservable random variable , the so-called
hidden state, and the other is which is observable and may it-
self be a vector. The key feature of HMM is that the distribution
of depends only on the hidden state . To have a brief nota-
tion for a given two-state HMM, the parameters will be simply
denoted by a vector . For this two-state HMM, we assume that

is a Markov chain with transition probability
matrix

(3)

where is a parameter vector that will be defined in a little
bit. That is,

, whereas
for all . Here and in

the sequel, we assume and to ensure the
ergodicity (aperiodicity, irreducibility and positive recurrence)
of the underlying Markov chain .
Therefore the stationary distribution of the Markov chain
exists. We further assume that the initial distribution of is the
stationary distribution

(4)

For the observed random (possibly vector) variable at
time , we assume that its distribution is completely determined
by the Markov chain , and the
conditional pdf or pmf of (possibly a vector) given

is . In other words, the conditional
pdf or pmf of given can be either or , depending
on whether the hidden state or 1. The process
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is called a hiddenMarkovmodel (HMM). Under our
notation, the parameter vector may include and in (3) as
its components, or equivalently, it is useful to think that
and depend on . For instance, when of

and of , then the parameter
vector .
Next, let us describe the quickest change detection problem

in HMM. A less formal description is to assume that at some
unknown (possibly ) time , the parameter vector in the
HMMmay change from one value to another value .
The change of can occur in either the Markov chain or the
conditional density function of ’s or both. Since the only way
of detecting a change in the system is to monitor the observa-
tions ’s, we assume that the behavior of ’s is affected by
the change (otherwise such a change is undetectable). The goal
of quickest change detection in HMM is to utilize the observed
values ’s to detect the true change as soon as possible, under
a restriction on the frequency of false alarms.
A statistical scheme in the quickest change detection problem

can be defined as an integer-valued stopping time with respect
to the observed sequences . The interpreta-
tion of is that, when , we raise an alarm at time to de-
clare that a change occurred somewhere in the first time steps.
Note that the decision depends only on ,
i.e., those observations ’s that are available up to time . That
is, one cannot use any future observations to decide whether or
not to raise an alarm at the current time step.
To be more precise, denote by and the probability

measure and expectation when the change occurs at time , and
denote the same by and when there is no change.
Ideally, we want the scheme to be stochastically large under

when there is no change and to be stochastically
small under when a change occurs at time . There are two
standard mathematical formulations to formalize this idea. The
first, due to Shiryaev [20], is the Bayesian approach, to which
the change-point is assumed to have a known prior distribu-
tion. The second is a minimax formulation, proposed by Lorden
[16], in which the change-point is assumed to be unknown
(possibly ) but non-random. Under the minimax formulation,
the performance of is evaluated by two criteria: the long and
short Average Run Lengths (ARL). The long ARL is defined by

, which is also often called the ARL to false alarm. The
short ARL can be defined by the worst case detection delay in
Lorden [16]:

where is a -algebra generated by
all observations available before time . The standard minimax
formulation can then be formulated as follows.
(P1): Find a scheme that minimizes detection delay ,

subject to the false alarm constraint

(5)

where is a pre-specified lower bound.
Note that the minimax formulation (P1) has been well

studied for the i.i.d. model since Lorden [16], in which the exact

optimality result was first established by Moustakides [17].
The change point problems have been extended to dependent
observations, see Bansal and Papantoni-Kazakos [1], Lai [14],
[15], and Tartakovsky and Veeravalli [24] for general asymp-
totic theories, and Fuh [10], [11] for HMMs, when goes to
. However, the computational issues bring new challenges to

the quickest change detection problems in HMMs.
From theoretical viewpoint, the rigorous definitions of prob-

ability measures, and ’s, need to pay more attention
in the quickest change detection literature for dependent obser-
vations. We first note that the definition of the pre-change hy-
pothesis is straightforward for the HMM: under , the
joint marginal distribution of the first observations, ,
is , where

(6)

Here is defined by
the transition probability matrix in (3).
Next, the rigorous definitions of the post-change hypotheses
’s can be non-trivial, since they depend on the specific

dependence structure between the pre-change and post-change
observations, also see Tartakovsky and Moustakides [22] and
Chapter 6 of Tartakovsky, Nikiforov and Basseville [23] for
general discussions. To be more specific in HMMs, the defini-
tion of ’s depends on the assumption of the first post-change
hidden state . As an illustration, let us consider two different
kinds of definitions of , both of which can be thought of
as the problem of detecting a change in the HMM with pa-
rameter from to . The first one is when the pre-change
and post-change observations are independent, e.g., when the
hidden state is independent of the previous state and
the previous information , and has a stationary
distribution in (4):

for all ,1 and for all . In such case, the
joint marginal -distribution of (with )
becomes

(7)

where as conventional. The second kind of defini-
tion occurs when the post-change hidden state comes from
the pre-change hidden state with the post-change transi-
tion probability matrix in (3), i.e.,



FUH AND MEI: QUICKEST CHANGE DETECTION AND KL DIVERGENCE FOR TWO-STATE HMM 4869

for all ,1 and all . Under this second sce-
nario, the joint marginal -distribution of (with

) becomes

(8)

Hence, as illustrated in (7) and (8), in the problem of detecting a
change on the HMM with parameter from to , the rigorous
definition of the post-change hypotheses ’s depends on the
assumption on the initial distribution of the first post-change
hidden state .
One may expect that the initial distribution of should

not affect asymptotic properties when the sample size goes to
, and thus asymptotic theorems often remain the same under

these different definitions of the post-change probability mea-
sures ’s.
Finally, it is important to point out the computational aspect

of the HMM: all joint pdfs or pmfs of and ’s in (6),
(7), and (8) involve the summation of terms. In the con-
text of quickest change detection, the naive implement of many
standard statistical methods often requires us to compute these
density functions quickly at each time step over a long period
(e.g., ) with limited memory and computational ca-
pacity, which is impossible. That is the main reason why new
methods and approaches are needed to address the computa-
tional complexity of the HMM in the quickest change detection
problem.

III. METHODOLOGIES FOR QUICKEST CHANGE DETECTION

In this section, we will first present two methodologies for
quickest change detection in HMM when the post-change
parameter is completely specified: one is the generalized
likelihood ratio (GLR) scheme, and the other is the recur-
sive scheme proposed in Fuh [10] that can be regarded as a
quasi-GLR scheme for pseudo post-change hypotheses with
certain dependence structure between pre- and post-change
observations. Later we propose the recursive score scheme
when the post-change parameter involves a real-valued
nuisance parameter. Here we will focus on the methodologies
and their computational aspects, as the theoretical asymptotic
properties can be found in Fuh [10].

A. The GLR Scheme
As in any other statistical sub-fields, a widely used approach

to develop efficient schemes for quickest change detection is
based on the generalized likelihood ratio (GLR). Note that the
quickest change detection problem can be regarded as sequen-
tially testing of the simple null hypothesis

against a composite alternative hypothesis

Thus, for the first observations, , the logarithm
of the corresponding GLR statistic is

(9)

Then the GLR scheme raises an alarm when the log-GLR
statistic is too large, i.e., the GLR scheme is defined by the
stopping time

(10)

where the threshold is chosen to satisfy the false alarm
constraint (5).
The GLR scheme in (10) has been well studied in

models other than HMM in the quickest change detection liter-
ature. For instance, Moustakides [17] showed that it is exactly
optimal when the observations ’s are i.i.d. up to a change,
and Lai [15] established its asymptotic optimality properties
for certain scenarios of dependent observations via the condi-
tional post-change probability function. Below we will focus on
a subtle point of the GLR scheme using the notation of the con-
ditional post-change probability function
under the post-change hypothesis .
To abuse the notation a little bit, denote by

the conditional probability function
of given when the joint distribu-
tion of is given in (6). Note that when

, the observation still has the pre-change
distribution as the change occurs after time , and thus

for all .
Hence, the post-change density function can be rewritten as

and the log-GLR statistics in (9) becomes

(11)
It is worth pointing out that a common misunderstanding in

(11) is to denote as the post-change condi-
tional density function of given and rewrite
the GLR scheme as

(12)

This recursive form is very useful for simplifying the online
implementation of the scheme, and it is known as the CUSUM
statistics for independent observations, see Page [18], Lorden
[16], and Moustakides [17]. However, it is clear from (11) that
such a recursive form generally does not hold for dependent
observations unless

(13)

for all and for all .
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In particular, under the post-change hypotheses ’s de-
fined in (7) or (8), the relation (13) does not hold in general,
for instance, is different from

. In other words, the GLR scheme
does not generally have the recursive form in (12) for the
HMM.

B. Recursive CUSUM
Under the post-change hypotheses ’s in (7) or (8), the

GLR scheme is computationally infeasible, and thus it is nat-
ural to develop other types of schemes that are computation-
ally simple and also have reasonable performance. One such ap-
proach is the following recursive CUSUM scheme proposed in
Fuh [10]. Define the likelihood ratio of the first observations,

, by

(14)

for , as conventional, and is
defined in (6) and represents the joint distribution of the first
observations when the parameter of the HMM is and there

is no change. Next, we use to define a monitoring statistic
that has the recursive form as in the CUSUM statistic in (12).
Specifically, at time step , consider the CUSUM-type statistic

(15)

where . Then Fuh [10] proposed to raise an alarm at
time

(16)

where the threshold is chosen to satisfy the false alarm
constraint in (5).
Belowwe refer the scheme in (14)–(16) as the recursive

CUSUM scheme since it has recursive form as in the classical
CUSUMprocedure for independent observations. Note that Fuh
[10] did not state rigorously on the mathematical formulations
of ’s in the problem of detecting a change in HMM parame-
ters from to , and thus the recursive CUSUM scheme
in (14)–(16) is still not fully understood.
To gain a deep understanding, let us first introduce new

pseudo-measures ’s that can also be regarded as post-change
measures in the problem of detecting a change in HMM param-
eters from to . As in (7) or (8), the key step is how to define
the initial distribution of the first post-change hidden state ,
as the remaining post-change observations are from the HMM
model with parameter . We define the new pseudo-measures

’s by assuming that the initial distribution of depends on
the past observed data, , and is given by

(17)

for all , 1 and for all . Here
and are the densities in the

HMM model with parameter , e.g., is de-
fined in (6) with .
It is important to point out that the new pseudo-measures
’s in (17) could be artificially defined in the problem of de-

tecting a change in HMM parameters from to when the
true post-change measures ’s are defined in (7) or (8) or
other forms. A useful intuition of the new pseudo-measures in
(17) is that there are two different HMMmodels running in par-
allel to generate the same (pre-change) observations ’s: one
with parameter and the other with parameter . However,
we can only observe the HMMmodel with parameter before
the change time , and observe the HMM model with pa-
rameter after the change .
With the new pseudo-measures ’s defined in (17), the fol-

lowing theorem shows that the recursive CUSUM scheme
in (14)–(16) is a GLR-based scheme under the HMM defined in
(3) and (4).
Theorem 1: The recursive CUSUM scheme in

(14)–(16) is a GLR scheme in the quickest change detection
problem for the HMM when the true post-change measures are
defined by ’s in (17).

Proof: It suffices to show that relation (13) holds for the
new pseudo-measures ’s in (17). To do so, let us first investi-
gate the joint post-change density function for

under ’s. Conditional on and , we have

where the second equation uses the fact that the post-change
distribution of is determined by , and the third
equation uses the definition of the pseudo-measures ’s in
(17).
Next, we will use the above joint density to derive the condi-

tional post-change density under the new pseudo-measures ’s
in (17). For , we have

if ;
if .
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When , we clearly have
. In the case of , we use the fact

that since the obser-
vations, are from the pre-change hypothesis when

. This proves that relation (13) holds for ’s, and thus the
GLR scheme under the new pseudo-measures ’s in (17) has
a recursive formula and can be written in the form of (14)–(16).

We need to emphasize that the recursive CUSUM scheme
in (14)–(16) is a well-defined scheme in the problem of de-

tecting a change in HMMparameters from to when the true
post-change measures ’s are defined in (7) or (8) or other
forms, although it is not the GLR scheme in those scenarios.
However, Theorem 1 suggests that the only difference between
the recursive CUSUM scheme and the GLR scheme in
those scenarios is on the initial distribution of the hidden state

. For that reason, we call the recursive CUSUM scheme
a quasi-GLR scheme, and one would expect that it should work
well even if the true post-change measures are defined in (7)
or (8). Indeed, it was shown in Fuh [10] that under some gen-
eral regularity condition, the recursive CUSUM scheme
in (16) is asymptotically optimal in the problem of detecting
a change in HMM parameters from to , in the sense of
asymptotically minimizing the detection delay , sub-
ject to the false alarm constraint in (5) as the false alarm con-
straint .

C. Recursive Score Scheme

In the recursive CUSUM scheme in (14)–(16), the
values of the pre-change and post-change parameters, and

are assumed to be completely specified. In many real ap-
plications, while the assumption of known is reasonable,
as the in-control normal patterns are often well understood,
however, the assumption of the known post-change parameter

is often too restrictive. No methodology has been proposed
for quickest change detection in the HMM model when the
post-change parameter is not completely specified. Below
we demonstrate that the recursive CUSUM scheme in
(14)–(16) shed new light on developing more computationally
simple schemes in such more complicated contexts.
A simple approach is to choose several possible candidate

values of post-change parameter , run several recursive
CUSUM schemes ’s in (14)–(16) in parallel, one for each
candidate post-change parameter, and then raise an alarm if at
least one of these several recursive CUSUM schemes raises an
alarm. This approach has been well studied in the literature,
especially for independent observations when the post-change
parameter is unknown, see Basseville and Nikiforov [3], or
Tartakovsky, Nikiforov and Basseville [23]. One would expect
that this is also useful to the HMM, but we will not pursue
it here, as the building blocks are still the recursive CUSUM
scheme in (14)–(16). Below we will focus on demon-
strating that the recursive ideas can be extended to develop
other computationally simple schemes in the HMM.
As an illustration, when the post-change parameter is not

completely specified, say, for example, , where
is a pre-specified unit vector and is a small unknown

real-valued nuisance parameter. In other words, we know the
direction of change but we do not know the magnitude of the

change. The change direction may occur on either the condi-
tional density function or the parameter of the tran-
sition probability matrix of the HMM or both. In this case, we
propose to combine the recursive idea with the score test in the
(offline) statistical literature.
For completeness, let us briefly recall the score test. Suppose

that are observations from the HMMwith parameter
, and the problem of interest is testing versus

. By Neyman-Pearson lemma, the most powerful
test is the likelihood ratio test that rejects if the likelihood
ratio in (14) is large, or equivalently, if is large. The
score test is motivated from the likelihood ratio test when

as goes to 0. For a given real number , define
with , and define the

score function

(18)

Note that the logarithm of the likelihood ratio in (14) be-
comes . Since is an unknown
constant that does not depend on the data, is large only if

is large. This motivates the score test that rejects
if is large. In other words, the score test simply replaces

the log-likelihood ratio by the score function in (18),
and is often referred as the locally most powerful test of the null
hypothesis .
In the context of detecting a change from to

for some unknown small number , our proposed recursive
score scheme is defined as follows. Define the global monitoring
statistic recursively by

(19)

for and , where is the score function de-
fined in (18). Then the proposed recursive score scheme raises
a global alarm at the first time

(20)

where the threshold is chosen to satisfy the false alarm
constraint in (5).
Mathematically, the recursive score scheme should

enjoy the similar properties of the recursive CUSUM scheme
in (14)–(16) when the true post-change parameter

is indeed close to . From computational viewpoint, the
main challenge of the recursive score scheme is how
to compute the score function in (18) effectively online
over long time steps , which turns out to be computationally
feasible in HMMs. We will present an efficient algorithm to
implement the recursive score scheme in Section IV.C, and
run a numerical simulation study in Section VI. Theoretical
properties of the recursive score schemes will be investigated
in a separate paper.

IV. COMPUTATIONAL ISSUES IN HMM

A. Algorithm for Computing the Likelihood Function in (6)
Recall that the likelihood function in (6) in-

volves the summation of terms, and thus we need to find
an efficient algorithm to compute it under the online monitoring
setting when the time step is not fixed in advance and can
become very large. To this end, for given random variables
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from the HMM, define a random matrix at the
time step

and consider the product of random matrices

where is the stationary probability defined in (4). Then it is
not difficult to show that the likelihood function in (6) can be
rewritten as

(21)

The advantage of this approach is that the terms and
can be calculated recursively:

(22)

with initial values

In the HMM literature, relation (22) is known as the forward part
of the celebrated forward-backward (Baum-Welch) algorithm
in the offline setting: if we denote as the first random
observations , then ,

.
Note that in the context of online monitoring, the naive imple-

mentation of relation (22) is still computationally infeasible for
large (in our simulations below it is routine to face ).
This is because converges exponentially to ei-
ther 0 or , depending on whether it is under the pre-change

or under the post-change . In fact, it can be shown that
is of order as goes to , where is

the KL divergence under and
under . Thus we need to modify the relation (22) so that it
can be adapted to the online monitoring context. The key idea is
to consider normalized version of , so as to recur-
sively calculate the log-likelihood function
instead of the likelihood function itself.
The following theorem explores the normalization idea to

provide an efficient algorithm that can recursively compute the
logarithm of in (6) over time step in the online
monitoring context:
Theorem 2: For , define recursively

as

(23)

with initial values

Then the likelihood function in (6) satisfies

(24)

Proof: By (22) and (23), a proof using induction easily
shows that for ,

Hence,

as . Thus (24) holds.
It is useful to mention that both and in (23) gener-

ally have finite means, and thus generally increases or de-
creases linearly as a function of . Hence, Theorem 2 provides
an algorithm that is computationally feasible when the time step
is large. In addition, it is easy to see from Theorem 2 that

(25)

In other words, the essential idea of “normalization” in (23) of
Theorem 2 is nothing but the conditional densities, and can be
easily extended to any finite-state HMM. Moreover, Theorem 2
will also be used again in Section V to provide an alternative
approach to compute the KL divergence for HMMs.

B. Efficient Algorithm to Implement the Recursive CUSUM
Scheme or Recursive Score Scheme
In this subsection, we will briefly discuss how to apply

Theorem 2 to efficiently implement the recursive CUSUM and
recursive score schemes in the quickest change detection for
HMMs. Recall that the recursive CUSUM scheme in
(14)–(16) is based on the pseudo log-GLR statistic that
satisfies the recursive form

for , where . By (14) and (25), we have

where and are defined in (23) for and .
Using the efficient computation of and in (23) for

or , the recursive CUSUM scheme in (14)–(16)
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can be implemented recursively as follows in the context of on-
line monitoring.

Algorithm: Efficient implementation of the recursive
CUSUM scheme in (14)–(16)

Initial parameters: In-control HMM parameter vector
and out-of-control HMM parameter

vector .

Set: A terminal threshold

Algorithm:

initialize , , ;

and . That is, and
record the current values of for

and , respectively.

While the scheme has not raised an alarm

do 1. input a new observation ;

2. let and update and
from using (23) for and , i.e., for

,1;

3. let
.

if terminate: raising an alarm at time and
declaring that a change has occurred;

end the while loop

To implement the recursive score scheme in (19) and
(20), the main challenge is how to compute , where

is the score function defined in (18). Assume that
for the known unit vector and unknown . Then

we have

(26)

where

The key observation is that since and are recur-
sively defined in (23), the chain rule will allow us to derive a
recursive formula for as a four-dimen-
sional vector. The detailed arguments are straightforward, see
Section 10.3.4 of Cappé, Moulines and Rydén [5]. The only
subtly is that in (23), the parameters and
might be a function of , depending on whether the change di-
rection involves the parameter or not. The detailed ar-
guments and algorithms are straightforward and thus omitted to
save space.

V. KULLBACK-LEIBLER DIVERGENCE FOR HMM
In the problem of detecting a change on the HMM parameter

from to , as shown in Fuh [10], for any scheme satisfying
the false alarm constraint (5), we have

as , and the recursive CUSUM scheme in
(14)–(16) attains this lower bound asymptotically. Here

is the KL divergence defined in (1), and under our
notation for HMM, it becomes

where is the likelihood ratio statistic defined in (14) for the
first observations, .
Unfortunately, it has been challenging to compute or charac-

terize the KL divergence for HMMs, see Silva and
Narayanan [21]. A naive approach is the Monte Carlo simula-
tion method that estimates by for large value
of under probability . With the notations of and
in (23) in Section IV-A, the log-likelihood ratio statistic
can be efficiently computed via

Under some general conditions, it can be shown that is
asymptotically distributed with mean and variance of

under probability . Thus, can be estimated
by for a large , when the data ’s are from the HMM
with parameter .
In the following, we will focus on an alternative approach

that explores and in (23) in another direction so as to
directly compute KL divergence . As in i.i.d. models,
by the law of large numbers, as goes to , we have

Mathematically, the limit can also be defined by

(27)

where is used to emphasize the invariant probability mea-
sure on when the are from the HMM
model . Then KL divergence

In the literature of random matrices, the constant is the
so-called upper Lyapounov exponent for products of (Markov)
random matrices , see Fuh [10] for more details. More-
over, note that for HMM, plays the similar role of cross-en-
tropy between and for i.i.d. models. To have further ex-
ploration, in the following we will provide a deeper discussion
of the invariant probability measure involved in the KL diver-
gence for a two-state HMM, since it is a little more complicated
than at first sight.

A. Theoretical Background of Invariant Measure of in (27)
For two-state HMMs, it is crucial to note that the definition

and properties of the two-dimensional vector variable
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in (23) essentially depend only on the one-dimensional vari-
able . Thus, the invariant
probability measure of in (27) is reduced to the invariant or
stationary distributions of the variable . Moreover,
another subtle fact is that for the two-state HMM, the variable

should have two different kinds
of stationary probability density functions on the interval [0,1],
depending on whether the hidden state or 1. This is be-
cause , not itself, is a Markov chain, and
the invariant probability measure is the stationary distribution
of the Markov chain .
Hence, the problem of characterizing the invariant mea-

sures is reduced to the problem of finding the corresponding
stationary densities of , depending on whether the hidden
state , or 1. For that purpose, define the joint stationary
density of by and , respectively, i.e., for

or 1, the stationary density function satisfies

(28)

Theoretically, we can also consider the conditional densities of
given or 1, but we chose the joint density of

here due to its convenient numerical computation
later on matrix eigenvalues.
In order to characterize the stationary densities and

, we shall explore the fact that under the invariant proba-
bility measure, the distribution of should be the same
as that of , after we take into account the ran-
domness of under . The essential idea is to re-write the
relation (23) as

(29)

where is randomly generated from the HMM model under
. This allows us to characterize the stationary densities

and in the following theorem via the general
Fredholm integral equation.
Theorem 3: Denote by and the parameters and

in (3) when the HMM has the parameter , and define

(30)

and

(31)

for or 1. Then for all ,

(32)

Moreover, being the joint density functions, the non-negative
functions and must satisfy the initial condition

(33)

Proof: From (29), the event , or equiv-
alently, , can be rewritten
as and

which can be computed by conditioning on .
Then it is clear from (29) that

(34)

for or 1 and for all , where and
are defined in (30) and (31).
Next, we will use (34) to derive the joint distributions of

by conditioning on .
The key property of stationary joint distributions is that when

has stationary joint distribution for
and 1, and so is . By (34),

where the second equation uses the assumption that
has stationary joint density function , the third

equation follows from (34), and the last equation uses the fact
that the stationary measure is induced when
are from the HMM model with parameter .
Combining the stationary distribution of in

(28) with the above relation yields that

(35)
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for all . Recall that and denote the parame-
ters and in (3) when the HMM has the parameter .
With the notation of , relations (32) follows directly
by taking derivatives of (35) with respect to . Moreover, re-
lations (33) hold because the measure is induced from the
HMM model with parameter . This completes the proof of
Theorem 3.
In Theorem 3, equations (32) and (33) are a special case of the

general Fredholm integral equation that characterizes the non-
negative functions and . Also note that and

in (32) and (33) depend on only through .
However, both in (30) and in (31) might possibly
depend on , since and in in (30).
We postpone the discussion of numerical computation of

and to the next subsection, and below we illustrate
how to use the invariance joint densities and to
compute in (27) for general , which leads to the computa-
tion of the KL divergence (recall that
the kernels and in (32) depend on ).
After we obtain the invariant joint densities and ,
which can be regarded as the joint densities of ,
we can directly compute via (23) and (27) by using the
conditional expectation of given and

:

(36)

where the second equation considers the transition of the hidden
state from to for the HMM with parameter . In
the third equation, the functions and are defined
below by the conditional expectation with respect to :

(37)

where we used the definitions of and in (23), and
the fact that the conditional density function of only de-
pends on and is under . It is worthwhile
pointing out that in (37), the term is related to the
HMM with parameter , but the terms inside the logarithm,
i.e., , are related to the HMM with
parameter .

Hence, the main task remaining is to characterize non-nega-
tive functions that satisfy (32) and (33). The stan-
dard techniques for the general Fredholm integral equation can
be used, and will be discussed in the next subsection.

B. Numerical Approximation of the Invariant Measure
The standard techniques for the general Fredholm integral

equation can be used to estimate numerically
from equations (32) and (33). The key step is to consider
two discrete approximations: and

. For that purpose, consider
and

. One simple choice is just set for
. Assume . Then

and

for , where .
Now we apply to equation (32) to ob-

tain equations, and use the above approximations to
discretize the right-hand side of equation (32). Write these

equations in a matrix form to have , where
and

is a matrix whose entries values de-
pend on and , both of
which can be computed for given values of and . Since

and for all and ,1,
a nice property of the matrix is that the sum of each column
equals 1, which is the main reason why we use the invariant
joint density notation. This property makes sure that the matrix

has an eigenvalue (the largest) equal to 1 and thus the corre-
sponding eigenvector is an efficient approximation to
and .
With the discretized approximation and , we can

estimate by approximating the integration in (36), thereby
yielding an alternative way to compute the KL divergence

. It is worth mentioning that from theo-
retical viewpoint, this alternative way works no matter whether

is a real-valued random variable or a random vector, as it
only depends on the likelihood ratio and its proper-
ties in the in (31). Unfortunately, from computational
viewpoint, it works only when in (31) can be computed
efficiently, which can be non-trivial and a challenging task,
especially when is a random vector. Nevertheless, we feel
this alternative way is valuable: so far the only method in the
literature to estimate the KL divergence in HMM is the Monte
Carlo simulation of for large value of , and our
proposed alternative non-Monte-Carlo way will allow one to
check the accuracy and correctness of both methods.
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TABLE I
PERFORMANCE OF THE RECURSIVE CUSUM SCHEME IN (14)–(16)

VI. SIMULATION STUDIES
Motivated by the Gilbert-Elliot model for burst errors in

telecommunication, we assume in our simulation studies that
there are two hidden states: 0 (a “good” state) and 1 (a “bad”
state), with the transition probability matrix in (3). Conditional
on the hidden state (=0 or 1), the sensor observations

are with . Equivalently, the
observations can be modeled as

where the ’s are i.i.d. . Under our notation, the param-
eter vector .
Assume that the parameter values before a change occurs are

, , , and , i.e., the
pre-change parameter of is . That is,
under the pre-change hypothesis, there is no signal
, and the observed white noises have smaller under

the “good” communication channel (state 0) but have larger
variance under the “bad” communication channel
(state 1). In addition, under the pre-change hypothesis, the com-
munication channel stays at the “good” state most times (on av-
erage we have “good” states followed by
“bad” states).

A. The Case of Known Post-Change Parameter
Suppose now that there is an additive signal with mean

1, and we are interested in detecting a change in conditional
means from 0 to 1. That is, the post-change parameter is

, or the conditional means
may change from (0,0) (i.e., no signal) to (1, 1) (i.e., a signal)
at some unknown time .
The performance of the recursive CUSUM scheme in

(14)–(16) is reported in Table I. For a given threshold , we
simulate the expected sample size, , under two prob-
ability measures, i.e., when the data ’s are from the HMM
with or . The former is just , the ARL to
false alarm. The later, , can be regarded as providing
useful information on the detection delay . As men-
tioned before, the “worst detection delay” depends
on the actual dependence relationship between pre-change and
post-change observations, and may or may not be the same as

, though they should be asymptotically equivalent
when is large. Each simulated value of in Table I is
based on 2500 runs, and is recorded as the Monte Carlo estimate
standard error.
Next, we also report the value of KL divergence in this con-

text. We consider two ways to estimate the KL divergence. One
is based on Monte Carlo simulations of under
with the time step for convenience. The other is based
on the invariant probability measure based on 500 discretiza-
tions over the interval [0,1]. The corresponding results are sum-
marized in Table II.

TABLE II
K-L INFORMATION NUMBERS OF TWO-STATE HMM

From Table II, these two ways yield similar numerical results,
and thus these two different methods validated each other. In
particular, we felt confident in this specific example that

is large enough in the Monte Carlo simulation of
for estimating the KL divergence.

B. The Case When the Post-Change Parameter Involves
Unknown Real-Valued Nuisance Parameter

Suppose now that there is an additive signal with unknown
mean , and we are interested in detecting a change in con-
ditional means from 0 to the unknown value . That is, the
post-change parameter is , but we do
not know the exact value of .
In this scenario, besides the recursive score scheme

in (19) and (20), we also consider several different kinds of re-
cursive CUSUM scheme in (14)–(16), depending on the
candidate values of conditional mean: , 0.1, 0.5, 1,
2, 3. Each yields a specific post-change parameter

, and corresponds to a recursive CUSUM
scheme in (16). To distinct these schemes, we denote them
by , depending on the specific value of conditional mean
. Moreover, as suggested by a reviewer, we also consider the

GLR scheme in (10) that corresponds to the specific
post-change measures in (7) with , and denote it by

.
For each of these different schemes , we first choose the

threshold so that . Next, we simu-
late , the expected sample size when the are from
the HMM model with parameter , and
we use this as an estimate of the detection delay .
The detection delays of all these schemes are summarized in
Table III, where each simulated value is based on 2500 runs,
and is recorded as the Monte Carlo estimate standard error.
All simulations were done on a Windows 7 Laptop with

Intel i7-3520M CPU 2.90 GHz using MATLAB R2012b. For
each of these schemes (i.e., each row of Table III), the most
time consuming part was to search for the threshold so that

. It took about 12 20 seconds to
find such from a range of values for the recursive CUSUM
or recursive score schemes (the time is shorter if our initial
guess range of is closer). Meanwhile, for the GLR scheme,
it took about 320 seconds to simulate for a
given threshold around 5. Once the threshold is found, it is
straightforward to simulate the detection delays in Table III. It
took about 0.046 seconds to simulate all eight detection delays
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TABLE III
A COMPARISON OF DETECTION DELAYS OF EIGHT SCHEMES WITH

of the recursive CUSUM scheme, and it took about 0.980 sec-
onds for those of the recursive score scheme. Meanwhile, the
longest time for simulating the detection delay of GLR scheme
is 264.8 seconds when and the shortest time is 1.38
seconds when . Hence, as compared to the GLR scheme
that cannot be implemented recursively, the computational
advantage of recursive schemes is evident.
From Table III, it is clear that at a given true post-change

mean , the recursive CUSUM scheme with the correct
has the smallest detection delay. In addition, when the

true post-change mean is small, the recursive score scheme
have similar performances as the recursive

CUSUM scheme with small . Note that the
recursive score scheme is designed to detect small changes, its
performance is rather poor when the true change is large. More-
over, the GLR scheme and the recursive scheme

have similar performances. All these are consistent
with our theoretical conclusions.
An interesting observation from Table III is that mis-speci-

fying the post-change parameter can have a severe consequence
for the HMM, no matter whether it is over-estimating or under-
estimating. For each of the recursive CUSUM schemes (except

), the detection delay is not a monotone function of
the true , and in particular, a scheme designed for
detecting a smaller change can have a very large detec-
tion delay when the true change is large.
To the best of our knowledge, this is a new phenomenon in

HMMs and never happens in the i.i.d. model. Below is a more
delicate explanation based on the KL divergence in (1) for the
HMM. From the asymptotic viewpoint, it is not difficult to show
that the detection delay of the recursive CUSUM
under the true post-change parameter
is roughly up to , if the denom-
inator is positive. Thus we need to investigate the property of

as a function of .
This is straightforward to the simplest i.i.d. model when the
’s are i.i.d. normal , with and
. In that case, we have and

. Hence,
is always an increasing function of . The interpretation
is that for the i.i.d. model, the CUSUM scheme designed for a
smaller change might not be the optimal, but its perfor-
mance is not bad, since it is easier to detect a larger true change

than a smaller pre-specified change . That is also the
reason why the practitioners often consider the CUSUM scheme
with the smallest meaningful post-change mean in the context
of i.i.d. model.
However, the case for the HMM is different. Under our

current setting, when , Fig. 1 plots

Fig. 1. When , two curves of
as a function of for two different values. Solid curve:
and . Dotted curve: and

. Both curves show that is not
a monotone function of .

as the function of for two specific
choices of one is and
the other is . Fig. 1 suggests that
is no longer a monotone function of for the HMM! In
particular, if the pre-specified parameter is significantly
different from the true post-change parameter , then the value
of can be very small, meaning that a
scheme designed with the pre-specified post-change parameter

will have a large detection delay when the true change is
larger than what we pre-specified . This is exactly what we
observed in Table III.

VII. CONCLUSIONS
In this article, we examined the quickest change detection

problem in HMMs, and made several contributions to the field:
(1) explore when the GLR scheme has recursive formula for
dependent observations in HMMs; (2) interpret the recursive
CUSUM scheme in Fuh [10] as a quasi-GLR scheme; (3) de-
velop the recursive score schemes when the post-change param-
eter of the HMM involves a real-valued nuisance parameter; and
(4) propose an alternative non-Monte-Carlo way to compute the
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KL divergence of a two-state HMMvia the invariant probability
measures.
While the classical quickest change detection problems have

been studied for several decades, research on the quickest
change detection in HMMs is rather limited, mainly due to
computational complexity. Clearly, there is a lot of research
ahead to improve the algorithms and methodologies. For in-
stance, it will be interesting to study the case when the change
occurs to the hiddenMarkov chain, or investigate the theoretical
properties of the proposed recursive score scheme. Moreover,
mis-specifying (either under-estimating or over-estimating) the
post-change parameter can have a severe effect for the HMM,
and thus it will be crucial to develop scalable schemes that are
robust and efficient. Hopefully this article can stimulate further
research on quickest change detection problems in HMMs.
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